BB Ref. Ares(2024)6904523 - 30/09/2024
Project: 101094364 — ITHACA — HORIZON-CL2-2022-DEMOCRACY-01

EUROPEAN RESEARCH EXECUTIVE AGENCY (REA)
REA.C — Future Society

C.1 - Inclusive Society

ITHACA

Al To Enhance Civic Participation

ITHACA

artificial Intelligence To enHAnNce Civic pArticipation

D1.3 Trustworthy Al compliance practices, assessment and conceptualization

Work Package: WP1 — State of the art and conceptualization

UniGraz (Zangl, Bedek, Nussbaumer, Weichselgartner, Binda, Albert),
UPAT (Loi, Zachos, Moustakas), SnP (Nikolaou, Dimogerontakis),

Authors: . A
BMA (Colt), Martin (Sausova), CERTH (Spiliotis, Panou).
Reviewers: RtF, SnP, UniGraz.
Status: | Final

Due Date: | 31/12/2023
Version: | 4.0
Submission Date: | 30/9/2024

Dissemination Level: | PU - Public

Disclaimer:

This document is issued within the frame and for the purpose of the ITHACA project. This project has received funding from the European Union’s Horizon Europe
Framework Programme under Grant Agreement No. 101094364. The opinions expressed and arguments employed herein do not necessarily reflect the official views of
the European Commission.

This document and its content are the property of the ITHACA Consortium. All rights relevant to this document are determined by the applicable laws. Access to this
document does not grant any right or license on the document or its contents. This document or its contents are not to be used or treated in any manner inconsistent with
the rights or interests of the ITHACA Consortium or the Partners detriment and are not to be disclosed externally without prior written consent from the ITHACA
Partners. Each ITHACA Partner may use this document in conformity with the ITHACA Consortium Grant Agreement provisions.

(*) Dissemination level. - Public — fully open (automatically posted online)

Sensitive — limited under the conditions of the Grant Agreement

EU classified —RESTREINT-UE/EU-RESTRICTED, CONFIDENTIEL-UE/EU-CONFIDENTIAL, SECRET-UE/EU-SECRET under Decision 2015/444




ITHACA

Trustworthy Al compliance practices, assessment and conceptualization

D1.3

ITHACA Project Profile

Grant Agreement No.: 101094364
Acronym: | ITHACA
Title: | artificial Intelligence To enHANce Civic pArticipation
URL: | https://www.ithaca-project.eu/
Start Date: | 01/01/2023
Duration: | 36 months
Partners
Short Name Legal Name Country
KT KONNEKT ABLE TECHNOLOGIES IE
LIMITED
CERTH ETHNIKO KENTRO EREVNAS KAl EL
TECHNOLOGIKIS ANAPTYXIS
UPAT PANEPISTIMIO PATRON EL
RtF RAISING THE FLOOR BE
SnP STAMADIANOS KAI SYNETAIROI EL
DIKIGORIKI ETAIREIA
UniGraz UNIVERSITAET GRAZ AT
MNLT MNLT INNOVATIONS IKE EL
SIMAVI SOFTWARE IMAGINATION & VISION SRL RO
PEDAL PEDAL CONSULTING SRO SK
BMA AGENTIA METROPOLITANA PENTRU RO
DEZVOLTARE DURABILA BRASOV
ASOCIATIA

MARTIN MESTO MARTIN SK




ITHACA

Version

Date

Trustworthy Al compliance practices, assessment and conceptualization

D1.3

Document History

Author (Partner)

Remarks/Changes

0.1 21/06/2023 UniGraz First Structure

0.2 22/09/2023 UniGraz Sections 2.3, 2.4 (1st version), 3.2 & 3.3

0.3 22/09/2023 SnP Section 3.1

0.4 22/09/2023 UPAT Sections 4.2 & 4.3

05 29/09/2023 UPAT Chapter 5

0.5 13/10/2023 UniGraz Extensions to Chapter 5

0.6 20/10/2023 CERTH Section 4.4

0.7 25/10/2024 UniGraz Executive Summary (1st version) & Chapter 1

0.8 31/10/2023 BMA Section 2.2

1.0 01/11/2023 Martin Section 2.1

11 17/11/2023 UniGraz Sections 6.1, 6.2.2 & 6.3.4

1.2 24/11/2023 CERTH, BMA, Martin  Section 4.1

13 24/11/2023 RtF Review and commenting

14 28/11/2023 UPAT Sections 6.3.2 & 6.4

15 29/11/2023 SnP Review and commenting

16 01/12/2023 UniGraz Review and commenting

1.7 12/12/2023 UniGraz Update of Executive Summary, Chapter 1, Sections 2.3,
2.4,3.2,3.3,6.1,6.2.2 & 6.3.4 based on Reviews

1.8 14/12/2023 UPAT Update of Chapter 5, Sections 4.2, 4.3, 6.3.2 & 6.4 based
on Reviews

19 15/12/2023 BMA Update of Section 2.2 based on Reviews

2.0 18/12/2023 SnP Update of Sections 3.1 & 6.2.1 based on Reviews

2.1 19/12/2023 UniGraz, Martin Update of Section 2.1 based on Reviews

2.2 20/12/2023 CERTH Sections 6.3.1 & 6.3.3, Update of Sections 4.1 & 4.4
based on Reviews

2.3 21/12/2023 UniGraz Editing, Formatting, Sending to partners for final checks

3.0 29/12/2023 UniGraz Final Editing and Formatting, Submission to KT




ITHACA

Trustworthy Al compliance practices, assessment and conceptualization

Version Date Author (Partner) Remarks/Changes

3.1 05/07/2024 UniGraz First proposal for additions and extensions based on the
feedback General Project Review Consolidated Report

3.2 26/08/2024 UniGraz First version of the updates within section 3.2 (focusing
on Generative Artificial Intelligence, GAI), new section
3.25

3.3 30/08/2024 UPAT Updates within section 4.2, in particular new section
4.2.2, and new section 5.6 (focusing on GAI)

3.4 02/09/2024 SnP First version of the updates within section 3.1 (focusing
on GAl), in particular section 3.1.3 and the new section
3.15

3.5 12/09/2024 CERTH First version of new section 4.4.5 (focusing on GAI)

3.6 13/09/2024 SIMAVI, UniGraz Review of updates and extensions (within sections 3.1,
3.2,4.2,4.4,5.6).

3.7 25/09/2024 UniGraz, UPAT, SnP, Extension of chapter 6 subsections based on the updates
CERTH of the sections 3.1, 3.2, 4.2, 4.4, 5.6 that focus on GAI

3.8 26/09/2024 UniGraz, UPAT, SnP, Finalisation of sections 3.1, 3.2, 4.2, 4.4, 5.6 based
CERTH ITHACA-internal review (see version 3.6)

4.0 27/09/2024 UniGraz Executive Summary on updates, final editing and
formatting, submission to KT




ITHACA

D1.3

Trustworthy Al compliance practices, assessment and conceptualization

Executive Summary (December 2023)

This report is the third and final deliverable in Work Package 1 ('State of the art and conceptualization®) of the
ITHACA project. Its primary goal is to extract the quintessence of a holistic state-of-the-art analysis to support
the design and technical development of an inclusive civic participation platform, and to establish a first concept
for the implementation of pilot studies.

The report describes the outcomes of a number of different Tasks, as well as the underlying methods and processes
applied to achieve these outcomes and to draw appropriate conclusions. These different Tasks include: (i) Studies
of the social contexts and ethical and legal frameworks in the pilot cities (Task 1.1), (ii) Review of state-of-the-
art in evaluation of the compliance of the Al systems (Task 1.2), (iii) Literature review of trustworthy Al metrics
(Task 1.4), (iv) Overview of real-world applications of XAl (Task 1.5), and finally, (v) Conceptualization (Task
1.7). Task 1.7 also synthesizes all previous Tasks in Work Package 1 into a holistic conceptualization, including
its remaining ones, i.e., (vi) Review of good practices of citizen engagement and democracy in Al applications
(Task 1.3) and (vii) Overview of Personal Information Management Systems (Task 1.6), which were both reported
in two separate Deliverables (Deliverables 1.1. and 1.2).

Due to the variety of Tasks and underlying topics, the chapters have been structured into the following themes for
a better overview and readability for readers with different expertise and interests:

After a short introduction in chapter 1, a more sociological description of the social contexts of the two
ITHACA pilot cities Martin and Brasov is given in chapter 2. Furthermore, it is described which vulnerable and
marginalized groups and individuals should be given special attention in the course of ITHACA and beyond.

A more legal-, policies- and recommendation-oriented chapter 3, covers both, relevant legal and ethical
frameworks, guidelines, regulations and policy recommendations. Examples would be relevant regulations, laws
and guidelines such as the General Data Protection Regulation, the E-Privacy Directive, the Al Act draft
Regulation, the Digital Services Act, as well as a broad variety of guidelines and recommendations for trustworthy
Al available at European level, issued by governmental bodies, research centers or NGOs to technical documents
issued by private companies.

Chapter 4 is more practical computer science oriented and focuses on tools, platforms, systems and
functionalities, covering existing tools for participatory democracy in the ITHACA pilot cities Martin and Brasov,
privacy preserving tools and methods, inclusive and accessible practices and explainable Al (XAl) open-source
tools.

Chapter 5 is oriented towards the intersection of cognitive science and computer science and deals with Al
metrics on trustworthiness and ethics. Objective, quantifiable measures of the performance or characteristics of
the system on the one side should relate to a subjective (also quantifiable) evaluation of users, such as the
subjective evaluation of trustworthiness.

Finally, chapter 6 synthesizes the main findings, key messages, best-practices, metrics, functionalities and
outcomes of the previous chapters into a holistic concept for ITHACA.
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Executive Summary on Updates (September 2024)

In the following, a brief executive summary on the updates and extensions of this report, as requested by the (1st)
General Project Review Consolidated Report, is provided. In a nutshell, the extension and updates focus around
the impact of Generative Artificial Intelligence (GAI) with regards to a range of topics:

In section 3.1 (‘Legal Frameworks”), the main regulatory obligations from the Al Act that arise from
GAI are summarised. The resulting conclusions for the ITHACA project are also extracted. In addition,
the most important concepts of the European framework for digital identity (eIDAS 2.0) are outlined and
analysed which results in main conclusions for ITHACA (see new section 3.1.5).

Section 3.2 (‘Ethical guidelines’) and its subsections have been supplemented by ethical guidelines
specifically focussing on GAI - divided into groups of stakeholders from whom they are proposed: (i)
from government bodies and policy makers (see section 3.2.2), (ii) from research centres and NGOs (see
section 3.2.3), and (iii) from industry and private companies (see section 3.2.4). In addition, a new section
3.2.5 deals with ethical risks, challenges and associated principles that emerge from novel user
interactions with GAL.

Section 4.2 (‘Compliance and trustworthy Al systems’) has been extended by a new subsection that
focuses on these two essential concepts from a GAI perspective (see new section 4.2.2).

In section 4.4 (‘Overview of real-world applications of XAI’ [XAI stands for eXplainable AI]), a new
sub-section (see 4.4.5) has been written that outlines the primary impacts of GAI on eXplainable Al.

A new subsection 5.6 expands the extensive collection of existing metrics (covering a range of concepts
and requirements, such as performance, fairness, etc.) with a summary of key concepts that arise from a
GAI perspective.

Finally, all previous additions and extensions (including the updates of the other two Deliverables in
Worl-package 1, i.e., D1.1 and D1.2) have been reflected in various updates within chapter 6
(‘Conceptualization and Conclusions’). As mentioned in the previous executive summary, chapter 6
synthesises the main findings, key messages and -outcomes of the previous chapters into a holistic
concept for ITHACA. Thus, chapter 6 is considered as the condensed summary of relevant results for
the ITHACA project design that now also covers a range of GAI perspectives and focal points.
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1 Introduction

This chapter outlines the purpose and scope of this deliverable, and how it relates to other deliverables (D), work
packages (WP) and tasks (T), in the sense that it receives inputs and delivers outputs. Finally, a brief summary
about the structure of the document and its chapters is given.

1.1 Purpose and Scope

This report is the third and final deliverable in Work Package (WP) 1 (‘State of the art and conceptualization”) of
the ITHACA project. Its primary goal is to extract the ‘quintessence’, key concepts as well as research gaps and
-challenges based on a holistic state-of-the-art analysis to i) support the co-design of the Al Citizen Juries’
workshops in WP2, ii) the technical development in WP3, and to iii) establish a first concept for the
implementation of pilot studies in WP4. It describes the outcomes and results of the following Tasks (T):

e TI1.1 (‘Studies of the social contexts and ethical and legal frameworks in the pilot cities’),
e TI1.2 (‘Review of state-of-the-art in evaluation of the compliance of the Al systems’),

e T1.4 (‘Literature review of trustworthy Al metrics’),

e T1.5 (“‘Overview of real-world applications of XAl’), and

e TI1.7 (‘Conceptualization’).

The outcomes and results of the two remaining Tasks of WP1, i.e., T1.3 (‘Review of good practices of citizen
engagement and democracy in Al applications’) and T1.6 (‘Overview of Personal Information Management
Systems”) were each described in dedicated Deliverables: D1.1 (*Study on good practices of citizen engagement
and democracy in Al applications’) and D1.2 (‘Overview of Personal Information Management Systems’).

As it can be seen from the titles of the five tasks above, this Deliverable 1.3 covers a wide range of different
topics, themes, research fields and practical applications. In consequence, it requires expertise from a range of
different disciplines, such as social / sociological science, computer science, jurisprudence, cognitive science, etc.
As described in more detail in section 1.3 below, it was therefore a concern to create a structure that makes sense
to readers rather than a chapter structure that stubbornly reflected the different tasks. Additional complexity arises
from the fact that T1.7 is supposed to achieve the following, according to ITHACAs description of work: ‘Based
on the state-of-the-art and best practice studies in T1.1 - T1.6, T1.7 will establish a first concept for the
implementation of the pilot studies in WP4’. This means that the ‘quintessence’ of the two remaining tasks in this
WP, respectively their results, which were recorded in detail in the two Deliverables 1.1 and 1.2, also find their
way into this final Deliverable 1.3. The last substantive chapter 6 is therefore an exception to the above-mentioned
principle, as it makes much sense in this case: It is the only chapter dedicated exclusively to one Task (T1.7,
‘Conceptualization’) and combines the different essential bits and pieces from the previous chapters.

Considering that this deliverable provides a current snapshot of the state-of-the-art of the aforementioned topics,
it is of utmost importance to be aware of the very dynamic nature of research, development and practices in these
fields. Ongoing progress, developments, and emerging research may lead to advancements beyond the scope of
this review within perhaps already in the coming months. This makes it necessary to keep up to date with the
latest literature in order to gain a comprehensive understanding of the evolving landscape.
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1.2 Relations to other Deliverables, WPs and Tasks

The following scheme in Figure 1 is intended to illustrate an overview of the interrelationships of this Deliverable
1.3 (see the red rhombus in its centre) and its chapters and other Tasks (blue rectangles), Deliverables (green
rhombuses) and related WPs. Thus, it aims to indicate the inputs and outputs of D1.3 as well as the chapters in
which they can be found.

As briefly outlined above, direct inputs for D1.3 are the Tasks 1.1, 1.2, 1.4, 1.5 and 1.7. Indirect inputs from the
remaining two Tasks 1.3 and 1.6 are reported in detail in D1.1 and D1.2. In addition to that, in particular two
Deliverables from WP8 (‘Ethics requirements’), namely D8.2 (‘Personal Data Protection Handbook”) and D8.3
(‘Artificial Intelligence and Ethical Issues’) contained valuable inputs for chapters 3 and 6 of this D1.3. Details
on which parts of the Tasks’ intended results and outcomes are described in which chapter will be outlined in
more detail in the following section.

With regards to the question how and to which extend this D1.3 is itself input for other Tasks and Deliverables, a
short summary: (Parts of) T1.1, described in chapter 2, are prerequisites for T2.1 (‘AI Citizens' Juries selection’)
whose results will be described in D2.1 (‘Report on Citizen Jury Process and User requirements’). D1.3, in
particular its final chapter 6 (‘Conceptualization and Conclusions’) provides the main input for several Tasks and
Deliverables in the technical WP3 (‘ITHACA platform design and development’) and the evaluation and piloting-
related WP 4 (‘Pilots’ implementation & evaluation’). Finally, it aims to support at least T5.1 and T5.2 in W5
(‘Conformity assessments tools, policy recommendations and guidelines’) and provides a good starting point for
scientific publications as well as dissemination activity for the broader public in WP6 (‘Dissemination,
Communication and Exploitation®).

INPUTS FROM... RESULTS OUTPUTS FOR...

» Chapter 2

Chapter 3 X

Chapter 4

Chapter 5 é
Chapter 6 Z

Figure 1: Schematic overview on in- and output Tasks and Deliverables and their assignments to chapters
in this Deliverable
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1.3 Structure of the Document

This Deliverable is structured as follows:

Chapter 2 provides a sociological description of the social contexts of the two ITHACA pilot cities Martin and
Brasov with a focus on vulnerable and marginalized groups and communities. It describes how the city, respective
its metropolitan area, is structured from a sociological perspective, if there are areas with marginalized and/or
vulnerable people and neighbourhoods. e.g., with low economic resources, etc. In a nutshell: Chapter 2 describes
‘the social contexts in which algorithmic systems are intended to be deployed’ (quote from the ITHACA proposal,
T1.1 description). This is followed by a description on how and why the ITHACA consortium prioritized and
selected which vulnerability characteristics / variables on the one side, and what vulnerable communities and
groups on the other. These two sets of characteristics / variables on the one hand, and groups / communities on
the other, built a sound starting point for the inclusive recruitment of Al Citizen Juries as done in T2.1.

Chapter 3 identifies and analyses the ‘ethical and legal frameworks applicable to the ITHACA pilot countries

and proposed technology system’ as well as ‘applicable laws and regulations and international human rights
standards’ (ITHACA proposal, T1.2 description). Examples for these regulations, laws and standards are the
General Data Protection Regulation, the E-Privacy Directive, the Al Act draft Regulation or the Digital Services
Act. In addition to legal frameworks, relevant ethical ‘guidelines and recommendations for trustworthy Al
available at European level, ranging from guidelines issued by governmental bodies, research centres or NGOs
to technical documents issued by private companies’ have been identified and summarized (ITHACA proposal,
T1.2 description).

Chapter 4 focuses on a wide range of existing tools. This range encompasses:

(i) Insection 4.1, existing tools for participatory democracy in Martin and Brasov (respectively in Slovakia
and Romania) to identify ‘current participatory practices used by the pilot partners’ (ITHACA proposal,
T1.1 description).

(if) In section 4.2, existing tools and applications for compliance and trustworthy Al systems are reviewed
and evaluated, as suggested by the title of T1.2 (‘Review of state-of-the-art in evaluation of the
compliance of the Al systems”).

(iii) In section 4.3, a holistic review of ‘Privacy Preserving ML (PPML) tools employed to maintain
confidentiality and preserve trust, tools to assess fairness of Al” (ITHACA proposal, T1.2 description).

(iv) In section 4.4, an overview of real-world applications of explainable Al (XAIl) is provided. This section
reviews ‘some XAl open source and commercial tools applied in real-world examples, lessons learned
and limitations in deploying existing XAI’ with the aim to ‘examine its applicability to the civic
participation field” (ITHACA proposal, T1.5 description).

Chapter 5 provides a condensed ‘literature review of the state of the art and practice of measurement and
evaluation of Al for identifying quantifiable measures to characterize Al technologies — in terms of accuracy,
complexity, explainability, interpretability, privacy, reliability, robustness, safety, security and bias’ (ITHACA
proposal, T1.4 description) which are considered as significant concepts for trustworthiness. Objective,
quantifiable measures of the performance or characteristics of the system on the one side should relate to a
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subjective (also quantifiable) evaluation of users, such as the subjective evaluation of trustworthiness. Thus,
chapter 5 reflects an interesting intersection between cognitive psychology and computer science.

Chapter 6 establishes ‘a first concept for the implementation of the pilot studies in WP4’, based ‘on the state-of-
the-art and best practice studies in T1.1-T1.6° ITHACA proposal, T1.7 description), whose results and outcomes
are described in more detail in the previous chapters 2-5. Chapter 6 summarizes the key points, the main concepts,
the take-home messages and the quintessence of the previous chapters 2-5 and converts them into a first concept
for the technical WP3 as well as the more pilot-study and evaluation oriented WP4. It mimics the structure of
chapters 2-5 and can be considered as a miniature of the whole D1.3 covering the very essence. From this
perspective, a reader could also start with chapter 6 and then move to the according chapters that interest her or
him the most to find out the details and the starting point that led to this quintessence.

Chapter 7 lists the cited references, such as books, book-chapters and journal publications. Finally, an appendix
in Chapter 8, that aims to provide additional details for the chapters 2, 3 and 5, supplements this Deliverable 1.3.
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2 Social Contexts of ITHACA Pilot Cities

This chapter describes the social contexts of the two ITHACA project cities Martin and Bragov (and its
metropolitan area) as well as which and how vulnerable groups / communities and vulnerability variables have
been identified.

2.1 Description of the social context in the City of Martin

The City of Martin is located in the north of Slovakia. It is also the historical centre of the region called Turiec
and the district city of Martin County. The Turiec region is made up of two administrative units: Martin County
(Lower Turiec) and Turéianske Teplice County (Upper Turiec) as part of the Zilina district. With an area of 735.65
kmz, the Martin district is the fourth largest district of the Zilina district, while its area occupies 10.8% of the area
of Zilina.

The Turiec region consists of 4 cities (Martin, Vrutky and Turany in the Martin County and Turcianske Teplice
in the Turcianske Teplice County) and 65 municipalities, of which 40 are in the Martin County. The City of Martin
is a county city and at the same time a natural regional centre. The structure of the City of Martin with its seven
districts is shown in Figure 2.

¢M Priekopa

Figure 2: City districts of Martin

The City of Martin has an area of 67.74 km?. Currently, the city has approximately 52.820 inhabitants, according
to the number stated at the city's official website. People in the City of Martin live in seven city districts: Kosuty,
Padoven-Jahodniky-Tom¢any, Podhaj-Strane, Priekopa, Sever, Stred, Zatur¢ie. The following diagram in Figure
3 shows the percentage of the population living in the seven districts of the city.
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Figure 3: Total percentage of population of the City of Martin for the districts

The figures correspond with the data (the number of inhabitants) listed on the official city website®.

Table 1: Number and percentage of inhabitants of the City of Martin in the district areas

Monitored area —

in % from total

T Total . : e.g., Romani, Construction of
City district . population City
population . Homeless people, houses
of Martin
Total - City of Martin 52 820 100% mixed
Only 'City of Martin' .
. . 4189 8% mixed
without the city district
City district - Kosuty 5182 10% flats
City district - Ladoveri- Area: Bambusky,
Jahodniky-Toméany 10 416 20% Na Kameni, ul. house/flats
Robotnicka
City district - Podhdj-
. 6 745 13% house/flats
Strane
City district - Priekopa 8839 17% house/flats
City district - Sever 5449 10% flats
City district - Stred 4981 9% Area: E.B.Lukdca house/flats
City district - Zaturcie 7019 13% house/flats

The City of Martin monitors only some of the vulnerable social groups targeted in the context of the ITHACA
project. The city does not have the acquired data of some vulnerable groups as it does not monitor those social
groups or does not evaluate data from the Statistical Office of the Slovak Republic. The following diagram in

1 www.martin.sk
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Figure 4 and the consecutive Table 2 shows the monitored vulnerable social groups living in the territory of the
City of Martin — the data is from the year 2021 and 2023. The percentage expression we take into account is the
reported number of inhabitants from the official city website®.

People of colour

206 T

Elderly / pensioners
(e.g. 60+)
29%

Woman
55%

Younger / youth
(i.e. 18-30)
12%
Refugees &
Romani Migrants
1% (e.g. Ukrainians,

A Syrians,
Homeless Afghan, etc.)
people 1%
0%

Figure 4: Vulnerable Social Groups in the City of Martin

Table 2: Different vulnerable groups and their absolute and relative numbers

Total population in % from total population City of Martin

Total - City of Martin 52 820 100.00%
Elderly / pensioners (e.g., 60+) 14 358 27.18%
Younger / youth (i.e., 18-30) 5760 10.90%
Romani 539 1.02%
Refugees & Migrants 338 0.64%

(e.g. Ukrainians, Syrians, Afghan, etc.)

Homeless people 200 0.38%
Woman 26 731 50.61%
People of color 929 1.75%

Concerning nationalities and ethnic minorities in the City of Martin, the vast majority is Slovak, namely 92.4%
of the total population. Other nationalities and ethnic minorities are also represented, such as Czech (0.8 % of the
total population), German, Romani people, etc., The City of Martin is one of the municipalities with the highest
number of Czech nationality, as a result of Martin's cultural background reaching to late history of
Czechoslovakia. The most significant ethnicity outside of the Central European region living in the City of Martin
is Scandinavian, especially Icelanders and Norwegians (medicine students at Jessenius Faculty of Medicine in
Martin).
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The City of Martin has four long-term allocated areas of people with low economic resources dated to first half
of the year 2023

1. Ambra Pietra street
2. Na Kameni

3. Bambusky

4. E. B. Lukaca

From the second half of 2023, the City started reconstruction works of the building at Ambra Pietra street and
because of that, the community who inhabited the building was moved to another habitation, which is located
nearby ‘Na Kameni’ and ‘Bambusky’. As of this, the location at Ambra Pietra street was officially removed and
a new location has been created at Robotnicka street. Therefore, there are still four areas in which people with low
economic resources live, mainly from the Romani community, who belong to the group of people with low
economic background and mostly live in poor conditions. From the second half of 2023 the city has 4 locations:

1. Bambusky
2. Na Kameni
3. E. B. Lukaca

4. Robotnicka street

The City of Martin has approximately 52 820 inhabitants, according to the official website, who live in the seven
city districts. The City of Martin does not have any rural areas. There are five city districts with family houses and
apartment buildings (see Table 1) and two districts with only apartment housing/ blocks of flats.

The City of Martin has a diverse population structure. The monitored population groups that we consider as
vulnerable are listed in Table each of these groups has a representative at the municipality or even directly at the
City council, which is the City's policy of trying to provide a quality life for each citizen and the necessary help
for every vulnerable group living in the city. There are also many organizations founded by the City of Martin or
other non-profit organizations helping people in need or working as a support for exact vulnerable group, such as:
Utulok and Noclahdreri (housing for homeless people), Obcianske zdruzenie Proces-3, 0.2., Zariadenie niidzového
byvaniaSIniecko “ (crisis centre for women with children in need), Komunitné centrum (community centre for
Romani people), Naddcia Nova Sanca, Pomoc ukrajine (helping Ukrainian citizens), Centrum pravnej pomoci
(free law centre), Dom charity sv. Kristofa (charity), MARTinkhizia, o.z, Zena v tiesni (violence against women),
Obcianske zdruzenie Briezdenie, Manus o.z. Obcianske zdruzenie Deti prirody, Matka a dieta Turca, o.z., Jednota
dbchodcov SR, Parlament mladych Martin, WINGS FOREVER, 0.z., and more.

In the appendix, the City of Martin proposed a collection of ideas for future civic participation possibilities that
can be synthesised with the ITHACA platform (see Figure 13 in section 8.1, p. 170). Current communication
channels between the municipality and their citizens are: (i) the city's general email — msu@martin.sk — emails
are sorted and redistributed to the relevant department, (ii) the municipalities information office number +421 43
4204 111 — where citizens are connected to the relevant department / employee.
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2.2 Description of the social context in Brasov municipality

Brasov Metropolitan Area includes 19 communities (7 cities and towns and 12 rural localities) with a total of 417
605 inhabitants according to the 2021 census?. Built around the municipality of Brasov as a compact geographical
and functional space, the area represents the main growth pole of the region. Brasov is also one of the magnet
citiesin Romania (Cristae et al., 2017), attracting population from other regions through its economic development
and, therefore, contributing to the development of the entire metropolitan area.

The metropolitan area spreads on an urban axis in the North-East - South-West direction, made up of four urban
communities, of which three municipalities - Codlea, Sacele, Brasov - and one town — Ghimbav (see also Figure
5 for a population density map). The urban axis has the role of polarizing most of the activities in the social
spectrum (education, health, social assistance, culture, emergency interventions, etc.). In relation to this, tourist
activities and services complementary to tourism develop in the southern area, while residential destinations
predominate in the north. Moreover, over the last decade, the rural localities in the north of Brasov have
spectacularly developed due to the migration of a significant number of families from Brasov who have decided
to move to a rural area, sometimes radically changing its demographic structure and profile.

An important characteristic of Brasov Metropolitan Area, compared to other agglomerations in Romania, is the
high degree of urbanization. Thus, 81% of its population live in urban areas, which generates a relatively high
quality of life, with easy access to services.
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Figure 5: Brasov metropolitan area - Population density

2 All demographic data are from 2021 census and they are provided by the Romanian National Institute of Statistics at
https://www.recensamantromania.ro/rezultate-rpl-2021/rezultate-definitive/
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In terms of the gender structure of the population, it can be seen that of the total population in the metropolitan
area, females accounted for 52.13%. This phenomenon is caused by the more intense external migration of the
male labour force, but also by the higher life expectancy of the female population.

Overlapping for the most part over the historical region of Barsa Land (Tara Bdrsei, Burzenland), the metropolitan
area has been characterized by multiculturalism, with German, Hungarian, Jewish and Romani communities living
alongside the Romanians (see also Figure 6). Today, the metropolitan community is dominated by Romanians,
but there are still relevant communities of Hungarians, present in significant numbers in Brasov, Sacele,
Tarlungeni, Budila, and Romani - Tarlungeni, Sacele, Budila and Zarnesti. An important aspect to be highlighted
is that no less than 14.49% of respondents refused to mention their ethnicity in the 2021 census. There are at least
three explanations for this situation:

e there are people who consider that in the 21% century ethnicity is no longer a defining attribute of one's
personality,

o there are Romani who prefer not to answer this question in order to avoid the risk of being associated with the
negative characteristics projected onto this minority by some members of other ethnic groups,

o there is a segment of the population who feel that the authorities have too much information about citizens and
therefore refuse to provide details about themselves.

0,31% 77,82% i
B Romanians
14,49%, Hungarians
mGermans

2,15%

Roma people
0,33%

ENA
4,90%

B Other etnic groups

Figure 6: Brasov metropolitan area — ethnic distribution of population

A new issue for Romania is the phenomenon of immigration, with the number of immigrants increasing
continuously over the last decade. The 2021 census provides data on immigration only at county level, but given
the degree of urbanization and the concentration of most economic activities in the Brasov metropolitan area, it
can be assumed that the area of residence of immigrants is Brasov and neighbouring localities. Immigrants
represent 2.21% of the total population and 47% of them came from outside the EU.

The age structure of the population highlights the demographic aging, also manifested at national level. The ratio
of older people (over 65-year-old) to young people aged up to 19 years is 95.7% (see also Figure 7), whereas this
is expected to result in increased pressure on the health and social services market, the pension system and the
labour market.
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Figure 7: Brasov metropolitan area - Population by age groups

The localities with the most aging population in 2021 are the town of Predeal (24.93% of the population is 65
plus) and the municipality of Brasov (23%), followed by the communes of Dumbravita (18.78%) and Halchiu
(18.51%), while the phenomenon is much less acute in the communes of Budila (8.16%), Sanpetru (10.87%),
Tarlungeni (11.97%) and the town of Ghimbav (13.98%). At the other end of the scale, the age group of children
and teenagers is best represented in the communes of Budila (over 42% of the population is up to 19 years old)
and Tarlungeni (32.87%) as well as in the towns of Sicele and Ghimbav (30.06% and 23.93%, respectively). The
percentages of the two age groups should be analysed in the context of each area. Thus, if in the case of localities
such as Sanpetru and Ghimbav the explanation is given by the migratory contribution of many families with a
medium-high economic resources from Brasov who chose to live in rural areas, in the case of the communes of
Budila and Térlungeni and the municipality of Sacele the situation is due to the existence of important vulnerable
communities characterized by poverty and social exclusion. In these communities the birth rate is very high and
life expectancy is low. Data provided by a census done in 2017 within the marginalized urban community from
Sécele revealed that the average age of the community (made up of 5 975 members, therefore representing about
17% of the whole community of Sacele) was only 22 years: the proportion of children and teenagers (0-17 years)
in the total population was 52.2%, and that of the elderly over 65 years was only 3%.

According to the World Bank Atlases® of Marginalized Urban and Rural Areas, dense vulnerable communities
are located in the southern part of the metropolitan area, the most important such communities being, as mentioned

above, in the communes of Budila, Tarlungeni and Vulcan and the towns of Sacele and Zarnesti.

With regard to civic participation, the turnout at elections (local* and national®) gives an idea of the degree of
involvement of citizens in the life of the community. In the last local elections (June 2020), the turnout at national
level was 46.02% and at county level only 42% (which is around 3% less compared to the 2016 elections in both
cases), and in the national/parliamentary elections (December 2020) it was 31.84% and at county level only
31.88% (which is around 7.5% less compared to the 2016 elections in both cases). The turnout in each of the
member localities of the metropolitan area is shown in the appendix (see Table 11 in Section 8.1, p. 171).

As can be seen in this table, the turnout is much higher in local elections as citizens feel that local authorities can
influence their lives more directly. In addition, the smaller the locality, the more people feel connected to local
politicians, whom they often know personally.

3 https://citadini.ro/rapoarte-banca-mondiala/
4 https://prezenta.roaep.ro/locale27092020/romania-pv-final
5 https://prezenta.roaep.ro/parlamentare06122020/romania-counties
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Although turnouts show a low level of civic spirit, which can also be seen at national level, the metropolitan area
is home to many associations that either work for the benefit of vulnerable groups or bring together groups of
citizens around or in support of community initiatives: community development, children and youth support,
environmental protection, care of stray animals, etc.
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Figure 8: Brasov metropolitan area — Vulnerable groups (% on the total population)

Some minorities are also represented, either politically through political parties representing the ethnic minority
group (Democratic Alliance of Hungarians, ‘Pro-Europa’ Roma Party, The Democratic Forum of Germans in
Romania) or as citizens through NGOs promoting their cause and interests: people with disabilities, women rights,
sexual (LGBTQIA+) minorities, etc. In addition, all these organizations have a community platform® that
facilitates collaboration between them and citizens who are willing and able to volunteer for various initiatives.

2.3 Ildentification of vulnerable groups and vulnerability variables

According to Limanté and Tereskinas (2022), there is no unified definition of ‘vulnerability’ or ‘vulnerable
groups’, which is broadly accepted across different disciplines, available. Nevertheless, there are some core
elements that are common to many definitions, and therefore seem to be sufficiently helpful for a general
understanding of this concept, or for assessing whether individuals or groups are affected. Vulnerability is
understood as a multi-dimensional concept consisting of at least the two dimensions (i) increased individual and
structural risk and (ii) lack of social support and social embeddedness (e.g., Misztal, 2011). With regards to (i):
The risks can be social (e.g., education, social capital, crime, mobility), financial (e.g., unemployment, poor
housing, low earnings) and health-related (physical and/or mental disabilities, poor health). With regards to (ii):

& www.voluntarbv.ro
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The lack of social embeddedness and inclusion is a key aspect of the similar (and often synonymously used) term
‘marginalized groups’, i.e., groups that are excluded from other majorities. Another approach is to list vulnerable
groups by example. On the one hand, this approach can do without a universal definition, on the other hand,
national and local contexts are implicitly included, because vulnerable groups can of course differ in different
countries.

Examples are provided by the United Nations’ (e.g., women, LGBTQI+ people, persons belonging to national or
ethnic, religious and linguistic minorities, etc.), the Council of Europe® (e.g., people with disabilities; migrants,
refugees, etc.) or the European Commission® (e.g., homeless people, Roma, etc.).

Based on the collection of such examples of vulnerable groups as well as the social contexts and situations in the
two ITHACA pilot cities Martin and Brasov (and its metropolitan area) as described in the two previous sections,
the next step was to refine the identification of vulnerable and/or marginalized groups and communities most
relevant for the two pilot cities.

This provided a sound basis for the recruitment of the Al Citizen Juries for the workshops in WP2, where co-
design activities were carried out and expectations, feedback and user requirements have been gathered, collected
and jointly formulated. Citizens and end-users belonging to vulnerable and/or marginalized groups and
representatives of these groups were especially considered for these workshops. It is important to note that for the
ITHACA team, group membership is a self-attribution (i.e., an assessment of the people themselves) rather than
an external attribution (in the sense that others assign people to certain groups).

There are several reasons why we aimed to focus and include in particular people belonging to vulnerable and/or
marginalized groups:

e Quite often, several biases in Al applications are due to a lack of diversity of (co-)creators and developers
(e.g., Hagendorff, 2020, 2022) and people who provide feedback and formulate user requirements during the
development phase (e.g., Ryan & Stahl, 2020). In addition, training data are often biased due to the relative
(sociodemographic) homogeneity of those who deliver them (e.g., Tranberg et al., 2018; EC, 2019, 2020).

e Members of vulnerable groups and communities are often left behind in democratic processes and excluded
from a broader discourse (e.g., Karpowitz, Raphael & Hammond, 2009; Rodrigues, 2020; Waltz & Schippers,
2021). This is in particular (or per definition) true for people belonging to marginalized groups.

e Considering the feedback, expectations and requirements of vulnerable and/or marginalized members before,
during and after the design and development processes of the ITHACA Platform should ensure (or at least
significantly increase the probability) that it can be conveniently, safely and ethically used by the vulnerable
and/or marginalized individuals. This includes also those, who do not belong to these groups and communities,
based on the ‘rule-of-thumb’ rationale ‘if it works for those who need support, it should also work for those

who do not need support’.

As the ITHACA project team, we aimed at a holistic approach to identifying (and prioritizing) vulnerable groups
and individuals to be recruited as members of the Al citizens' juries conducted in WP2, respectively T2.1. This
approach consists of the following five steps:

" https://www.un.org/en/fight-racism/vulnerable-groups?gclid=Cj0KCQjw9MCnBhCYARISAB1 WQVUBRTHU 61s3pdStyb
Yh_véwiK3BILgJr1tFqgMO0Ze5utHV2hlLOuvOsaAgRAEALwW_wcB

8 https://www.coe.int/en/web/europarisks/vulnerable-groups

® https://ec.europa.eu/social/main.jsp?catld=738 &langld=en&publd=8522 further Pubs=yes
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(i) Identification of vulnerable groups by synthesizing (a) existing lists in the literature and other resources
(such as from the footnotes 7-9), (b) suggestions from project partners with extensive experiences in working with
vulnerable individuals (e.g., RtF) and (c) suggestions from project partners with comprehensive knowledge and
insights about the social contexts in the pilot cities (i.e., BMA and Martin). The identified vulnerable groups and
communities are:

o Elderly / pensioners (i.e., 60+ years of age)

e Younger / youth (i.e., between 18 and 30 years of age)

e Refugees & Migrants (e.g., Ukrainians, Syrians, Afghans, etc.)

¢ Romani people (including Sinti and Travelers)

o People with physical disabilities (e.g., mobility-impaired or blind people, etc.)
e People with mental disabilities and/or problems (e.g., depression, addiction, etc.)
e People living in rural areas

o Homeless people

e People of colour

e Women

e Pregnant women & women with young children

o Families with many children (more than 3 children)

e Single parents, and

o LGBTQIA+ community

The identified vulnerable groups and communities are not necessarily mutually exclusive, such that in some cases
there may be overlaps (e.g., ‘People of colour’ and ‘Refugees & Migrants’), in one case a group is a true subset

of another (‘Pregnant women & women with young children’ also belong to the group ‘women’).

(ii) Identification of variables that constitute vulnerability in the same manner, i.e., (a)-(c), as mentioned in
the previous step. By this, we also take the multi-dimensional conceptualization into account. The following
variables and dimensions of vulnerability have been identified as particularly relevant for the ITHACA project
based on a literature review and insights from project partners with comprehensive knowledge and insights about
the pilot cities:

e Low income

¢ Poor living conditions

e Precarious employment / (repeated)

e Unemployed

e Lack of insurance

e Low educational background

e Limited educational opportunities

o Low digital literacy and/or particular need for support w.r.t. to digital platforms

e Limited access to infrastructure and mobility

o Limited access to cultural programs, resources and information

e Social isolation / loneliness

e Structural / systematic discrimination concerning (democratic and social) participation

e Facing physical and/or verbal violence
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Analogous to step (i), also the variables and dimensions are not necessarily mutually exclusive either, because
there can be overlaps, correlative and causal relationships (for example, ‘low income’ could lead to ‘poor living
conditions’, etc.). Individuals can of course belong to several vulnerable groups and communities (e.g., ‘elderly
women of colour with migrant background’). Also, with regard to the variables and dimensions that constitute
vulnerability, all possible combinations are conceivable.

(iii) Initial (binary) assignments between vulnerable groups on the one hand, and the variables / dimensions
that constitute vulnerability on the other. The two ‘sets’, i.c., the vulnerable groups and the variables and
dimensions that constitute vulnerability, as well as the binary assignments between these two sets, results in a
cross table as shown in the appendix (see Table 12 in section 8.1, p. 172). Binary assignments may appear as too
simplistic, i.e., as usual, there is no binary ‘yes or no’ answer to complex social questions and phenomena. Based
on a literature review as well as the collection of the experiences from project partners with extensive expertise in
working with vulnerable groups and communities, we aimed at valid assessments of these relationships. In
addition to that, for our main purpose in ITHACA (i.e., the recruitment of AI Citizens’ Juries members from
diverse — also vulnerable — backgrounds), binary assignments seem accurate enough. Extensive social science
studies could identify finer-grained relationships (such as correlations) and perhaps mediator and moderator
variables.

(iv) Refinements of these assignments by the partners from the pilot cities. These refinements resulted in two
cross tables, one refinement considers the social context in the Brasov metropolitan region and the other
refinement takes into account the social context in the City of Martin. These tables will be included in D2.1
(‘Report on Citizen Jury Process and User requirements’) to be submitted in Project Month 15. The differences
between those assignments can be attributed to the different social contexts (differences in population sizes,
demographics, socio-political conditions in Slovakia and Romania, etc.).

(v) Finally, statistical and socio-demographic data were collected for the two pilot cities in order to estimate
the percentage shares of the different vulnerable groups in the two total populations (i.e., City of Martin and
Bragov municipality area). These percentages enabled us to provide a further basis for deciding which NGOs,
associations, self-help groups, etc., should be contacted and involved in ITHACA, which have subsequently
supported the ITHACA project team as multipliers in the concrete recruitment of members of the Al Citizen
Juries.

These estimations were done as valid as possible; however, in some cases no data could be found at all, in some
cases the data is from the previous (2011) EU census (the first main results of the 2021 EU census have been
published at the end of March 2023), or it had to be estimated on the basis of regional-, province- or national level
data.

In the following, some statistical and socio-demographic data, as mentioned in step (v) above are summarized
(these data are approximations):

e Age (Elderly / pensioners and Younger / youth):

In the Brasov metropolitan area, around 25 % of the population is older than 60 years (numbers from BMA),
which is slightly higher than the 16.5 % for Romania as a whole as for the 2011 EU census'®. Younger ones, i.e.,
between 18 and 30 years of age, are around 10 % of the population, which is significantly less as for Romania as
a whole (= 17 % according to the 2011 census). In the city of Martin, around 28.15 % of the population is older

1 numbers via https://ec.europa.eu/CensusHub2/query.do?step=selectHyperCube&ghc=false
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than 60 years and 11.3 % are between 18 and 30 years of age (data from the City of Martin). These numbers are
similar to the ones at the district level from the year 202211,

e Refugees & Migrants:

According to the Eurostat and European Migration Network (2022)*2, below 2.5% of the people in Romania and
in Slovakia are third-country nationals (TCNs). According to recent data from Brasov, around 1.72 % of the
population are refugees and immigrants; however, in this survey, 6.49% of the inhabitants refused to provide info
regarding their ethnicity. In the City of Martin, there are basically two relatively significant migrant communities,
one consisting of Ukrainian refugees, and the other consisting of students from Norway (the latter community
cannot be considered as a vulnerable group due to their higher economical background compared to the general
population). Overall, only around 0.66% of the population in the City of Martin is from other countries.

e Romani people

The Council of Europe estimates that there are approximately 1.85 million Romani in Romania (which is 8.32%
of the population) and around 0.5 million Romani in Slovakia (which equals 9 % of the population)*3. No valid
data is available for Brasov, however, in the case of Martin, Romani communities live primarily in three areas:
a.) Na Kameni (approx. 100 inhabitants), b.) Bambusky (approx. 450 inhabitants) and c.) A. Pietra street (approx.
100 inhabitants) until Mid of 2023 whereas most inhabitants were moved to Robotnicka street after reconstruction
(see also section 2.1). This would sum up to around 1.5 % of the population in the City of Martin (around 51k
inhabitants) and when considering that not all from the Romani community live in these three areas.

e People with physical disabilities and people with mental disabilities

According to a report of the Ministerul Muncii si protectiei Sociale (2021), around 853 k persons are certified as
disabled in Romania'4, which is equal to around 4.5 % of the overall population. However, 25% of the total
Romanian population over 16 years are persons with disabilities, and 6% thereof are persons with severe
disabilities. While the percentage of persons with disabilities of the population in the age group 16 - 49 is 20%, it
rises to 29% among persons between 50 and 64 years, up to 51% of the population of 65 years and older. The
difficulties that are most often faced by persons with disabilities in Romania are difficulties when walking and
climbing stairs (38%), visual impairments despite wearing glasses (21%) and memory and concentration problems
(14%). In Slovakia, around 245k (data from 2015), which is around 4.2 % of the overall population, receive
disability pension. These numbers are from the Social Insurance Agency and reported by the Academic Network
of European Disability Experts (2018). Unfortunately, there are no concrete data for Brasov and the city of Martin
available.

e People in rural areas:

The Brasov metropolitan area, in particular in the South, encompasses some smaller villages and towns, that can
be partly considered as rural areas: Bod (4.918 inhabitants), Budila (4.197), Cristian (5.293), Feldioara (7.535),
Halchiu (4.894), Harman (6.510), Prejmer (9.668), Sanpetru (6.992), Tarlungeni (9.895), and Vulcan (5.067);
numbers ae from the 2019 census®®. This would some up to around 15% of the overall population of the
metropolitan area (450k inhabitants). In the case of the city of Martin, there are no real ‘rural areas’; i.e.,

1 https://www.citypopulation.de/en/slovakia/admin/%C5%BEilinsk%C3%BD_kraj/506__martin/

2Available at https://ec.europa.eu/eurostat/documents/7870049/14760013/KS-01-22-123-EN-N.pdf/283e6304-ach8-cde1-a09c-
6f7ab5e7241a?t=1655230090489

¥Data available via https://commission.europa.eu/strategy-and-policy/policies/justice-and-fundamental-rights/combatting-
discrimination/roma-eu/roma-equality-inclusion-and-participation-eu-country_en

14 https://anpd.gov.ro/web/wp-content/uploads/2022/12/Diagnosis-of-the-situation-of-persons-with-disabilities-in-Romania-Summary . pdf

15 https://ro.wikipedia.org/wiki/Zona_metropolitan%C4%83_Bra%C8%99ov
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comparatively sparsely populated and agriculturally characterised, however, some suburban districts that are
distant from the city centre. The population in these suburban areas also sum up to around 15%.

e Homeless people:

According to the 2022 Report of the Brasov Social Assistance Service®$, there were 223 persons that were
considered as homeless. At the national level, according to the European Social Policy Network (2019), around
1% of the population affected by (at least temporarily) homelessness. information about homelessness. In
Slovakia, according to the 2011 census, there were 23.483 homeless people in Slovakia, which is around 0.4% of
the total population (numbers from Gerbery, 2017). Unfortunately, there are no concrete numbers for the city of
Martin available,

e \Women:

There are slightly more women (52.14 %) than man in Brasov (data from BMA) and in the City of Martin (see
Table 2. At the state-level, in Slovakia as well as in Romania, around 51% of the population are female (numbers
from the 2021 censust?).

e Pregnant women & women with young children:

There are neither concrete data for the Brasov municipality nor the city of Martin available.

e Families with many children (more than 3 children)

Around 2.9% of all households (not population!) in Romania and around 3-5 % of all households Slovakia
encompass 3 and more children (respectively minors). The numbers have been calculated by dividing the number
of households with 3 and more children'® divided by the total number of households®® via the Eurostat Data
Browser (numbers for the year 2022).

e Single parents:

According to a Eurostat report?°, around 2.2% percent of all households (not population!) in Romania and around
1.6% of all households Slovakia are single-parent households with children. The exact numbers can be hardly
indicated in the stacked bar chart®3, but calculated when dividing the number of single-parent households with
children?! by the total number of households?? via the Eurostat Data Browser (numbers for the year 2022). There
are only number for Romania and Slovakia at the state-level available, not for the Bragsov municipality and the
city of Martin.

e LGBTQIA+ community

According to an estimation based on a census-representative survey of 11.754 people across different EU countries
conducted by Dalia Research (2016), 5 to 7 % of the participants identify themselves as lesbian, gay, bisexual, or
transgender. Although numbers of Romania and Slovakia are not available, there are no reasons to assume that
these numbers should differ significantly.

18 http://www.dasbv.ro/despre-noi/raport-de-activitate/

7 https://ec.europa.eu/eurostat/databrowser/view/CENS_21AG/default/table?lang=en

18 https://ec.europa.eu/eurostat/databrowser/view/LFST_HHNHTYCH__custom_7417381/default/table?lang=en
19 https://ec.europa.eu/eurostat/databrowser/view/LFST_HHNHTYCH__custom_7415423/default/table?lang=en
2 https://ec.europa.eu/eurostat/web/products-eurostat-news/-/edn-20210601-2

2 https://ec.europa.eu/eurostat/databrowser/view/LFST_HHNHTYCH__custom_7415166/default/table?lang=en
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2.4 Conclusion & Key Messages

In the following, the main conclusions and key messages from the previous sections 2.1 to 2.3 will be briefly
summarized:

Sections 2.1 and 2.2 provide an excellent overview of the social contexts in the two ITHACA pilot cities.
These sections have been written by people who live in these cities and have some insights that would be
difficult to capture through literature research ‘from outside’. Through the exchange with several ITHACA
partners, a number of (relevant) vulnerable groups as well as vulnerability variables and dimensions could
have been identified.

In section 2.3, a holistic approach was chosen that goes beyond the mere listing of vulnerable (and
marginalized) groups or the mere listing of vulnerability variables and dimensions, but by identifying both
sets and by relating them to each other. These assignments were refined by colleagues from the City of Martin
and the Brasov metropolitan area. This resulted in two cross tables that reflect the social contexts (with a focus
on vulnerable groups) in both pilot cities as accurately as possible and required. In addition, statistical data -
as far as available - were collected to complete the overall picture.

The listing of vulnerable groups on the one hand, and of variables and dimensions that constitute vulnerability
on the other, enabled us to involve a number of targeted NGOs and associations that could be won as
multipliers. These multipliers supported the ITHACA team in recruiting potential Al Citizen Juries’ members
as done in T2.1.

The elements of the cross tables were covered as comprehensively as possible by items of a questionnaire, to
be used for the recruitment (and prioritization) of people interested in participating as Al Citizens’ Juries
members. In addition, different assignments (i.e., the crosses in the columns and rows) for both pilot cities, as
well as the statistical information, such as the relative frequency of the corresponding vulnerable group
compared to the overall population, led to an adjusted weighting of the answers from the interested parties.
Details about these cross tables, the according questionnaire, the response options, the composition of the
respondents and the actual composition of the two Al Citizen Juries will be described in more detail in
Deliverable 2.1 (which is due to Project Month 15).

Until the actual recruitment, social groups (i.e., collectives or categories) were considered for our research
endeavour; however, for the recruitment (and prioritization) of the potential members of Al Citizens’ Juries,
we conceptually moved to the level of single individuals. Whether the presumed vulnerability criteria actually
apply to individuals or not can be inferred very imprecisely on the basis of a collective or essentialist approach,
i.e., by inferring or assuming vulnerability criteria for individuals based on their (self-defined) affiliation to
social groups and communities. Thus, the final assignments and evaluations should be done by the people
themselves.
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3 Legal and Ethical Frameworks

In this chapter, we describe legal as well as ethical texts, frameworks, guidelines, and recommendations, starting
with legal frameworks in section 3.1. The ethical guidelines and principles that are described in section 3.2
originate from governmental bodies and policy makers, research centers and NGOs, as well as industry and private
companies. Finally, we end this chapter with a critical view on the ethical Al discourse and some conclusions for
ITHACA and beyond in the sections 3.2.6 and 3.3.

3.1 Legal Frameworks

Within the scope of the project's implementation, several legal frameworks directly or indirectly influence the
design, development, and deployment of the ITHACA Platform, imposing legal obligations and ethical standards.
In the context of Deliverable 8.2, the General Data Protection Regulation?? (GDPR) has already been analysed in
detail. In this deliverable, we will a) briefly introduce the primary legal frameworks impacting the ITHACA
Platform, b) discuss the specific aspects of the project and the platform that must adhere to legal provisions, and
c) delineate the specific requirements stemming from the below legal provisions.

3.1.1  General Data Protection Regulation (GDPR) and the ITHACA Platform

The GDPR, instituted on May 25, 2018, through Regulation (EU) 2016/679, is a pivotal regulatory framework
safeguarding personal data and privacy rights within the European Union. The ITHACA Platform, designed to
enhance civic participation, necessitates stringent adherence to GDPR guidelines, given its role in handling
sensitive personal data of citizens, especially when it comes to vulnerable groups. This analysis delineates the
critical aspects of GDPR that are pertinent to the operations of the ITHACA Platform.

3.1.1.1 Key Provisions

Data Protection Principles (Article 5)

Avrticle 5 of GDPR sets out seven foundational principles:

o Lawfulness, fairness and transparency: Ensuring lawful and fair data processing while being transparent with
the data subjects.

e Purpose limitation: Specifying purposes for processing personal data.

o Data minimisation: Only data that is necessary for the intended purpose should be collected.

e Accuracy: Ensuring the accuracy of collected data and facilitating the rectification of inaccurate data.

e Storage limitation: Stipulating that personal data should be stored for no longer than necessary.

o Integrity and confidentiality (security): Protecting data against unauthorized access and accidental loss,
destruction, or damage through appropriate technical and organizational measures.

e Accountability: Ensuring that appropriate measures and records are in place to be able to demonstrate
compliance.

Rights of Data Subjects (Articles 12-22)

The GDPR grants individuals a comprehensive set of rights, including:

¢ Right to be informed (Article 13, 14): Individuals must be informed about the collection and use of their data
transparently.

22 https://eur-lex.europa.eu/legal-content/EN/TXT/PDF/?uri=CELEX:32016R0679
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o Right of access (Article 15): Individuals have the right to access their data and obtain copies of their data
processed.

¢ Rightto rectification (Article 16): Right for individuals to have inaccurate personal data rectified, or completed
if it is incomplete.

¢ Right to erasure (‘right to be forgotten’) (Article 17): Under certain conditions, individuals can request the
deletion of their data.

e Right to restrict processing (Article 18): Under certain conditions, individuals can request the restriction of
their data processing in specific circumstances.

¢ Right to data portability (Article 20): Individuals have the right to receive personal data they have provided to
a controller in a structured, commonly used and machine-readable format. It also gives them the right to request
that a controller transmits this data directly to another controller.

¢ Right to object (Article 21): Individuals have the right to object to data processing in certain circumstances,
including direct marketing.

¢ Rights in relation to automated decision-making and profiling (Article 22): Individuals have the right not to
be subject to decisions based solely on automated processing, including profiling, which produces legal effects
concerning them or similarly significantly affects them.

Transparency in Automated Decision-Making

If the ITHACA platform includes processing activities falling under Article 22 GDPR, the following must be
ensured:

¢ provision of meaningful information about the logic involved in the decision-making process, as well as the
significance and the envisaged consequences for the individual,

¢ that individuals can obtain human intervention, express their point of view, and obtain an explanation of the
decision and challenge it;

o that appropriate technical and organizational measures are in place;

o that personal data is secure in a way that is proportionate to the risk to the interests and rights of the individual,
and that prevents discriminatory effects.

It must be highlighted that the requirement of GDPR for transparency is closely related to the requirement for
transparency coming from the Al ACT draft Regulation.

Data Protection Impact Assessment (DPIA) (Article 35)

A DPIA must be conducted to identify and mitigate any data protection risks identified, a crucial step in
demonstrating compliance with GDPR. The conduction of DPIA will be implemented in the context of WP5.

Privacy by Design and by Default (Article 25)

The principle of "Privacy by Design and by Default" is a core tenet of GDPR that necessitates incorporating
privacy features and considerations into the development and operation of systems and services.

For the ITHACA Platform, this means:

e Design Phase: During the development phase, privacy features should be a foundational element, not an
addition. This includes ensuring that the software architecture, functionalities, and design prioritize user’s
privacy.
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o Default Settings: The platform should be configured with the highest privacy settings by default, ensuring that
personal data is processed with the utmost confidentiality and only necessary data is collected and processed.

e Data Minimization: Consistent with the principle of data minimization, the platform should only process data
that is necessary for the intended purpose, avoiding the collection of excessive information and promoting user
trust.

e Monitoring and Reporting: Implementation of monitoring mechanisms to track privacy-related metrics and
generate reports on adherence to privacy by design and default principles.

Automated Decision-Making (Article 22)

Automated decision-making can significantly influence users' experiences and rights. The ITHACA Platform
must be cautious in employing such technologies, adhering to the following guidelines:

o Transparency: Clearly inform users if automated decision-making processes are being utilized and the logic
involved in those processes.

¢ Human Intervention: Offer a mechanism for users to seek human intervention, allowing them to express their
point of view and contest decisions made through automated means.

o Risk Assessment: Regularly assess the risks associated with automated decision-making, including potential
biases and inaccuracies, to safeguard users' rights and interests.

Technical and Organisational Measures (Article 32)

To safeguard users' data, the ITHACA Platform must adhere to stringent technical and organizational measures,
which include:

e Encryption and Pseudonymization: Implementing encryption and pseudonymization techniques to secure
personal data and protect it from unauthorized access and data breaches.

e Access controls: Enforce access controls to restrict system and data access based on user roles and
responsibilities. Use authentication and authorization mechanisms to ensure that only authorized personnel
can access specific data and functionalities.

e Resilience of Processing Systems: Ensuring the ongoing confidentiality, integrity, and availability of
processing systems and services, including the ability to restore the availability and access to personal data in
a timely manner in the event of a physical or technical incident.

e Regular Testing: Conducting regular testing, assessments, and evaluations of technical and organizational
measures to ensure the effectiveness of the data protection strategies.

3112 The impact of the GDPR on Al system of ITHACA Platform

The integration of Artificial Intelligence (Al) in platforms like ITHACA presents unique challenges under the
GDPR. Al's complex data processing and decision-making capabilities necessitate a nuanced approach to GDPR
compliance.

Data Processing and Consent in Al: The processing of personal data by Al systems raises significant concerns
regarding consent. The GDPR mandates that consent must be freely given, specific, informed, and unambiguous,
presenting challenges in the context of Al where data processing can be opaque. Al systems often process data in
ways that are not immediately apparent to users, making it difficult to obtain informed consent as required by the
GDPR (Kaminski, 2019). This is further complicated by the use of 'dark patterns' in user interfaces that can
manipulate users into giving consent without fully understanding the implications.
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Moreover, the concept of ‘continuous consent' has been proposed, where users are regularly informed about the
Al system's data processing activities and given the opportunity to renew or withdraw their consent. This approach
aligns with the dynamic nature of Al and the evolving ways in which data is used, ensuring that consent remains
informed and relevant.

The role of 'explicit consent' is particularly crucial when sensitive data is processed by Al systems. The GDPR
requires a higher standard of consent for such data, which includes biometric and genetic data that Al systems
may use for personalization or identification purposes. This necessitates clear communication about the nature of
the data being processed and the specific purposes for which it is used.

In the context of Al, obtaining valid consent is further complicated by the potential for future, unforeseen uses of
data. The principle of 'purpose limitation' under the GDPR restricts the processing of personal data to the original
purposes for which consent was given. However, Al systems, particularly those employing machine learning, may
find new patterns and uses for data beyond the initial scope, challenging the validity of the original consent
(Zarsky, 2016).

Lastly, the concept of ‘group privacy' has emerged, recognizing that Al systems can affect not just individuals but
groups of people, and that consent should therefore also consider the collective dimension of data processing
(Taylor, Floridi, & van der Sloot, 2017). This suggests a need for mechanisms that account for the interests of
groups impacted by Al data processing, potentially requiring a rethinking of consent beyond the individual level
(Mittelstadt, 2017).

Automated Decision-Making and User Rights: Automated decision-making (ADM) in Al systems, especially
when it leads to significant effects on individuals, is a focal point of GDPR's data subject’s rights provisions.
ADM can range from credit scoring to predictive policing, and the GDPR provides individuals with the right not
to be subject to automated decision-making, particularly when it is based on sensitive data (Wachter, Mittelstadt,
& Russell, 2017). This right is crucial in preventing potential harms that may arise from decisions made without
human oversight, such as discrimination or the perpetuation of existing biases (Barocas & Selbst, 2016).

The GDPR also mandates that individuals have the right to obtain human intervention, to express their point of
view, and to contest the decision made by solely automated means (Goodman & Flaxman, 2017). This is
particularly important in the context of Al systems that operate as ‘black boxes' with decision-making processes
that are opaque and not easily understandable by humans (Pasquale, 2015). The right to explanation, as discussed
by Veale and Edwards (2018), is a step towards ensuring that individuals can understand and challenge decisions
that significantly affect them.

However, the practical implementation of these rights is challenging. Al systems often involve complex
algorithms that even their creators cannot fully explain, raising questions about the feasibility of providing
meaningful explanations (Burrell, 2016). This has led to calls for the development of 'explainable Al' (XAl; see
also section 4.4 for applications), which aims to make the decision-making processes of Al systems transparent
and understandable to humans (Gunning, 2017).

Furthermore, the collective dimension of automated decision-making impact is significant. Al systems can affect
groups of people, not just individuals, and the GDPR's focus on individual rights may not adequately address
collective harms (Taylor, Floridi, & van der Sloot, 2017). This has led to discussions about the need for collective
rights and remedies in the context of automated decision-making (Mittelstadt, 2017).

Finally, the tension between the benefits of ADM, such as efficiency and scalability, and the protection of
individual rights is a persistent issue. While ADM can lead to more efficient decision-making processes, it is
essential to balance these benefits with the need to protect individuals from potential harms (Zarsky, 2016). This
balance is at the heart of the GDPR's provisions on automated decision-making.
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Addressing Bias and Ensuring Data Accuracy: The potential for bias in Al systems is a significant concern, as it
can lead to unfair outcomes and discrimination. GDPR mandates the accuracy of personal data and the right to
have it rectified, which is particularly relevant for Al systems that may propagate errors or biases at scale (Article
16, GDPR). Selbst et al. (2019) highlight the complexity of addressing bias in Al, noting that biases can be
introduced at various stages, from data collection to algorithmic processing.

The concept of ‘algorithmic fairness' has emerged as a response to these concerns, with researchers proposing
various mathematical models to measure and mitigate bias (Corbett-Davies & Goel, 2018). However, these
models often conflict with each other, and what is considered fair in one context may not be in another, reflecting
the multifaceted nature of fairness (Binns, 2018).

The GDPR's data protection principles, such as data minimization and purpose limitation, can help mitigate bias
by ensuring that only necessary data is collected and processed for specific purposes (Article 5, GDPR). This can
prevent the inclusion of irrelevant or discriminatory data points in Al decision-making processes (Zarsky, 2016).

Transparency in Al systems is also crucial for addressing bias. The GDPR's right to an explanation can play a role
in uncovering biases by requiring that data subjects be provided with information about the logic involved in
automated decision-making (Veale & Edwards, 2018). This can help identify and correct biased algorithms or
data sets.

Lastly, the role of human oversight in Al systems is essential for addressing bias. The GDPR's provisions for
human intervention in automated decision-making can help ensure that biases are identified and addressed by
human decision-makers who can provide context and judgment that Al systems may lack (Article 22, GDPR).

Transparency and Explainability in Al Systems: Transparency and explainability are central principles to the
GDPR's approach to Al, ensuring that individuals understand how their data is used and how decisions affecting
them are made. The GDPR introduces a right to explanation, which obliges Al system operators to provide
meaningful information about the logic involved in automated decision-making processes (Goodman & Flaxman,
2017). This is intended to mitigate the 'black box' nature of many Al systems, where the decision-making process
is opaque and not easily understood by users or even developers (Pasquale, 2015).

Explainable Al (XAl) has become a field of research dedicated to creating Al systems whose actions can be
understood by humans. XAl seeks to open the black box of Al, providing transparency and fostering trust among
users (Gunning, 2017). This is not only a technical challenge but also a legal and ethical one, as it involves
balancing the complexity of Al systems with the need for intelligibility (Doshi-Velez & Kim, 2017).

The GDPR's emphasis on transparency also extends to the data used by Al systems. Data subjects have the right
to know what data is collected about them, the source of that data, and the purposes for which it is processed
(Articles 13 and 14, GDPR). This is particularly important in the context of Al, where data from various sources
can be aggregated and analysed in complex ways (Kaminski, 2019).

However, the tension between transparency and protecting the intellectual property of Al developers is a
significant challenge. While transparency is necessary for accountability and trust, it may also require revealing
proprietary algorithms or trade secrets (Wachter, Mittelstadt, & Russell, 2017). This has led to discussions about
how to balance the need for transparency with the protection of innovation (Veale & Edwards, 2018).

Data Security and Cross-Border Challenges: Data security is a cornerstone of GDPR compliance, particularly for
Al platforms that often involve significant data processing across borders. The GDPR imposes strict obligations
on data controllers and processors to implement appropriate technical and organizational measures to ensure a
high level of security, including protection against unauthorized or unlawful processing, accidental loss,
destruction, or damage (Article 32, GDPR).

35



ITHACA

D1.3

Trustworthy Al compliance practices, assessment and conceptualization

Cross-border data transfers present additional challenges, as they must comply with GDPR's stringent
requirements to ensure that the level of protection afforded to personal data is not undermined when it is
transferred outside the EU (Articles 44-50, GDPR). Kuner et al. (2012) discuss the complexities of cross-border
data transfers in the digital age, emphasizing the need for legal mechanisms such as adequacy decisions, standard
contractual clauses, or binding corporate rules to safeguard personal data.

The rise of cloud computing and distributed Al systems has made data security and cross-border data flows even
more complex. Data may be stored and processed in multiple jurisdictions, each with its own legal requirements
and risks (Hon, Millard, & Walden, 2012). This necessitates a careful assessment of the data protection measures
in place in each jurisdiction and the implementation of additional safeguards where necessary.

Moreover, the extraterritorial scope of the GDPR means that organizations outside the EU that offer goods or
services to, or monitor the behaviour of, individuals within the EU are also subject to its provisions (Article 3,
GDPR). This has global implications for Al platforms, requiring them to comply with GDPR regardless of where
they are based if they process the data of EU residents (Kuner, 2010).

In conclusion, the analysis of GDPR's impact on Al platforms reveals a complex interplay between technological
advancements and legal frameworks aimed at protecting personal data. The GDPR's stringent requirements for
transparency, consent, and accountability pose significant challenges for Al developers and operators, who must
navigate these regulations while fostering innovation.

Overall, the GDPR represents a rigorous attempt to align data protection with the realities of the digital age. While
it poses challenges for Al development, it also offers an opportunity to build systems that are not only innovative
but also respectful of individual rights and societal values. As Al continues to evolve, so too will the legal and
ethical frameworks that govern it, necessitating a dynamic and responsive approach to compliance and best
practices.

3.1.2  E-Privacy Directive and draft Regulation

The e-Privacy Regulation?®, currently in draft status, is envisioned to replace the existing e-Privacy Directive,
working alongside the GDPR to regulate electronic communications data and reinforce the protection of personal
data and privacy in the digital age. The ITHACA Platform, aiming to enhance civic participation, must align its
operations with the forthcoming regulation to ensure a robust data protection framework. This analysis explores
the potential implications and considerations of the e-Privacy draft Regulation for the ITHACA Platform.

3.1.21 Key Provisions

Scope and Material Application

The e-Privacy Regulation will have a broader scope compared to its predecessor, covering new technological
advancements and services, including Over-The-Top (OTT) services, Voice over IP (VolP), and messaging apps.
The ITHACA Platform must stay abreast of the regulation’s final text to ensure full compliance.

Confidentiality of Electronic Communications

The Regulation emphasizes the confidentiality of users' electronic communications, prohibiting the interception,
listening to, or monitoring of communications without the consent of the users involved.

2 proposal for a REGULATION OF THE EUROPEAN PARLIAMENT AND OF THE COUNCIL concerning the respect for private life and
the protection of personal data in electronic communications and repealing Directive 2002/58/EC (Regulation on Privacy and Electronic
Communications), https://eur-lex.europa.eu/legal-content/EN/TXT/PDF/?uri=CELEX:52017PC0010 COM(2017) 10 final.
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Protection of Information Stored in Terminal Equipment

The Regulation stipulates that any information stored in the users' terminal equipment (like cookies) can only be
accessed with the user's consent, following clear and comprehensive information about the purposes of the
processing. The ITHACA Platform should develop mechanisms to obtain informed consent from its users for such
processing activities.

Spam and Unsolicited Communications

The Regulation seeks to curb unsolicited communications, requiring platforms to obtain consent before sending
promotional communications. The ITHACA Platform should establish mechanisms to prevent spam and ensure
that promotional communications are only sent to users who have given their consent.

3.1.2.2 E-Privacy Regulation and Al

The e-Privacy Regulation, a legislative proposal by the European Union, aims to reinforce trust and security in
the digital single market by ensuring a high level of privacy for electronic communications. The advent of Al
technologies has introduced new complexities in the processing of communication data, raising concerns about
privacy and data protection. As Al systems increasingly interpret and analyse electronic communications for
patterns, behaviours, and personalization, the intersection of Al and privacy regulation becomes a critical area of
study. This analysis will explore the implications of the e-Privacy Regulation on Al, examining the challenges
and opportunities it presents for the development of Al technologies while ensuring the privacy rights of
individuals are upheld.

The e-Privacy Regulation serves as an update and expansion to the e-Privacy Directive, addressing new
technological developments and aligning with the GDPR. It sets forth rules on the confidentiality of electronic
communications and the use of tracking technologies, among other provisions. The Regulation's objectives are to
enhance the privacy of users and to harmonize the legal framework across EU member states, thus providing
clarity and consistency for both users and service providers. The Regulation's focus on consent, transparency, and
limitations on data use poses significant considerations for Al systems that process communication data. These
systems must be designed to comply with the Regulation's requirements, which may include mechanisms for
obtaining user consent, ensuring data minimization, and providing transparency about data processing activities.

Al and Personal Data in the Realm of Electronic Communications

Al's role in processing personal data within electronic communications is multifaceted, involving the analysis of
content and metadata to enhance services, target advertising, and improve user experiences. The e-Privacy
Regulation categorizes metadata derived from electronic communications as personal data, subjecting it to
stringent processing conditions. Al systems, which often rely on large datasets, must navigate the Regulation's
principles of data minimization and purpose limitation. This means that Al developers must implement strategies
to process only the data necessary for a specific purpose and avoid repurposing data for secondary uses not
disclosed to the user. The Regulation also encourages the use of anonymization and pseudonymization techniques
to protect users' privacy, which may require Al systems to incorporate advanced data protection measures into
their algorithms.

Consent and Al in the Context of e-Privacy

Consent is a cornerstone of the e-Privacy Regulation, particularly when it comes to the processing of
communication data by Al systems. The Regulation mandates that users must provide informed, specific, and
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freely given consent for their data to be processed, which presents a challenge for Al systems that often operate
in the background, analysing data in ways that may not be apparent to users. To address this, Al developers must
design systems that are transparent and provide users with clear options to grant or withdraw consent. This could
involve the development of user interfaces that clearly explain the purposes of data processing and the role of Al,
as well as the implementation of easy-to-use consent management tools. The Regulation's strict consent
requirements may limit certain Al functionalities, but they also drive innovation in privacy-preserving
technologies.

Confidentiality of Communications and Al

The e-Privacy Regulation's emphasis on the confidentiality of communications directly impacts Al systems that
analyse such communications data. Al developers must ensure that their systems respect the confidentiality of
users' communications, which may involve encrypting data and restricting access to authorized entities only. This
requirement presents a technical challenge, as Al systems need access to data to learn and make predictions.
However, it also encourages the development of privacy-enhancing technologies, such as homomorphic
encryption and differential privacy, which allow Al systems to learn from data without compromising its
confidentiality. Balancing the need for data analysis with the requirement to maintain confidentiality is a key
tension that Al developers must navigate under the e-Privacy Regulation (Zarsky, 2016).

Cookies, Tracking, and Al

Cookies and tracking technologies are often employed in conjunction with Al to personalize user experiences and
target advertising. The e-Privacy Regulation requires explicit consent for the use of cookies and similar tracking
technologies, which has significant implications for Al-driven analytics and advertising. Al systems that rely on
tracking technologies must navigate the Regulation's consent requirements, which may involve developing more
sophisticated consent mechanisms that allow users to exercise granular control over their data. Additionally, the
Regulation's restrictions on tracking may incentivize the development of Al systems that rely less on personal
data and more on aggregated or anonymized data, thus preserving user privacy while still providing valuable
insights.

Al, Metadata, and Anonymization

Metadata analysis is a key area where Al can provide valuable insights into user behaviour and communication
patterns. The e-Privacy Regulation treats metadata with the same level of protection as the content of
communications, requiring consent for its processing. Al systems must therefore be designed to either obtain
consent for metadata analysis or to use anonymization techniques that prevent the identification of individuals.
Anonymization and pseudonymization can enable Al systems to analyse trends and patterns without infringing
on individual privacy, aligning with the Regulation's objectives. However, the effectiveness of these techniques
must be carefully evaluated, as re-identification risks can arise from the combination of different datasets (Rocher
etal., 2019).

Cross-Border Data Flows and International Implications

The global nature of Al systems often involves cross-border data flows, which are subject to the e-Privacy
Regulation's provisions on international transfers. Al operators must ensure that data transferred outside the EU
is afforded the same level of protection as within the EU, which may involve implementing legal mechanisms
such as Standard Contractual Clauses or ensuring the recipient country has an adequacy decision. The Regulation's
requirements pose challenges for Al systems that process data on a global scale, necessitating careful legal and
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technical measures to ensure compliance. This may also impact the design of Al systems, prompting developers
to consider data localization strategies or to build regional data processing capabilities.

Overall, the main obligations that arise for the ITHACA Platform to comply with the e-Privacy draft Regulation
are as follows:

e Data Security: Similar to the GDPR, the e-Privacy Regulation mandates the implementation of appropriate
technical and organizational measures to ensure data security. The ITHACA Platform must foster a secure
environment for its users, safeguarding their data from unauthorized access and data breaches.

¢ Notification of Personal Data Breaches: In the event of a data breach, the regulation requires the notification
of the competent national authority and, in certain circumstances, the individuals affected.

e Usage of Cookies and Trackers

o First-Party Cookies: These are cookies set by the Ithaca platform to enhance user experience and
functionality. The e-Privacy Regulation mandates clear and concise information to users about the
purpose of these cookies, ensuring informed consent.

o Third-Party Cookies: These cookies are set by domains other than the Ithaca platform and are primarily
used for advertising and tracking users across websites. The regulation is expected to impose stricter
controls on the use of third-party cookies, necessitating explicit and informed consent from users before
these cookies can be deployed.

Implications for the ITHACA Platform:

e Consent Mechanism: The Ithaca platform must develop a robust consent mechanism, where users are informed
about the types of cookies being used, their purposes, and are given the choice to opt-in or opt-out, fostering
a transparent user-cookie interaction.

o Cookie Policy: The platform should have a comprehensive cookie policy, elucidating the nuances of cookie
usage, including the differentiation between first-party and third-party cookies, and the rights of the users in
this regard.

e Privacy-Preserving Alternatives: Given the expected stringent norms on third-party cookies, the platform
should explore privacy-preserving alternatives such as first-party data collection strategies that are less
intrusive and more respectful of user privacy.

3.1.3 Al Act Draft Regulation

The introduction of the Al Act?* is a reflection of the European Union's proactive stance on digital governance.
The rationale behind this legislative initiative is rooted in the dual necessity of fostering innovation while ensuring
that such technological advancements operate within a framework that protects citizens' rights and societal values.
The EU's approach is characterized by a desire to harmonize Al regulation across member states, thereby creating
a single market for digital services that is both competitive and secure. This initiative is also a response to the
increasing pervasiveness of Al in various sectors, from healthcare to finance, and the associated risks ranging
from privacy breaches to algorithmic discrimination. The Al Act's background is anchored in the EU's broader
strategy for digital transformation, which prioritizes trust, excellence, and adherence to fundamental rights as
cornerstones for the development and deployment of Al. This analysis offers a deep dive into the various facets
of the Al Act Draft Regulation and its implications for the ITHACA Platform.

24 https://eur-lex.europa.eu/resource.html?uri=cellar:e0649735-a372-11eb-9585-01aa75ed71a1.0001.02/DOC_1&format=PDF
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3.131 Key Provision

The following risk-categories of Al Systems are distinguished:

e Unacceptable Risk: Al systems that pose an unacceptable risk are those that contravene EU values,
fundamental rights, or pose a serious threat to public safety. This category is reflective of the EU's commitment
to human-centric Al, where certain uses of Al are prohibited because they are incompatible with personal
dignity and democratic values (Fjeld et al., 2020). For instance, social scoring by public authorities that leads
to discrimination is banned under this provision, emphasizing the EU's stance on maintaining human rights in
the digital age (European Commission, 2021).

e High-Risk: High-risk Al systems are those that have significant implications for individuals' rights and safety,
such as those used in critical infrastructures, education, or law enforcement. The Al Act requires such systems
to undergo rigorous testing and certification before deployment. This ensures that they meet high standards of
safety and fundamental rights compliance, reflecting the EU’s risk-averse approach to Al regulation.

o Limited and Minimal Risk: For Al systems with limited risk, the Act imposes transparency obligations,
requiring clear communication to users when they are interacting with an Al system. This provision ensures
that users are aware of Al mediation in services, preserving their autonomy and ability to make informed
choices (Cath, 2018). Al systems with minimal risk, such as Al-enabled video games or spam filters, are not
subject to any additional legal obligations, reflecting a proportionate regulatory approach that avoids stifling
innovation in areas with low potential for harm (Veale & Edwards, 2020).

3.1.3.2 Identification of High-Risk Al Systems and Categorization of ITHACA Platform

The Al Act's criteria for identifying high-risk Al systems are centred on the potential for significant impacts on
individuals' rights and societal norms. The ITHACA platform, if it has functionalities that could lead to substantial
ethical or safety concerns, must be scrutinized under these criteria.

3.1.3.3 Obligations for High-Risk Al Systems

Transparency and Information Obligations:

The Al Act mandates that high-risk Al systems must adhere to stringent transparency and information obligations.
This is to ensure that users are adequately informed about the Al system's capabilities, the logic behind its
decisions, and the level of human oversight involved. The Act's emphasis on transparency is crucial for fostering
trust and accountability in Al systems. It aligns with the principles of explainable Al, which scholars like Doshi-
Velez et al., (2017) argue are essential for users to understand, trust, and effectively manage Al technologies.
Moreover, the requirement for clear information about the system's decision-making process is a step towards
addressing the ‘black box’ nature of Al, which has been a significant concern in the deployment of these
technologies (Castelvecchi, 2016).

The transparency obligations also extend to the disclosure of any potential risks and the measures taken to mitigate
them. This is particularly important in sectors where Al decisions have profound impacts, such as healthcare, law
enforcement, and finance. The Act's provisions resonate with the calls from academics and policymakers for
greater clarity on how Al systems reach their conclusions, which is seen as a cornerstone for the ethical use of Al
(Wachter et al., 2017). The transparency requirement is not just about user awareness but also about enabling the
possibility of redress in cases where Al systems may cause harm or operate in error.
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Furthermore, these obligations are a response to the growing demand for ethical Al. By mandating that high-risk
Al systems provide clear and accessible information to users, the Act is addressing the ethical imperative for Al
systems to be understandable and accountable to the individuals they serve. This is in line with the work of
scholars like Mittelstadt et al. (2016), who emphasize the importance of transparency for the ethical governance
of Al, ensuring that Al systems do not undermine human autonomy or cause unintended harm.

Data Governance and Management:

Data governance and management are central to the Al Act's framework for high-risk Al systems. The Act requires
that data used by these systems be of high quality and free from biases, which is crucial for ensuring fair and non-
discriminatory outcomes. This focus on data governance is echoed in the work of Kroll et al. (2017), who highlight
the importance of data integrity and oversight in the development and deployment of Al systems, particularly
those that have significant impacts on individuals' lives.

The AI Act's emphasis on data quality and integrity is a recognition of the ‘garbage in, garbage out’ problem in
Al, where biased or poor-quality data can lead to flawed Al decisions. This is particularly pertinent in high-risk
areas such as predictive policing or credit scoring, where biased data can reinforce existing inequalities (O'Neil,
2017). The Act's data governance provisions are designed to prevent such outcomes by ensuring that data is
representative and free from biases that could lead to discriminatory practices.

Moreover, the Act's data management obligations include the implementation of robust data security measures to
protect user data from unauthorized access and cyber threats. This is a critical aspect of Al governance, as the
increasing use of Al in sensitive domains raises the stakes for data breaches and misuse. The requirement for data
security measures aligns with the broader cybersecurity framework of the EU and reflects the recommendations
of cybersecurity experts who call for a holistic approach to data protection in the age of Al (Romanosky, 2016).

Robustness, Security, and Accuracy:

The Al Act's provisions for robustness, security, and accuracy aim to ensure that high-risk Al systems are reliable
and safe. This includes requirements for resilience to errors and the capacity to function accurately under various
conditions. The Act's focus on robustness and security is supported by the research of Taddeo and Floridi (2018a),
who argue that the ethical deployment of Al systems must include safeguards against vulnerabilities that could
lead to harm or misuse.

The requirement for robustness in Al systems is a recognition of the complex and often unpredictable
environments in which these systems operate. The Act's provisions ensure that Al systems can withstand
disruptions and continue to function as intended, which is crucial for maintaining user trust and safety. This is
particularly important in high-stakes domains such as autonomous vehicles and medical diagnostics, where errors
can have severe consequences (Amodei et al., 2016).

The Act also mandates that high-risk Al systems must be accurate and provide reliable outcomes. This is in
response to concerns about the reliability of Al predictions and decisions, which can vary based on the data and
algorithms used. The accuracy requirement is a measure to ensure that Al systems do not perpetuate or amplify
errors, particularly in critical applications such as judicial decision-making or employment selection (Barocas &
Selbst, 2016).

Human Oversight and Intervention:

The Al Act underscores the importance of human oversight and intervention in the deployment of high-risk Al
systems. This is to ensure that Al does not operate in a vacuum and that there is always a human in the loop
capable of understanding and controlling the Al system. This aligns with the principle of human-centred Al, which
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Floridi et al. (2018) argue is essential for maintaining human control and ethical standards in Al applications. The
Act requires that the ITHACA platform, like other high-risk Al systems, must facilitate human intervention,
allowing for the prevention or minimization of risks.

Human oversight in Al systems serves as a safeguard against the autonomous operation of Al, which may lead to
unintended consequences. The Act's provisions ensure that there is always a possibility for human beings to
intervene and correct the Al system's operations, which is a critical aspect of responsible Al deployment. This is
particularly important in sensitive areas such as healthcare, where a wrong decision by an Al system could have
dire consequences. The requirement for human intervention is supported by the work of Rahwan (2017), who
emphasizes the need for human judgment in the oversight of Al systems to ensure they align with societal values
and norms.

Moreover, the Act mandates that personnel overseeing the Al system should be adequately trained. This is to
ensure that those in charge of the Al system are not only capable of intervening but also understand the system's
workings and the implications of its decisions. The emphasis on training is crucial for effective oversight, as it
equips humans with the knowledge and skills needed to manage Al systems responsibly. This is in line with the
recommendations of researchers like Russell et al. (2015), who argue for the importance of aligning Al systems
with human values through informed oversight.

Conformity Assessments:

Conformity assessments are a critical component of the Al Act, ensuring that high-risk Al systems such as the
ITHACA Platform meet all regulatory requirements before and after they are brought to market. These
assessments are designed to verify the compliance of Al systems with the Act's provisions, serving as a quality
control mechanism. The Act requires a pre-market conformity assessment, which is a thorough evaluation of the
Al system's components and functionalities to ensure they adhere to the established standards. This pre-market
scrutiny is supported by the work of the European High Level Expert Group on Al (2019), who argues that pre-
emptive checks are essential for the trustworthy deployment of Al.

Post-market surveillance is another aspect of the conformity assessments outlined in the Act. This ensures that Al
systems continue to comply with regulatory norms throughout their lifecycle. The Act's requirement for ongoing
monitoring reflects the dynamic nature of Al systems, which may evolve and change over time. Continuous
surveillance is crucial for catching any non-compliance that may arise as the system learns and adapts. This
approach is in line with the recommendations of scholars like Calo (2017), who suggests that the regulation of Al
should include mechanisms for continual reassessment and adjustment.

Algorithmic Impact Assessments:

The Al Act requires that high-risk Al systems undergo algorithmic impact assessments. These assessments are
intended to evaluate the implications of Al systems on individuals' rights and safety. By conducting these
assessments, organizations can identify and mitigate risks associated with the deployment of Al systems. The
requirement for impact assessments is a proactive measure to ensure that Al systems do not have adverse effects
on society. This is in line with the work of Wachter et al. (2017), who advocate for the assessment of Al systems'
impacts as part of the ethical and responsible development of Al.

The Act also calls for the development of mitigation strategies to address any risks identified during the impact
assessments. This is a critical step in the responsible deployment of Al, as it ensures that measures are in place to
prevent harm. The focus on mitigation strategies is supported by the research of Crawford and Calo (2016), who
argue that the governance of Al should include plans for reducing the negative impacts of Al systems on the
society.
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Generative Al and the Al Act:

Definition and Distinction:

According to the Al Act, a generative Al (GAI) model is defined as an Al system designed to autonomously
generate content, such as text, images, audio, or video, which can be difficult to distinguish from content created
by humans (Regulation (EU) 2024/1689). GAI models are trained on very large datasets from which they learn
patterns and structures and then generate new synthetic content with similar characteristics. These models include
technologies such as GPT-3, which generates human-like text, and DALL-E, which creates images from textual
descriptions.

The Act provides the following definition in Article 3(1): “‘general-purpose AI model’ means an AI model,
including where such an Al model is trained with a large amount of data using self-supervision at scale, that
displays significant generality and is capable of competently performing a wide range of distinct tasks regardless
of the way the model is placed on the market and that can be integrated into a variety of downstream systems or
applications, except Al models that are used for research, development, or prototyping activities before they are
placed on the market.” Additionally, a “general-purpose Al system” is defined as “an Al system which is based
on a general-purpose Al model and which has the capability to serve a variety of purposes, both for direct use as
well as for integration in other Al systems” (Regulation (EU) 2024/1689).

The Al Act categorizes these models based on the level of risk they pose, with specific obligations tailored to their
potential impacts. The Act distinguishes between GAI models and Al systems as a whole. An Al system, as
defined in Article 3, refers to a broader entity that includes not only the Al models but also the hardware, software,
and user interfaces that collectively deliver the AI’s functionality (Regulation (EU) 2024/1689). This system is
responsible for the integration, deployment, and management of the Al model within a specific context.

While a GAI model serves as the core technology for creating content, the Al system encompasses the entire
operational environment that includes data management, user interaction, and compliance with ethical and legal
standards (Cath, 2018; Floridi et al., 2018). Therefore, the specific regulatory obligations discussed below are
applicable when the Al system integrates a generative Al model.

General-Purpose Al Models with Systemic Risk:

According to Article 51 of the Al Act, a general-purpose Al model shall be classified as a general-purpose Al
model with systemic risk if it meets any of the following conditions:

e High Impact Capabilities: The model has high impact capabilities, evaluated based on appropriate
technical tools and methodologies, including indicators and benchmarks.

e Commission Decision: The model is determined by the European Commission, either ex officio or
following a qualified alert from the scientific panel, to have capabilities or impacts equivalent to high
impact as per the criteria set out in Annex XI1I1 (Regulation (EU) 2024/1689).

A general-purpose Al model shall be presumed to have high impact capabilities if the cumulative amount of
computation used for its training, measured in floating point operations, exceeds 102,
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Requlatory Obligations:

Under the Al Act, generative Al models are subject to specific regulatory obligations. In addition to the obligations
that apply to Al systems and high-risk Al systems, there are specific obligations for providers of general-purpose
Al models and general-purpose Al models with systemic risk.

1. Obligations for Providers of General-Purpose Al Models (Article 53):

Providers of GAI models classified as general-purpose Al models must adhere to the following:

Technical Documentation: Providers must prepare and keep up-to-date technical documentation of the
model, including details of its training and testing processes and the results of its evaluation. This
documentation, which must contain the information set out in Annex XI, should be available upon request
to the Al Office and national competent authorities (Regulation (EU) 2024/1689).

Information for Al System Providers: Providers must also make available up-to-date information and
documentation to Al system providers who intend to integrate the generative Al model into their Al
systems. This documentation should enable these providers to understand the capabilities and limitations
of the model and to comply with their own obligations under the Al Act. The information provided must
include the elements specified in Annex XIlI, while protecting intellectual property rights and trade
secrets (Veale & Edwards, 2018).

Compliance with Copyright Law: Providers must establish and implement a policy to comply with
Union law on copyright and related rights. This includes using state-of-the-art technologies to identify
and respect reservations of rights as required by Directive (EU) 2019/790 (Regulation (EU) 2024/1689).
Training Data Summary: Providers are required to publicly make available a sufficiently detailed
summary of the content used to train the generative Al model, following a template provided by the Al
Office (Regulation (EU) 2024/1689).

2. Obligations for Providers of General-Purpose Al Models with Systemic Risk (Article 55):

If the GAI model is considered to have systemic risks, additional obligations apply:

Model Evaluation: Providers must perform evaluations of the model using standardized protocols and
tools reflecting the state of the art, including conducting and documenting adversarial testing to identify
and mitigate systemic risks (Amodei et al., 2016).

Systemic Risk Assessment: Providers must assess and mitigate possible systemic risks at the Union
level, documenting potential risks that may stem from the development, deployment, or use of the
generative Al model (Barocas, Hardt & Narayanan, 2019).

Incident Reporting: Providers are obligated to keep track of, document, and report relevant information
about serious incidents and possible corrective measures to the Al Office and national competent
authorities without undue delay (Regulation (EU) 2024/1689).

Cybersecurity Measures: Providers must ensure an adequate level of cybersecurity protection for the
generative Al model and its physical infrastructure to prevent and mitigate systemic risks (Taddeo &
Floridi, 2018b).
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These obligations are intended to ensure that generative Al models, particularly those with the potential for
significant impact on society, are developed and deployed in a manner that is transparent, accountable, and in line
with European Union laws and ethical standards (Floridi et al., 2018). Compliance with these obligations is crucial
for maintaining trust and safety in the use of generative Al technologies.

Impact on the ITHACA Platform:

If the ITHACA platform integrates generative Al functionalities, such as those generating content for civic
engagement or public communication, it must ensure compliance with the Al Act's requirements.

3.1.4  The Digital Services Act (DSA)

The Digital Services Act (DSA)® is a regulation that aims to create a single market for digital services in the
European Union. It is a set of rules that apply to online intermediaries, such as social media platforms, online
marketplaces, and search engines, that provide access to information, goods, and services online. The DSA sets
new standards for these intermediaries to ensure a safer and more transparent online environment, while respecting
the fundamental rights of users and businesses.

Online intermediaries provide services that enable users to communicate, share, or access content online. They
can be divided into four categories, according to the DSA:

o Mere Conduit: These services, including ISPs and domain name registrars, act as the arteries of the internet,
transmitting information without altering it. The DSA ensures that these conduits are not held liable for the
content they transmit, provided they do not initiate or select the material (European Parliament, 2020).

e Caching: Caching services, like content delivery networks, temporarily store data to expedite access. The DSA
obliges them to remove unlawful content when notified, balancing the need for efficient data transmission
with the imperative to curb the spread of illegal material.

e Hosting: Cloud storage providers and web hosting services fall under this category. The DSA shields them
from liability for user-generated content, conditional upon their swift action to take down illegal content upon
notice. This 'notice and action mechanism is a cornerstone of the DSA, ensuring due process and safeguarding
against arbitrary censorship (Kuczerawy & Rauchegger, 2020).

¢ Online Platforms: Platforms that enable users to interact with third-party content, like social media and online
marketplaces, are subject to more rigorous obligations. They must implement systems for content moderation,
provide transparency in advertising, and offer mechanisms for user grievances. These requirements are crucial
in addressing contemporary challenges such as misinformation and privacy breaches.

The DSA introduces different obligations for each category of intermediaries, depending on their level of
involvement and influence on the content they provide or facilitate. The main obligations of the DSA are:

e To remove or disable access to illegal content, such as hate speech, terrorist propaganda, child sexual abuse
material, or counterfeit products, upon receiving a notice from an affected person or a competent authority.

e To establish clear and effective mechanisms for users to report and flag illegal content, as well as to request a
review of the removal or disabling decisions.

e To provide information on the sources, criteria, and methods used for online advertising, and to enable users
to opt out of personalised ads.

2 REGULATION (EU) 2022/2065 OF THE EUROPEAN PARLIAMENT AND OF THE COUNCIL of 19 October 2022 on a Single Market
For Digital Services and amending Directive 2000/31/EC (Digital Services Act), https://eur-lex.europa.eu/legal-
content/EN/TXT/PDF/?uri=CELEX:32022R2065
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e To cooperate with national authorities and the European Commission in the supervision and enforcement of
the DSA, and to appoint legal representatives in the EU.

e To conduct regular risk assessments and audits on the impact of their services on public interests, such as
public health, security, democracy, or fundamental rights.

The DSA also establishes a new governance framework for the digital single market, involving national digital
services coordinators, a European board for digital services, and a network of cooperation between them and the
Commission.

3.1.5 The European Digital Identity Framework- eIDAS 2.0 (Regulation (EU) 2024/1183 of the
European Parliament and of the Council of 11 April 2024 amending Regulation (EU) No 910/2014)

The digital transformation within the European Union (EU) necessitated a major update to the existing electronic
identification framework, resulting in the adoption of EU Regulation 2024/1183. This regulation establishes a
comprehensive European Digital Identity Framework, enabling EU citizens to verify their identities securely and
conveniently across all member states. Adopted on April 11, 2024, and effective as of May 20, 2024, this
regulation amends the previous Regulation (EU) No 910/2014, commonly referred to as eIDAS. It is designed to
address growing demands for interoperability, security, and trust in the digital space, laying the foundation for
enhanced electronic identification systems and trust services across the EU (European Commission, 2024b).

European Digital Identity Wallet (EUDI Wallet): At the core of the framework is the EUDI Wallet, a secure
digital tool that enables EU citizens to manage and present their digital identity, credentials, and personal
attributes. The EUDI Wallet allows secure authentication for services across both public and private sectors,
improving interoperability and trust for cross-border digital interactions (European Commission, 2024a; ETSI,
2024).

Interoperability and Trust: The regulation emphasizes the need for developing standards that ensure
interoperability between national digital identity systems, facilitating smooth cross-border digital transactions.
This harmonization across member states is crucial for ensuring the seamless functioning of the digital ecosystem
throughout the EU (European Commission, 2024a; OECD, 2022b).

Expanded Trust Services: The regulation expands the scope of trust services, adding new qualified services such
as electronic archiving, electronic ledgers, and the management of remote electronic signatures and seals. These
services further enhance secure digital identity management and the integrity of electronic transactions (ETSI,
2023).

Implementing Acts under EU Regulation 2024/1183

To implement the framework effectively, a series of implementing acts will be published to set reference standards
and operational procedures for the European Digital Identity Wallet and associated trust services. The
implementing acts will set out secure and interoperable standards for digital identity systems, including the EUDI
Wallet and cybersecurity certification schemes. These standards ensure that digital identity solutions across the
EU are uniform and secure (European Commission, 2024b; ETSI, 2024).

The implementing acts will define certification procedures to ensure compliance with cybersecurity and non-
cybersecurity-related requirements for trust services. This guarantees conformity across the EU. Implementing
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acts will ensure compliance with services such as electronic attestations, archiving, and identity verification,
crucial for the security of digital transactions (European Commission, 2024a).

Timeline for Implementation and Transitional Phase

The regulation is implemented in two phases:

e |Initial Establishment (by November 21, 2024): This phase will establish the core standards and
procedures for the EUDI Wallet and associated trust services.

o  Further Refinement and Integration (by May 21, 2025): The second phase will expand the scope of these
standards to cover more advanced services like electronic signatures and seals, ensuring full integration
across the EU.

During the transitional period, the implementing acts from Regulation (EU) No 910/2014 remain binding,
particularly in the context of national trusted lists and trust services. This ensures regulatory continuity until the
new standards are fully operational (European Commission, 2024a; ETSI, 2023).

Development of Technical and Market Standards - Pilots and Testing

In parallel with the legal framework, technical and market standards are being developed by bodies such as the
European Telecommunications Standards Institute (ETSI) and the European Committee for Standardization
(CEN). This work supports the deployment of the EUDI Wallet by establishing benchmarks for authentication,
mobile wallets, and digital identity systems that align with global best practices. ETSI and CEN aim to finalize
the technical standards by 2025, with large-scale pilots providing valuable feedback for refinement (ETSI, 2024;
CEN, 2024).

Large-scale pilots funded by the EU, including Digital Credentials for Europe (DC4EU), the EU Digital Wallet
Consortium (EWC), and the NOBID Consortium, are testing the practical application of the EUDI Wallet. These
pilots provide valuable feedback for refining the regulatory framework and identifying potential challenges before
the system is fully implemented (European Commission, 2024b; ETSI, 2023).

Impact on the ITHACA Platform

The ITHACA Platform, depending on its functionalities, may be affected by the new regulatory framework.
Considering the upcoming implementing acts and the development of technical and market standards, the
following 3 key impacts are likely to be significant:

1. EUDI Wallet Integration

e Potential Requirement for EUDI Wallet Integration: If the platform involves identity verification or
authentication services, it might be required to integrate with the European Digital Identity (EUDI)
Wallet. The EUDI Wallet is designed for secure and standardized cross-border authentication, allowing
users from any EU member state to verify their identity seamlessly.

e  Multi-factor Authentication (MFA): The platform may need to support multi-factor authentication
(MFA), a requirement for using the EUDI Wallet, which typically includes a combination of something
the user knows (password), something the user has (e.g., a mobile device), and something the user is
(biometrics).
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2. Qualified Trust Services

e Qualified Electronic Signatures (QES): If the platform offers services that involve document signing or
digital transactions, it might need to support qualified electronic signatures (QES). QES is the highest
standard of digital signatures under eIDAS, providing the same legal standing as handwritten signatures
within the EU.

e Qualified Electronic Seals and Time Stamps: If business or governmental transactions are part of the
platform’s offerings, there may be a requirement to implement qualified electronic seals and qualified
time stamps, which guarantee the authenticity and integrity of documents and provide legal proof of
when an event or action occurred.

3. Cross-border Interoperability

e Interoperability with National Digital Identity Systems: The platform might need to ensure
interoperability with national identity systems and other trust service providers across the EU, ensuring
that users can securely verify their identity and access services without barriers across different countries.

3.1.6  Summary of main obligations

Below, the primary obligations are categorized according to each project activity, in accordance with the
aforementioned legal frameworks:
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Table 3: Summary of the main obligations of the aforementioned legal frameworks per project activity

Relevant Legal

Framework

Main obligations

Al Citizens'
Juries selection

- Information about the processing of their personal data according to art. 12-14 of GDPR (Conduction of a Privacy notice for
candidate Al Citizens’ Juries)

- Retention Period for Juries’ recruitment personal data (different retention period for the personal data of the selected and the non-

[WP3]

(recruitment GDPR ] ] S R T
selected Juries, according to the data minimization and data limitation principles)
procedure)
[WP2] - Add Processing activity to the RoPA of the Project and include all the information needed according to the template (see section
3.3.1 and Annex IV of D8.2 ‘Personal Data Protection Handbook”)
GDPR
- Information about the processing of their personal data according to art. 12-14 of GDPR
- Add Processing activity to the RoPA of the Project and include all the information needed according to the template (see section
Workshops in 3.3.1and Annex IV of D8.2 ‘Personal Data Protection Handbook’)
the context of
Algorithmic
Risk GDPR - Al ACT | Al ACT (Based on draft document):
Assessment In the context of conducting the algorithmic impact assessment it shall be obtained through the Workshops valuable input for the
[WP2] followings:
- ldentification of potential impacts: This involves identifying the potential positive and negative impacts of the system on
individuals and society.
- Assessment of impacts: This involves assessing the likelihood and severity of the potential impacts.
ITHACA GDPR GDPR
Platform design Al ACT - Privacy by design/Privacy by default consultation and conduction of Data Protection Impact Assessment according to art. 35 of
and GDPR. (See more about compliance obligations in the section 3.3 of D8.2 ‘Personal Data Protection Handbook”)
DSA
development Particularly focus on:
E - PRIVACY

a. Source of Platform’s personal data
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b. Categorization of personal data that will be processed
b. Identification of legal basis for the process of each category of personal data (normal/special categories)

¢. Compliance with the legal requirements of the art. 12,13,14 and 22 of GDPR (A. 12,13,14: Information and Transparency
requirements, A. 22: The right for individuals not to be subject to a decision based solely on automated processing, including
profiling, which produces legal or significant effects concerning them. This means that individuals have the right to challenge
decisions made by automated systems, such as algorithms or artificial intelligence, that affect their lives or rights

d. Specification of technical security measures, such as encryption of data, anonymization/pseudonymization of personal data,
cybersecurity controls etc.

e. Specification of organisational security measures, and adoption of relevant policies and procedures (e.g., Data Breach Policy,
Website Privacy Policy, Cookies Policy). Focus on prevention of unauthorized access through Personal Information Management
System

(More details about technical and organizational measures in section 3.3.2 of D8.2 ‘Personal Data Protection Handbook”)
f. Risk Assessment

g. Proposal and adoption of mitigation actions.

Al ACT (Based on draft document)

Information to users: The information provided to users is important for informed consent. Users should be aware of the risks posed
by the system and they should be able to make informed decisions about whether or not to use it. Template of informed consent
has already been drafted for the pilot activities

Human oversight: Human oversight is necessary to ensure that the system is used safely and responsibly. This is because Al systems
can be complex and difficult to understand, and they can sometimes make mistakes. Human oversight can help to prevent these
mistakes and to ensure that the system is used in a way that is consistent with human values. [Related to: WP4: Pilot Phase Testing,
WP5: Conduction of conformity assessments]

Notification of incidents: The notification of incidents is important to ensure that the authorities are aware of any problems with
the system. This allows the authorities to investigate the incidents and to take appropriate action to protect individuals. Upon the
finalization of Al Act an incident notification plan will be implemented.
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E- Privacy Regulation (Based on draft document)

Obligation to obtain consent for the use of cookies and similar tracking technologies: Online platforms must obtain the consent of
users before they can use cookies and similar tracking technologies. This consent must be clear, specific, and unambiguous.

Obligation to provide users with information about the use of cookies and similar tracking technologies: Online platforms must
provide users with clear and concise information about the use of cookies and similar tracking technologies. This information must
include the purpose of the tracking, the types of data that are collected, and the third parties with whom the data is shared.

Obligation to give users the option to refuse the use of cookies and similar tracking technologies: Online platforms must give users
the option to refuse the use of cookies and similar tracking technologies. This option must be easy to find and use.

Obligation to delete cookies and similar tracking technologies when a user closes their browser: Online platforms must delete
cookies and similar tracking technologies when a user closes their browser. This is to ensure that users' privacy is protected when
they browse the internet.

Taking into account the existing obligations arising from the directive 2002/58/EC and the draft E- Privacy Regulation, ITHACA’s
platform compliance with privacy requirements will be examined and guaranteed in the context of the Task T5.3 (Implementation
of Data Protection Impact Assessment).

Digital Services Act (DSA)

According to the project's conceptualization, it will be clarified whether the ITHACA Platform falls under the scope of the
Regulation as an intermediary or not. In the event that it falls within the scope of the Digital Services Act (DSA), there are
obligations related to:

-Establishing clear and effective mechanisms for users to report and flag illegal content, as well as to request a review of removal
or disabling decisions.

- Establishing a plan for examination and reaction to user reports.

- Providing information on the sources, criteria, and methods used for online advertising, and enabling users to opt out of
personalized ads (if any).

- Conducting regular risk assessments and audits on the impact of their services on public interests, such as public health, security,
democracy, or fundamental rights."

Pilot activities

GDPR

Additionally to the implemented compliance actions is needed:
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[WP4] a. Information about the processing of their personal data according to art. 12,13,14 of GDPR
b. Provision of informed consent to end users for the processing of their personal data.

Project -Joint Controllership Agreement according to art. 26 of GDPR (and actions described in the agreement)
Management - - Contact mailing list per organization to avoid data breaches through false emailing
Eot\tj\glneratlon GDPR - Authorization to specific persons for the usage of project management tools per organisation

etween
partners
[WP5]
Dissemination, - Consent of Data Subjects for dissemination activities.
Communication | GDPR, E - - In case of Newsletter is needed a) explicit consent, b) 2 step verification mechanism for the subscription, ¢) unsubscribe link to
and Privacy each e-mail
Exploitation Regulation
[WP6]
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3.2 Ethical Guidelines

One of the main aims of T1.2 was to ‘conduct a comprehensive review of the guidelines and recommendations
for trustworthy Al available at European level, ranging from guidelines issued by governmental bodies, research
centers or NGOs to technical documents issued by private companies’. The starting point was to identify already
existing publications and works that followed a similar aim. An overview of a few comprehensive reviews on
existing ethical / trustworthy Al guidelines and recommendations is given in the following section 3.2.1. These
existing reviews constituted an excellent starting point for our own research on guidelines and ethical principles.
In the sections 3.2.2 to 3.2.4 we review existing guidelines (separated for governmental bodies and policy makers
in section 3.2.2, research centers and NGOs in section 3.2.3 and from industry and private companies in section
3.2.4). As mentioned by Jobin, Ienca and Vayena (2019) who concluded ‘[...] that there is a substantive
divergence in relation to how these principles are interpreted; why they are deemed important; what issue, domain
or actors they pertain to; and how they should be implemented’ (p. 389), we also aimed to take a closer look on
how different principles are described, defined and related to each other in some of the guidelines. Such an analysis
has the potential to identify incoherent or even contradictory conceptualizations of basic ethical principles, and in
consequence, to elaborate on concrete recommendations and a holistic conceptualization in the course of
ITHACA. Besides a coherent and clear conceptualization of the principles, also critical voices and remarks should
be taken into account. A review of the critical discourse with regards to guidelines, fuzzy (e.g., purely verbal)
definitions and operationalizations is given in section 3.2.6.

We are confident that Artificial Intelligence (Al) has huge potential for humans and can be applied in a broad
variety of tasks in our daily life to support humans with its capabilities of prediction, automation, personalization,
setting goals, making plans and decisions (Zhou et al., 2020). However, Al systems can as well bear a lot of risks
for harm, as they process huge amounts of data and with their ability to train themselves with this data (Fraunhofer
IASIS, 2021; Zhou et al., 2020). Ethical concerns arise, as the data sets Al systems are trained with, may contain
racist, sexist or discriminatory data that can be not only perpetuated by the system, but also be exacerbated
(Tabassi, 2023).

3.2.1  Existing overviews on ethical guidelines

Unfortunately, the risks are often difficult to assess because the process of mathematically modelling
human behaviour with its complexity often goes along with loss of data’s context (Tabassi, 2023). Thus, harms
are often not sufficiently predictable, that is why responsibility, purpose of usage and application, and impact on
human beings and their environment has to be regulated beforehand, in order to minimize risks and prevent harm
(European High Level Expert Group on Al, 2019).

In consequence, we need trustworthy Al systems, which focus on human’s wellbeing and prevention of harm, and
are regulated legally (European Commission, 2021). The European Union also claims to regulate Al for the
purpose of ‘better conditions for the development and use of this technology’ (Guillot, 2023, p. 1), and the
insurance of trustworthy, safe and fundamental rights respecting systems, which should be available on the
European single market (EU, 2021) because Al products are being developed around the globe in a tremendous
pace. However, the described purpose of and objectives associated with trustworthy Al and ethical requirements
seem to differ between governmental and non-governmental bodies, as well as between the different fields of
expertise. For this reason, the following section provides an overview of the ethical guidelines and
recommendations for trustworthy Al available at European level, published by governmental bodies and non-
governmental organizations, such as research groups and private companies. In the following, the term
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‘principle(s)’ is used more often as it occurs in almost all cited documents and refers to their content, that include
mainly sets of principles from stakeholders (Kaptein, 2004, as cited in Kelley, 2022).

For an overview of the, until May 2021, issued documents for Al principles on a European basis, the Al ETHICS
LAB (2021) has mapped the number of documents and their corresponding organizations (private company,
governmental or intergovernmental agencies and research or professional organizations), as well as the higher-
order theme of the document (‘Autonomy’, ‘No Harm’, ‘Benefits’ or ‘Justice’). In the appendix, two figures are
provided that depict screenshots of this map?® (see Figure 14 and Figure 15 in section 8.2, pp. 173-174). While
Figure 14 shows the published documents on a global level, Figure 15 focuses on member states of the EU. On
European Union level, the platform counts 50 documents, where 29% of these are categorized as documents
focusing on ‘Autonomy’, 16% focusing on "No Harm*, 17% ’Benefit* and 38% on ’Justice‘. For the ITHACA
project, all of those themes are highly relevant, that is why this section provides a general overview without
explicit focus on one of these themes.

A comprehensive and, above all, very critical overview of ethical aspects and existing ethics guidelines in the
field of Al is provided by Hagendorff (2020). Existing guidelines (22 in total), proposed and published by a variety
of different stakeholders, such as Companies & Industry partners, Research institutions, Policy-makers at the
national, European or transnational level (e.g., OECD) and NGOs, that certainly have a theoretical impact, in the
sense that they are cited and thus received in the broader discourse, were subjected to a critical comparison.
Basically, the decisive question is: ‘Do those ethical guidelines have an actual impact on human decision-making
in the field of Al and machine learning? The short answer is: No, most often not.” (p. 99). A selection of critical
arguments by the author (see also Hagendorff, 2022) will be briefly outlined here, as these concerns are considered
as very relevant for ITHACA in general and for the conceptualization and development of the ITHACA platform
in particular:

e Al ethics (guidelines) lacks mechanisms and clear consequences to underpin its own normative claims. It is
argued that - even if the enforcement of ethical principles may involve reputational loss in case of misconduct,
the mechanisms and consequences are rather weak and do not pose a serious threat.

e Private companies have been quite open to ethical principles in recent years, on the one hand by issuing their
own guidelines (‘self-commitments’) or by appealing to policy-makers to establish legal frameworks and
provide legal clarity, often combined with proposals on how these registrations could look like by the
companies themselves. In the first case, the impression could be given that 'self-government' is sufficient, in
the second case, the proposals to policy-makers are often vague. There is a gap between 'good intentions' on
the one hand, and their actual application and the existence of control mechanisms already during the
development as well as during the actual use of Al applications on the other.

e There seems to be an overrepresentation in the existing guidelines, on those ethical principles, that are -
compared to others - easier to operationalize formally and in consequence, at least theoretically, easier to be
implemented in terms of technical ‘solutions’. Examples mentioned by Hagendorff (2020) are accountability,
explainability, privacy, robustness and safety, etc. However, from an ethical perspective, there is no reason to
focus on these principles or to prioritize them compared to other principles and aspects (for any ‘good reason’).
Examples of such underrepresented ethical principles are for example ‘hidden’ social (e.g., working conditions
of ‘outsourced’ click-workers) or ecological costs of Al systems (such as energy consumption, etc.).

% Awvailable online at_https://aiethicslab.com/big-picture/
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The summarizing table from Hagendorff (2020; Table 1, p. 102) has been replicated and slightly adapted based
on the evaluation of the ITHACA team that re-evaluated the binary assignments. It can be found in the appendix
(see Table 13 in section 8.2, p.175).

Fjeld and colleagues (2020) also created a comprehensive map of and thirty-six documents from world-wide
governmental and non-governmental institutions that describe or propose Al ethics guidelines. The research team
conducted an analysis of their content and clustered it into eight major and most common themes, namely privacy,
accountability, safety and security, transparency and explainability, fairness and non-discrimination, human
control of technology, professional responsibility and promotion of human values (Fjeld et al., 2020). These
themes largely overlap with the principles for trustworthy Al, proposed in the European High Level Expert Group
on Al’s (2019) guidelines for trustworthy Al.

An encompassing list of 84 documents containing ethical principles or guidelines for Al has been identified by
Jobin, lenca and Vayena (2019). Most documents were produced by private companies (22.6%) or public
authorities (21.4%), followed by academic and research institutions (10.7%), intergovernmental or supranational
organizations (9.5%), NGOs and professional associations/scientific societies (8.3%). The remaining were
produced by private sector alliance, research and scientific foundations, trade unions and political parties. The
authors identified five clusters of ethical principles, i.e., (i) transparency, (ii) justice and fairness, (iii) non-
maleficence, (iv) responsibility and (v) privacy. They conclude ‘that there is a substantive divergence in relation
to how these principles are interpreted; why they are deemed important; what issue, domain or actors they pertain
to; and how they should be implemented’ (p. 389).

In the map of Fjeld’s et al. (2020) document overview, seven institutions within the European Union are
mentioned. These include two documents from the private sector: Al Principles of Telefonica (Telefonica, 2018)
and Guiding Principles on trusted Al Ethics (Telia, 2019), four documents from governmental institutions: Ethics
Guidelines for Trustworthy Al (European High Level Expert Group on Al, 2019), Al Strategy, (German Federal
Ministries of Education, Economic Affairs, and Labour and Social Affairs, 2018), For a Meaningful Al (Mission
assigned by the French Prime Minister, 2018), Al for Europe (European Commission, 2019) and one from an
intergovernmental organization: OECD Principles on Al (OECD, 2019).

In the following, the principles falling under each of the eight key themes within documents all over the world
that propose guidelines for ethical Al, identified Fjeld et al. (2020) are listed:

e Privacy: Consent, Control over the use of data, Ability to restrict processing, Right to rectification, Right to
erasure, Privacy by design. Recommends compliance with data protection laws.

e Accountability: Verifiability and Replicability, Impact Assessments, Environmental Responsibility,
Evaluation and Auditing Requirement, Creation of a Monitoring Body, Ability to Appeal, Remedy for
Automated Decision, Liability and Legal Responsibility, Recommends Adoption of New Regulations and
Accountability Per Se.

o Safety and Security: Safety, Security, Security by Design and Predictability.

e Transparency and Explainability: Transparency, Explainability, Open Source Data and Algorithms, Open
Government Procurement, Right to Information, Notification When Al makes a decision about an Individual,
Notification when interacting with Al and regular reporting.

e Fairness and Non-discrimination: Non-discrimination and the prevention of Bias, Representative and High
Quality Data, Fairness, Equality, Inclusiveness in Impact and Inclusiveness in Design.
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e Human control of technology: Human Review of automated decision, Ability to opt out of automated
decisions, Human control of technology.

e Professional responsibility: Accuracy, Responsible design, Consideration of long-term effects, Multi-
stakeholder collaboration and Scientific integrity

e Promotion of human values: Human values and human flourishing, Access to Technology, Leveraged to
benefit society.

When analysing the coverage of themes in documents from organizations within the European Union only, a
comparison between the eight major themes in the documents within the EU gathered by Fjeld et al. (2020) reveals
differences in the occurrences. While only Fairness and Non-discrimination, Transparency and Explainability,
and Privacy occur in all of the seven documents, Human Control of Technology is only mentioned in four and
Professional Responsibility only in three of the documents within the EU. These three documents, namely Ethics
Guidelines for Trustworthy Al (European High Level Expert Group on Al, 2019), Al Strategy (German Federal
Ministries of Education, Economic Affairs, and Labour and Social Affairs, 2018), and Guiding Principles on
trusted Al Ethics (Telia, 2019) are also the ones that cover all of the identified key themes for Al Ethics. However,
the theme Professional Responsibility has strong connections to the Accountability theme, as both of them cover
the Accuracy principle, which refers to the ability of correct information classification, prediction,
recommendations and decision-making on a certain model or data base (European High Level Expert Group on
Al, 2019; Fjeld et al., 2020).

Concerning international human rights, although all of the documents of organizations within the EU at least use
their law as an overall framework, only Ethics Guidelines for Trustworthy Al (European High Level Expert Group
on Al, 2019) and Al for Europe (European Commission, 2018) mention human rights or related international
instruments (Fjeld et al., 2020).

Schiff and colleagues (2021) analysed 112 documents from 25 countries that emphasize ethical principles,
frameworks, policies and priorities of Al implications regarding the participatory perspective of the covered
strategies and recommendations. The idea behind was the extra value for diverse ethics in Al, as inclusion of the
opinions of a wider population leads to deeper ethical Al deliberation, compared to narrow expert opinion (Schiff
et al., 2021). Before clustering into participatory, semi-open and closed processes of produced documents, the
researchers split the documents regarding their author’s affiliation, into public sector, private sector or NGO
documents. Results have shown that participatory work when creating ethical Al frameworks, principles and the
like was done in 50% of public sector documents, while NGO documents were created with approximately 30%
and private sector documents only with approximately 5% participatory engagement (Schiff et al., 2021). The
approximately 80% closed processes of developing ethical Al documents of private companies indicates their lack
of realization the goal of stakeholder participation and inclusiveness in design, as it has been recommended by
some of the governmental documents (see e.g., European High Level Expert Group on Al, 2019; European
Commission, 2018; Mission assigned by the French Prime Minister, 2018).

The Association for Information Systems Electronic Library (AlSeL) recently published a paper on behalf of
Akbarighatar and colleagues (2023) of their research in progress and established a framework of responsible Al
principles.
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Their work is based on principles by Floridi et al. (2018), Google (2022), Microsoft Al (2020), and Liu et al.
(2021) and depicted in a table with a description of each principle. This table of Akbarighatar et al. (2023) is also
depicted in Table 4.

Table 4: Responsible Al principles of Akbarighatar et al. (2023)

Principle Description
Fairness Ensuring impartial treatment, prevention of discriminatory outcomes
Inclusiveness Including diverse individuals regardless of their unique circumstances
Transparency Disclosing means and processes used for a decision, prediction or recommendation
Interpretability Providing comprehensive and accessible information about inner workings
Explainability Expressing important factors influencing results in an understandable way
Accountability Taking responsibility to justify actions, respond to interrogations and be liable
Benevolence Doing good, maximization of benefits
Non-maleficence Avoiding harm, minimization of risks
Privacy and security Ensuring that access to information is protected, safeguarding digital assets
Reliability and safety Prevention of failures and accidents ensuring intended performance

In addition to their set of Al principles, Akbarighatar et al. (2023) proposed a hierarchical order of these principles
in the form of a pyramid with interdependence between principles. That implies the necessary satisfaction of the
respective lower level in the pyramid in order to be able to fulfil the next, higher principle. This pyramid of
Responsible Al (RAI) principles is also shown in Figure 9. Within this hierarchy, proposed prerequisites for the
higher-ordered principles are defined. These are ‘beneficial Al’ and ‘Al understandability’ for ensured liberty,
and ‘Al inclusiveness’ and ‘Al Fairness’ for ensured equality (Akbarighatar et al., 2023).

F 3
A fai lity thr Al Faimness
Equality Fair equality of ir equality through
* opportunities
Differences An equal opportunity through AT Inclusiveness
Understandable The right to know how Transparency  Inferpretability
Liberty Al models work. Accountability Explainability
) Benevolence Non-maleficence
BEnEficial The right toﬁeneﬁt from
) Privacy and security  Safety-reliability

Justice as a fairmess theory justice principles in RAI principles

Al context

Figure 9: Suggested Hierarchy of Al responsibility principles by Akbarighatar et al. (2023)
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In the following, we give a brief overview on ethical guidelines and associated discourses that particularly focus
on Generative Al (GAI):

GAl, defined as ‘comprising large, foundation, or frontier models capable of transforming text to text, text to
image, image to text, text to code, text to audio, text to video, or text to 3D’ (Hagendorff, 2024, p. 2) came with a
plethora of new risks and ethical challenges (Weisz et al., 2024) which have, until recently, not yet been packed
comprehensively in a meta-study (Hagendorff, 2024).

One of the major risks of GAI, is the potential for misuse and the spread of misinformation (Wang et al., 2023,
see also Lorenz, Perset & Berryhill, 2023; Zlateva et al., 2024). Al models can be manipulated to generate false
or misleading information, promote harmful content, and even mimic human behavior to deceive individuals
(Luckett, 2023; Weisz et al., 2024). So called ‘deep fakes’, realistic but artificial videos or images, have high
potential for malicious use (Zlateva et al., 2024; Ray, 2023) and pose a significant threat to the integrity of online
content. Specifically alarming is the inference with democratic processes, as deep fakes and other deceptive
content created with Al can be used to influence public opinion (Luckett, 2023). Critical challenges beyond those
of ‘traditional AI” are, for instance, copyright and intellectual property issues (Lucchi, 2023), creation of harmful
source code and personal or sensitive information revealing (Weisz et al., 2024).

Additionally, risks of all Al models, especially when of generative nature, security and robustness are concerns,
as GAI models are also vulnerable to adversarial attacks which consistently evolve (EDPS, 2024) or to be trained
with malicious data (Ray, 2023). Even if the training data is not malicious at first sight or at all, when containing
biases, the generated content can perpetuate and amplify those biases, leading to underrepresentation as well as
discrimination against minorities (Luckett, 2023, Abdelhalim et al., 2024; Weisz et al., 2024).

Cortes-Cediel et al. (2023) have investigated dozens of e-government chatbots, noticing a trend towards Natural
Language Processing and have thus, further elaborated on the range of risks associated with Al and e-government
chatbots, including user profiling, data exploitation, Al discrimination, privacy, and security risks and unfairness
in public service provision. They suggest a sociotechnical analysis framework (‘FATE’) that addresses four
broader dimensions for chatbots used in public administration and the public sector, whereas these dimensions
are considered as crucial not only for evaluation but also during the design and implementation phase: Fairness,
Accountability, Transparency and Ethics” (see also section 3.2.5 for ethical risks and challenges that arise from
novel user interactions with chatbots).

The above-mentioned risks and challenges propose that, if not regulated properly and monitored, unethical
practices, such as using Al for political propaganda, hate speech, discriminatory decisions against certain groups,
and other harmful activities can occur (Luckett, 2023; Abdelhalim et al., 2024).

Hagendorff (2024) provides an extensive scoping review on the topics, risks and ethical principles mentioned in
the literature on GALI. This analysis can be considered as a continuation of the meta-review of ethical guidelines
by Hagedorff (2020) that has been mentioned in section 3.2.1 above (see also Table 13 in Appendix 8.2). The
comparison between these two overviews thus makes it possible to identify some ‘trends’ and changes in the
prioritization of ethical principles over time, as well as the transition from ‘traditional AI’ to GAI. Overall, 378
normative issues on GAIl have been identified in the literature which can be clustered into the following 19 topics

(ordered by their ‘importance’ as operationalized by the quantitative prevalence in the literature): (i) Fairness -
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Bias, (ii) Safety, (iii) Harmful content - Toxicity, (iv) Hallucinations, (v) Privacy, (vi) Interaction risks, (vii)
Security - Robustness, (viii) Education - Learning, (ix) Alignment, (x) Cybercrime, (xi) Governance - Regulation,
(xii) Labor displacement - Economic impact, (xiii) Transparency - Explainability, (xiv) Evaluation - Auditing,
(xv) Sustainability, (xvi) Art - Creativity, (xvii) Copyright - Authorship, (xviii) Writing - Research and (xix)
Miscellaneous. Of course, this set of topics overlaps to a large extent with Hagendorffs previous analysis,
however, he came to the conclusion that *Concepts like trustworthiness or accountability lost importance, while
others became even more prevalent, especially fairness and safety’ (p 4.). In addition, some new topics emerged,
such as ‘jailbreaking, hallucination, alignment, harmful content, copyright, models leaking private data, impacts
on human creativity, and many more’ (p. 4). With regards to (i) fairness, (ii) safety, and (iii) toxicity, we would
like to refer to the ITHACA deliverables and algorithms in WP5 that implements conformity assessment
mechanisms in line with the principles of Fairness, Security, and Privacy.

Utilizing existing guidelines for human-Al design, such as those by governmental bodies (e.g. High Level Expert
Group in 2019) will only partly work with GAI systems due to new use cases evolving with new ethical issues
(Weisz et al., 2024). Thus, to address the new risks and challenges arising from new GAI systems, updated ethical
guidelines and principles have been proposed by a range of policy makers, the research community and NGOs,
as well as private companies and industries, that will be summarized in the following subsections 3.2.2 to 3.2.4.

3.2.2  Ethical principles from governmental bodies and policy makers

Starting with guidelines for trustworthy Al from governmental bodies, a human-centric approach for achieving
trustworthiness in Al systems was determined by the Al High-Level-Expert Group, published as ‘Ethics
Guidelines for Trustworthy AI’ in April, 2019. The ethical Al principles are specifically aimed to achieve
trustworthy Al systems but are not restricted to Al-based applications, and valid for other technologies as well
(European High Level Expert Group on Al, 2019). Foundation for the ethical framework was the set of nine
principles proposed by the EGE (European Group on Ethics in Science and New Technologies) which was further
built up by the High-Level Expert Group of the European Commission and formulated as ethical imperatives for
achievement of unconditional compliance by practitioners. While the first chapter of the document discusses the
roots of and gives a short description about the ethical principles, chapter 2 aims to offer guidance on how to
realize and implement trustworthiness in Al within seven key requirements. Therefore, the expert group allocated
roles for different stakeholder groups for the compliance with proposed requirements. These roles of the
implementation and application should be taken on by developers, the assurance of met requirements when using
products and services should be taken on by deployers and the role of being informed and enabled to demand
compliance remains for broader society and end-users (European High Level Expert Group on Al, 2019). This
kind of approach of building Al ethics in primarily closed processes around experts’ opinions, has been described
by other researchers as representation of the whole ethical Al project as one belonging to experts, who oversee
and decide who can and may express ethical concerns around it. The public however is determined as trainees that
should be surveyed by the experts, i.e., the decision makers, and who do let a range of stakeholders participate in
some cases, but then often tend to restrict their influence (Greene et al., 2019). Sloane et al. (2020) describes this
aforementioned scenario sharply as a form of participation-washing (as cited in Schiff et al., 2021).

This subject matter already becomes relevant in the first principle described, Human agency and oversight, which
calls for democratic, flourishing and equitable enabling Al systems that should be accomplished by ‘supporting
user’s agency and fostering fundamental rights, and allow for human oversight’ (p.15). With the aforementioned
critique of Greene et al. (2019) and Sloane et al., 2020), this section could be interpreted as if Al systems have a
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natural intention of fostering well-fare and are instinctively ethical and that humans solely have to double check
these processes, whereas humans in this context might probably refer to experts only.

3221 Fundamental rights & human agency and oversight

When the aspect of fundamental rights in the principle of human agency and oversight is further described, the
potential of hampering fundamental rights for people is mentioned, though as in almost all the risk-potential-
situation described in this document, risk or impact assessment is seen as sufficient solution. For Al-enabling
benefits of people’s fundamental rights, support with personal data tracking and the increased accessibility to
education are the brought examples. While the right to education through accessibility must not be seen as a great
Al accommodation for society, as this is the government’s duty and should therefore rather seen as a means to an
end for the government not complying with its already established fundamental rights. With regards to the help
for personal data tracking, this may apply in the case of health data, for example, that is indeed important to
individuals. In the case of tracking personal data that is stored by huge private companies (e.g., Google, Meta) for
their own economic advantage, the supported fundamental right of individuals to track this personal data, does
seem as if the solution hides the root problem.

With regards to the sub aspect Human Agency, a clearer implication is made when the proposition is that humans
should have the ability for informed autonomous decision-making, for knowledge acquisition and comprehensive
tools, as well as comprehensive interaction in the Al context (European High Level Expert Group on Al, 2019).
This is also highly relevant for ITHACA, so that citizens, regardless of their Al competencies and technological
skills can interact with Al-functionalities in a way that they can comprehend the process and use the system
efficiently for their advantage. In addition, the chance of continuous Al education should be available.

The requirement of human oversight when Al systems make decisions and actions addresses the concern of many,
namely the independent operation of Al systems. Several guidelines of governmental bodies, such as in the GDPR,
the Al Act, the ethics guidelines for trustworthy Al from the European High Level Expert Group on Al (2019)
mentioned this requirement, sometimes also referred to as human control in technology or as human review of
automated decisions (Fjeld et al., 2020). The main impact of human oversight is the minimization of risks,
avoiding autonomous operations. The higher the risk potential, the more important this aspect becomes, for
example in healthcare areas, where single decisions can cost lives. In addition, human control through their
societal values and norms of automated decisions is vital to uphold human’s ethical standards in decision-making
(Rahwan, 2018). While the legal perspective of this human right of intervening in automated decision-making is
headed in the GDPR, article 22 (see section 3.1.1 for further examination), the ethics guidelines of the European
High Level Expert Group on Al (2019) differentiate between human-in-the-loop, human-on-the-loop and human-
in-command, when describing potential mechanisms of human oversight. These terms define the degree of
oversight in the AI’s lifecycle, application area and overall impact. Human-in-the-loop refers to the potential for
humans to intervene at every decision in the Al lifecycle. Human-on-the-loop refers to potential for humans to
intervene while the system is operating and during its design process. The human-in-command involves the
capability of supervising the comprehensive activities of an Al system, which means also considering the
economic, ethical, societal and legal impact, as well as in which manner, situation and time the system is used
(European High Level Expert Group on Al, 2019). Engvist (2023) stresses major shortcomings of the delineations
of these terminologies, that differ between experts and also the extent and intensity of human control can be
interpreted either widely or narrowly, up to the purpose. In addition, as long as there are no defined responsibilities
of human tasks and their indicated actions regarding this oversight process, the requirement is not tangible for
ethical Al systems. Thus, there is a need for i) a set of measures to specify human oversight, ii) a responsibility
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distribution across involved parties through the system’s lifecycle (Enqvist, 2023) and iii) in line with most of
other requirements, Al and technological education for actors from diverse fields, as a certain level of Al
competence might be necessary to monitor and to intervene immediately and perhaps even make corrections as
soon as errors of Al’s operations appear to creep in.

3.2.2.2 Technical robustness and safety

According to guidelines proposed by the European High Level Expert Group on Al (2019), cybersecurity requires
the development of trustworthy Al systems, i.e., models based on robustness, reliability, and security. Robustness
entails the prevention of harm as stated in European High Level Expert Group on Al (2019), meaning that Al
models should be able to prevent possible threats and unacceptable risks and mitigating unforeseen harm to ensure
reliable expected behaviour. These preventive measures should be employed also to the Al model’s operating
systems and agents (humanoid or not) that work cooperatively with them.

Al frameworks should be resistant to vulnerabilities such as attacks, hacking, and other security threats,
throughout their usage time. Sophisticated attacks can target both a model’s and a hardware’s architecture,
focusing on security leakages from model parameters and training data. The attack may infer model and data
corruption or modify data and the Al algorithm’s expected functionalities resulting in model termination or
spoiling the model’s predictions. Adequate security in Al algorithms is essential since any security breaches can
induce software and hardware malfunctions. Therefore, developers are called to design models having in mind all
plausible malicious uses and exploitation that attackers may cause, and thus implement secure Al algorithms that
can detect and face security threats. To do so, the European High Level Expert Group on Al strongly supports the
collaboration between Al developers and security technicians under mutual trust and on an international level.

The EDPS (2024) suggests some additional security control mechanisms and techniques in particular for GAI
systems: the integration of specific control mechanisms tailored to already known vulnerabilities of GAI systems
in a manner that allows continuous monitoring and evaluation of their effectiveness. It has also been suggested
that ‘EU institutions should train their staff on how to recognise and manage security risks related to the use of
generative Al systems. As risks evolve rapidly, regular monitoring and updating of the risk assessment is
necessary. As the modalities of attacks may also change, adequate access to advanced knowledge and expertise
must be ensured. One way to deal with unknown risks is to use ‘red teaming®’ techniques to find and uncover
vulnerabilities.” (p. 23).

Al experts should also design their systems to be generally safe and have fallback plans, meaning that in case of
an attack Al models should be capable to shift their operation to be rule-based or give the ability to the user to
take control of the system, while also taking into consideration the possibility of non-immediate human
intervention. The Al system being safe presupposes to maintain its intended operation and in parallel reduce errors,
unexpected implications and avoid any harm to life. Furthermore, safety precautions should be considered based
on i) the evaluation of possible risks arising from the use of Al algorithms in various applications ii) the width of
an Al model’s abilities which affects the level of threat posed by this Al system. Concerning the latter, in case a
system is assumed highly dangerous, then safety precautions should be developed and applied preventively.

27 Red teaming refers to the strategy to authorize ethical hackers to imitate the tactics, techniques and procedures of real attackers against
your own systems to identify potential risks and security threats.
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As for the accuracy of an Al model, it is defined as the capability of the system to produce precise predictions,
suggestions, classifications etc. based on seen training instances or models, and is significant when the model’s
outputs concern lifeforms, where highly accurate results are imperative. Inaccurate results may cause risks that
hinder the robustness and security of an Al system; thus, careful design and assessment of these systems should
aid in leveraging inference inaccuracies. Moreover, Al models should provide the likelihood of generating
inaccurate outputs, in case these incorrect predictions cannot be prevented. An Al system should also be reliable,
meaning that it can function correctly under certain inputs and applications, which sets a standard for the Al
algorithm that aids in assessing the system to act proactively against potential risks. Except for being reliable, an
Al model’s predictions should be reproducible under the same circumstances, which allows policy makers and
researchers to describe precisely the operation of an Al model so that engineers can easily replicate its
implementation from the beginning (research and data collection) until inference.

Consequently, the need for secure, accurate, reliable and reproducible Al models that endure any kind of attacks
is crucial to mitigate the possibility of them being attacked or exploited by malicious agents. In particular, Al
systems should be developed with capabilities to evaluate safety issues, in case of them being compromised, which
requires the collaboration between Al and security communities as recommended by the European High Level
Expert Group on Al (2019). Apart from that, they also propose alterations to legal framework governing
obligations in the EU in order to transit from a human-oriented legal liability framework to a more machine-based
one, thereby, reassuring technical robustness and safety (European High Level Expert Group on Al, 2019).

In WP5, the involved partners will develop and incorporate an Al cybersecurity tool to detect possible security
breaches and hazards for Al systems for civic participation platforms like ITHACA. This tool will be based on
qualitative and quantitative criteria specified in WP5 and will utilize big data technologies for the analysis of user
data. A review of Al security tools is provided in section 4.2.

3.2.2.3 Privacy and data governance

The European Commission's guidelines on trustworthy Al emphasize the importance of robust data governance
principles, particularly concerning privacy. The guidelines advocate for systems that ensure data protection and
privacy throughout an Al system's entire lifecycle. This includes the collection, storage, processing, and deletion
of data. The principle of privacy by design is central to this approach, requiring that privacy safeguards are
embedded directly into the design of Al technologies (European High Level Expert Group on Al, 2019). This
proactive stance is in line with the GDPR, which mandates the protection of personal data and the upholding of
individual privacy rights within the EU.

Data governance in Al also extends to the quality and integrity of the data used. Trustworthy Al systems must
implement mechanisms to ensure that the data is accurate, reliable, and representative of the diverse population it
serves. This is crucial to prevent biases that could lead to discriminatory outcomes. The guidelines suggest regular
audits and validation processes to maintain data integrity (European High Level Expert Group on Al, 2019).
Moreover, data governance must address the traceability of data and Al decision-making processes, allowing for
accountability and the ability to audit and explain decisions made by Al systems. The guidelines highlight the
need for transparency and user control over data. Users should be informed about how their data is used, have
access to their data, and be able to rectify or delete their information. The governance of Al must facilitate user
empowerment through consent mechanisms and opt-outs, ensuring that individuals retain control over their
personal data. This aligns with the ethical imperative that Al systems should not undermine human autonomy or
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privacy (European High Level Expert Group on Al, 2019). The overarching aim is to foster trust in Al systems
among users by upholding high standards of data governance that protect privacy and personal data.

The opinion of European Data Protection Board and European Data Protection Supervisor

The European Data Protection Board (EDPB) and the European Data Protection Supervisor (EDPS) are pivotal
in the European Union's approach to Al and privacy, offering guidance that impacts both policy and practical
applications of Al technologies. The EDPB's role in harmonizing data protection across member states includes
issuing directives on Al-related matters such as consent, transparency, and the rights of data subjects. These
directives underscore the importance of obtaining meaningful consent for Al systems that process personal data,
insisting on consent that is informed, specific, and freely given—a significant challenge given the complexity of
Al operations.

Additionally, the EDPB and EDPS have jointly advocated for prohibitions on Al applications that significantly
threaten fundamental rights, such as pervasive surveillance and social scoring mechanisms. They emphasize the
necessity of integrating data protection principles into Al systems from the beginning, advocating for privacy to
be an integral part of the design process rather than an afterthought (European Data Protection Board & European
Data Protection Supervisor, 2021). The EDPS, serving as the independent supervisory authority for the EU's
institutions, has been assertive in calling for stringent data governance standards within Al. The EDPS promotes
a definitive legal structure that delineates the responsibilities of various Al stakeholders throughout the data
lifecycle, ensuring accountability and avenues for recourse in the event of data protection breaches (European
Data Protection Supervisor, 2020). The principles of data minimization and purpose limitation are also heavily
emphasized by both the EDPB and EDPS. They argue for Al systems to collect only data that is absolutely
necessary for the stated objectives and caution against repurposing data without a valid, compatible rationale. This
is especially relevant in machine learning contexts, where the propensity to amass extensive data sets could
encroach upon individual privacy rights.

In essence, the guidance from the EDPB and EDPS forms a detailed framework for Al and privacy that augments
national directives and the overarching strategy of the European Commission. Their contributions underscore the
critical need for solid data governance, safeguarding fundamental rights, and embedding privacy principles at the
inception of Al system development.

Especially in relation to GAI, the EDPS (2024) suggests that in case a developer or a provider of a GAI system
claims that no personal data is processed (e.g. due to anonymised or synthetic datasets during its design,
development and testing), it is crucial to ‘ask about the specific controls that have been put in place to guarantee
this’ (p. 7) and emphasizes that especially EU institutions, bodies, offices and agencies may want to know what
steps or procedures the provider is taking to ensure that personal data is not processed by the underlying models.

The opinion of National Data Protection Authorities

The European Commission's guidelines on trustworthy Al, which emphasize robust data governance and privacy,
are complemented by the perspectives and regulations of various national data protection authorities within the
EU and the UK. These national guidelines enrich the overarching EU framework by addressing specific concerns
and interpretations relevant to each jurisdiction, while still aligning with the principles of the GDPR.

63



ITHACA

D1.3

Trustworthy Al compliance practices, assessment and conceptualization

In Spain, the Spanish Data Protection Agency (AEPD) has issued its own guidelines that focus on transparency
and user control, echoing the EU's stance on privacy by design and by default. The AEPD emphasizes the
importance of clear communication with users regarding the collection and use of personal data by Al systems. It
also advocates for the implementation of user-friendly mechanisms for data subjects to exercise their rights, such
as access, rectification, deletion, and objection (AEPD, 2020). The Spanish guidelines further stress the need for
continuous risk assessment throughout the Al system's lifecycle to identify and mitigate any potential impact on
privacy and data protection.

Italy's Garante per la protezione dei dati personali similarly underscores the necessity of incorporating data
protection measures from the earliest stages of Al development. The Italian authority has been proactive in
promoting the concept of ‘data ethics’ and encourages organizations to go beyond mere compliance, fostering a
culture of respect for individual rights and societal values in the context of Al and data processing (Garante per la
protezione dei dati personali, 2019).

In Germany, the Federal Commissioner for Data Protection and Freedom of Information (BfDI) has provided
detailed guidance on the application of the GDPR in Al. The German approach is meticulous in ensuring that Al
systems do not compromise the rights to informational self-determination. The BfDI's guidelines call for strict
data minimization and purpose limitation principles, ensuring that only data necessary for the specific purpose of
the Al application is processed (BfDI, 2021).

The UK, while no longer part of the EU, has continued to align closely with GDPR principles through the
Information Commissioner's Office (ICO). The ICO has released guidance that places a strong emphasis on
accountability and governance of Al systems. It requires organizations to demonstrate compliance with data
protection principles and to document how decisions about data processing are made, ensuring that Al systems
are not only compliant but also ethically responsible (ICO, 2020).

Even if the work from Luckett (2023) focuses on Al regulations as well as GAI challenges in the United States,
he compares them with a set of regulations in the European Union (such as the GDPR, see section 3.1.1 and the
Al Act - see section 3.1.3) and in China. Luckett (2023) concludes that the following principles, strategies and
recommendations are essential (for the US context):

i) clear legal frameworks, transparency, accountability and explainability, no discrimination and protection
of privacy,

ii) promote and invest in education and awareness about Al and its potential impacts,
iii) establish cross-sector partnerships and collaboration,
iv) build an Al ready workforce,

v) monitor and evaluate the Al systems to ensure compliance with regulations and guidelines.

In addition to that, a more specific policy recommendation has been proposed, namely that ‘any other type of
publishable content will be required to cite any generative Al tools or algorithms used in the creation of such
content. The citation should include the name of the Al tool or algorithm, the date of use, and any other relevant
information’ (Luckett, 2023, p. 89).
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These national guidelines, while tailored to the specific legal and cultural contexts of each country, collectively
contribute to a comprehensive and nuanced understanding of data governance in Al across Europe. They reinforce
the EU's commitment to ensuring that Al systems are developed and deployed in a manner that respects privacy,
fosters trust, and upholds the fundamental rights of individuals. In order to preserve anonymity of the data shared
via the ITHACA platform, in WP5 a Privacy Preserving Machine Learning tool will be employed in the underlying
Al system of the application. Such tools are categorized and compared in section 4.3.

3.2.24 Communication, Traceability and Explainability

According to ethical guidelines for trustworthy Al (European High Level Expert Group on Al, 2019),
communication, traceability and explainability are prerequisites of transparency which is another requirement for
trustworthy Al systems. While traceability means high-standard documentation of algorithms used and decisions
made by the system, communication denotes the obligation for Al systems to be identifiable to users and to make
visible capabilities, especially the level of accuracy, and its limitations. The explainability factor should ensure
that a system is understandable and traceable for humans with regards to both technical processes and decisions
related to humans, respectively. A list of tools and applications that aim to ensure examinability is given in section
4.4. Additionally, the explanation should meet the level of knowledge of their users and stakeholders, according
to the (European High Level Expert Group on Al, 2019). This is indeed of utmost importance, but probably more
easily said than accomplished. The reason therefore is, that, just as with human agency’s goals that pursue the
ability for individuals’ knowledge acquisition in terms of Al, explanations that match users’ current level of Al
understanding require a precise instrument of Al knowledge assessment. When Al knowledge has been assessed,

a set of tailored explanations for a user’s knowledge is still required.

3.2.25 Diversity, Non-discrimination and Fairness

The trustworthy Al requirements diversity, non-discrimination and fairness, in Al systems encompass the
avoidance of unfair bias, the accessibility and universal design and the participation of stakeholders. The
avoidance of unfair bias refers to the data sets, used to train a system. When data sets contain inappropriate bias,
meaning discriminatory or prejudicial data, the system will amplify this and exacerbate the bias, which will
discriminate, exclude or marginalize specific groups. The bias-avoidance principle does also mention the
engagement of unfair competition, especially when prices are unified through internal agreements. In addition,
during the development of machine algorithms in programming, oversight processes, constraints, requirements
and decision analysis transparently and adapted to the systems’ purpose helps to avoid bias. Avoidance of bias
can also be achieved through diverse teams. The aspects of stakeholder participation, accessibility and universal
design require the involvement of and continuous feedback from all stakeholders during the whole implementation
process, as well as equal access to services and products for anyone, independent of their demographics and
abilities. This means equal treatment for human beings, and especially including people with disabilities, who
might not be able to access Al services or products when a one-size-fits-all approach is applied (European High
Level Expert Group on Al, 2019). For the ITHACA Project’s platform, this signifies solutions for citizens with
physical barriers and mental limitations, which should be gathered with a broad variety of affected persons through
several trials of requirement analysis, system tests and participatory development.

In the context of GAI, the EDPS (2024) highlights the importance of fairness and the avoidance of biases, whereas
main sources are - among others - i) existing (biased) patterns in the training data, ii) lack of information on the
affected population, iii) inclusion or omission of variables and data that should not or should be part of the datasets
and iv) methodological errors or even bias that are introduced through monitoring (p. 20). Prerequisites for
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improvements (such as bias-mitigation) are accountability and oversight mechanisms and ensuring that processing
activities are traceable and auditable (see also section 3.2.2.7) by according documentation. A comprehensive
documentation is also crucial since models, even when trained with representative high-quality data, may generate
output containing inaccurate or false information, including personal data or ‘hallucinations’ (EDPS, 2024, p. 25).
In general, public authorities should put in place safeguards to avoid overreliance on the results provided by the
systems that can lead to automation and confirmation biases.

Furthermore, in WP5, an Al fairness tool (see chapter 4.2 for such tools) will be developed alongside the Al
system of the ITHACA platform, to tackle with discrimination issues (e.g., offensive language) and establish a
safe space for all the users of the application, where constructive conversations are promoted.

3.2.2.6 Societal and environmental well-being

The ethical principle societal and environmental well-being can be seen as an extension of the fairness principle,
as the prevention of harm and inclusion of stakeholders is extended to other living creatures than humans and the
environment. This includes that Al systems should be used as a solution for global concerns on the one hand, and
that they are used in an ecological sustainable manner for a long period of time. Specifically, the European High
Level Expert Group on Al (2019) addresses the factors sustainable and environmentally friendly Al, social impact
and society and democracy. Among these factors, especially society and democracy are obviously highly relevant
for the development of the ITHACA platform. For this required factor, it is recommended that the impact,
deployment and application on individuals should be assessed and evaluated from the perspective of society.
Additionally, for all democratic processes where Al systems are applied, special attention to the system and
deliberative use should be kept in mind (European High Level Expert Group on Al, 2019). Although this is an
important point in the principles and good, to be mentioned explicitly, this recommendation does not add a great
extra value in addition to the higher-order principle because of the lack of concrete definitions of what is *careful
consideration® in Al assisted democracy, under what conditions should be the deployment of Al in democracy
avoided and who is responsible for deciding and for consequences if issues occur. However, even without concrete
recommendation for action or instructed implementation, the repeated call that the assessment should be done
from the perspective of society can be perceived as recommendation for user requirement analysis, including
user’s opinions into decisions and gathering constant feedback from society, in particular vulnerable members of
society. Regarding the environmentally friendly Al aspect, so do the ethics guidelines command that the societal
contribution of Al happens in an environmentally friendly way, considering the development, deployment, usage
and its supply chain (European High Level Expert Group on Al, 2019). The proposition of undertaking critical
analyses of the consumption of resources and energy is good, however, no methods of reducing the energy
consumptions were introduced.

3.2.2.7 Accountability

The last principle of the ethical guidelines, Accountability, is also closely connected to the principle above. It
emphasizes the factors auditability, minimisation and reporting of negative impacts, trade-offs and redress and
addresses the mechanisms required. These are conducting impact assessments, and addressing and reporting
potential negative impacts while protecting those who raise concerns about potential harms, such as whistle-
blowers or NGOs (European High Level Expert Group on Al, 2019). However, beyond the implication of
protecting those, there is a lack of a specific support system, so that it is not clear if any company should protect
their doubters and critics, or if this is a governmental matter.
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While the European High Level Expert Group on Al (2019) only proposes implications and guidelines for
trustworthy Al, the strict guidelines for the regulation of Al were published by the European Commission in April
(2021). For these regulations, obligations and requirements for systems were categorized according to their degree
of assessed risk for those affected by the application. Four stages of less to more strict requirements are structured

into ‘minimal or no risk*, *limited risk‘, *high risk‘ and *unacceptable risk*.

The majority of all Al systems used in the European Union so far fall into the minimal or no risk category,
examples would be video games or spam filters (European Commission, 2021). The first regulatory step for
systems with limited risk are awareness signs of the machine performer, and informing individuals that they are
not interacting with humans when using chatbots and interacting with virtual agents (European Commission,
2021). The third category, encompassing systems which are classified as high-risk include all remote biometric
identification systems, systems in critical infrastructure, educational or vocational training when access to
education and professional courses depends on it, product safety, recruitment and employment, essential private
and public services, democratic processes and administration of justice, asylum, migration and border control, as
well as law enforcement when fundamental rights of people are concerned (European Commission, 2021). When
classified as high-risk, safety-assurance tasks, such as risk assessment, documentation, quality standards, human
oversight or user-information are mandatory prior to the systems’ launch (European Commission, 2021).

While the classified systems so far mentioned are allowed under no, less or more or restrictions, systems which
bear unacceptable risk and have the potential to harm safety, individual’s rights and livelihoods are prohibited.
Examples would be voice assisting toys that encourage harmful action or governmental social scoring (European
Commission, 2021). In addition, social scoring derived from Al systems, such as the classification and evaluation
of a persons’ trustworthiness on the basis of personality, independent if known or predicted and social behaviour
in diverse contexts, are prohibited, as they may lead to inequality, injustice, violated dignity, discrimination and
exclusion (European Commission, 2021).

According to the Al Act (European Commission, 2021), the main objectives for the regulatory framework for
Acrtificial intelligence are to

o ‘ensure that Al systems placed on the Union market and used are safe and respect existing law on fundamental
rights and Union values;

e ensure legal certainty to facilitate investment and innovation in Al;

e enhance governance and effective enforcement of existing law on fundamental rights and safety requirements
applicable to Al systems;

o facilitate the development of a single market for lawful, safe and trustworthy Al applications and prevent
market fragmentation.” (p.3).

While the requirements for data, traceability, documentation, information provision and transparency, human
oversight, accuracy and robustness will be obligated if systems fulfil high-risk criteria, they are voluntary for
limited-risk or no to minimal-risk systems (European Commission, 2021). When following the requirements, the
European Union promises companies more user trust in the Al products and expects this to lead to increased
available offers because of the legal certainty and less cross-border movement barriers in return. In other words,
the ethical principles should especially attract a good reputation internationally and lead to European single market
flourishing (European Commission, 2021).
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The following year, in 2022, the intergovernmental Organisation for Economic Co-operation and Development
(OECD) released their ‘Recommendation of the Council on Al. As an economic organization, it is reasonable to
assume that its objectives will be guided primarily by the best economic objectives, rather than focusing fully on
the protection of individuals from vulnerable groups or technical implementation processes. Thus, in its document
of recommendation of the Council on Al (OECD, 2019), the organization appeals to enhance innovation and trust
in Al, probably as these factors are said to increase the available offer on the market (European Commission,
2021). Nevertheless, the OECD (2019) plans to achieve the promotion of innovation and trust through the support
of responsible use of trustworthy Al, while respect for democratic values and for human rights should be ensured.
To achieve the objectives, the organization recommends five principles for AI’s trustworthiness, responsible
stewardship that should be promoted and implemented by Al actors on the one hand, and five recommendations
for national policy makers and international co-operators with the same goal of achieving trustworthy Al, on the
other. For the former, the recommendations are as follows: ‘inclusive growth, sustainable development and well-
being; human-centered values and fairness; transparency and explainability; robustness, security and safety, and
accountability’ (OECD, 20223, p. 3). The latter, reasonably more economically, but consistent with the former,
are: investing in Al research and development; fostering a digital ecosystem for Al; shaping an enabling policy
environment for Al; building human capacity and preparing for labour market transformation; and international
co-operation for trustworthy AI” (OECD, 2019, p.3).

The OECD recommendations (2019) additionally point out some potential goals that can be achieved using Al
tools, such as supporting countries, policy makers and communities understanding research data of illnesses and
crises as COVID-19, and to deliver personalized information, treatment and advice. However, they also suggest
employing the systems for monitoring and tracking of mobility information and social networks to obtain data
regarding economic crises or illness outbreaks. Although they reach for a trustworthy design of Al tools and
respect for human rights and privacy, when this is being developed and applied for these purposes, the trustworthy
Al requirements seem a little bit like a theoretical add-on phrase, that should cover the potential criticism for this
approach of monitoring and tracking personal data or data from social networks. This assumption is maintained
when trust is recognized by the authors of the organization as ‘[...] key enabler of digital transformation [...]’
and [...] the trustworthiness of Al systems is a key factor for the diffusion and adoption of Al [...]" (p.6), and
when ‘[...] a well-informed whole-of-society public debate is necessary for capturing the beneficial potential of
the technology.” (p.6, OECD, 2019), as these means-to-an-end descriptions indicate that the purpose of human’s
trust might be seen more as potential for digital transformation, instead of an ethical and moral purpose.

3.2.3  Ethical principles from research centres and NGOs

Bacciarelli and her colleagues from the human rights organization Amnesty International and the digital rights
group Access Now (2023) drafted the Toronto Declaration with a focus on the protection of the fundamental right
of equality and non-discrimination in machine learning systems. This declaration can be seen as a
complementation to existing work by experts’ discussions about ethical issues in Al systems, with contributed
references to the international human rights law and standard framework. As human rights are ‘universal,
indivisible and interdependent and interrelated” (UN Human Rights Committee) and states and private sector
actors have the obligations and responsibility, respectively, to protect them, the well-established framework
should be applied to ethics of Al as well (as cited in Bacciarelli et al., 2023).

The implications address the duties of states regarding human rights, to which the responsibilities of holding the
private sector accountable counts as duty as well, according to the authors of the framework. The prevention of
discrimination, the right to equality and non-discrimination and the right to an effective remedy, listed in
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Bacciarelli and colleagues’ work does therefore seem to be mainly governmental missions, together with the
control over the private companies’ compliance with these principles. Although the private sector actors do as
well have responsibility for protecting these fundamental rights, the difference between duty and responsibility is
clearly outlined in the document. This approach of distributing accountability is rather rare in the Al ethical
principles documents. However, with regards to the more often expressed concern that private companies have
the possibility for ‘ethics-shopping’ (Wagner, 2018; Hickok, 2021) if they establish their own ethical Al
framework, shifting accountability a little bit to the states’ duties could alleviate this concern. In the given
framework, the ‘key’ principles and key requirements, which have been identified by Fjeld et al. (2020) to be
included in most of the documents are also mentioned in the Toronto Declaration document. However, similar to
the majority of Al ethic principle documents, the Toronto Declaration does not provide practical implications or
clear technological practices on how to follow the principles, but does reproduce the principles mentioned in other,
earlier documents, only from a different starting point.

The Humanitarian Data Science and Ethics Group (DSEG), an open group of ethics advocates, humanitarians and
data scientists was founded in 2018 and focuses on convening diverse voices for ethical issues when working with
humanitarian data. While most documents refer to Al ethical guidelines, frameworks or principles, the framework
of the DSEG uses the term ‘data science’, encompassing ‘[...] various tools, mathematical models, algorithms,
Machine Learning (ML) and Artificial Intelligence (Al) techniques that aim to discover patterns, correlations and
relationships from data’ (p. 1). In their framework, four currently used cases of humanitarian data science are
described, which are Natural Language Processing, Prediction and Forecasting, Computer Vision, Speech/Audio
and Facial Recognition (DSEG, 2020).

The group of experts encapsulates the extreme risk placed on the shoulders of vulnerable individuals that comes
to bear when data is not used in an appropriate manner. Even if the purpose is stated as supporting work for human
beings, the data science approach must be understood fully to avoid unintended consequences. The experts thus,
appeal for a problem-driven approach for any application. This also means acknowledging that not every problem
can or should be solved with technology or data science. In addition, the group calls for suggestions of new tools
for their Al Ethics Toolkit, for organizations to document and share their learnings and especially, for
humanitarian organizations to use, contribute to and establish their own ethical principles to the proposed
framework (DSEG, 2020).

The Technology Policy Council of the ACM, the Association for Computing Machinery, which is the largest
scientific and educational computing community globally, proposed some principles for the development,
deployment and use of GAI Technologies (ACM, 2023). The principles are consistent with the ACM Code of
Ethics, contain GAl-specific principles, adapted and reaffirmed prior for completeness. The GAIl-specific
principles include i) Limits and Guidance on Deployment and Use, ii) Ownership, iii) Personal Data Control and
iv) Correctability.

The first GAl-specific principle, Limits and Guidance on Deployment and Use, states that laws and regulations
should be re-examined and either applied in their present state or revised to restrict the deployment and use of
GAI technologies where needed and that generative Al should be deployed with clear safeguards, including a
human in the loop for risk minimization. Also, for high-risk Al systems, the benefits must clearly outweigh
potential negative impacts and should not operate without consensus among stakeholders. Providers, including
developers of models, platforms, data and applications, as well as sellers and the like, must ensure the outweighing
benefits through the conduction of impact assessments and risk categorization. When categorizing risks of the
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system, the perception and expectations of users towards the system, which may include human attributes or
behavior, must be considered, as they could influence the level of reliance on the system and thus increase the
potential for harm. Additionally, this principle demands providers of GAI systems that are made available to the
public provide information about these systems, including guidance for safe and responsible use. The information
should be comprehensive enough to enable experts to assess the impacts and risks. In case of emergencies, there
ought to be mechanisms that allow for unilateral external deactivation of the GAI system.

The second principle Ownership mentions the lack of clear laws and regulations concerning the intellectual
property regarding aspects underlying design and functioning of GAI systems. Precise review and potentially
revising rules should be accomplished to strengthen creator protection. For Personal Data Control, it is prescribed
to enable users the rejection of using their data to train systems or facilitating information generation. In addition,
biometric data and other personal information must be protected with mechanisms allowing every person to opt
out of providing data. For individuals opting out after a model has been trained with their data, specific
mechanisms must be provided for a model update or individual data removal. The principle of Correctability
proposes the implementation of repositories for the GAI system’s errors and corrections, so that they are noted
and can be corrected if necessary. In the case of error correction, transparent mechanisms should allow correction
progress tracking for stakeholders.

The Adapted Prior Principles include Transparency, Auditability and Contestability, Limiting Environmental
Impacts and Heightened Security and Privacy.

The first adapted prior principle of the ACM, Transparency, is to a large extent overlapping with
conceptualizations described in other guidelines and thus, we would like to refer to section 3.2.1 for an
overview. The principle of Auditability and Contestability demands that providers of generative Al systems ensure
that their models, algorithms, data, and outputs can be tracked and recorded whenever possible, while respecting
privacy concerns. Appropriate auditing strategies of providers, which enable citizens, consumer groups, and
industry bodies to review and provide feedback over time. The principle of Limiting Environmental Impacts
stresses the need to address the significant environmental impacts of GAI models. It argues for the creation of
standardized methods for measuring, assigning responsibility and actively reducing these impacts and thus for the
creation of standardized methods for measuring, assigning responsibility and actively reducing these impacts.

The last of the adopted principles, Security and Privacy, addresses the increased vulnerability of GAI systems to
security and privacy threats, and requires enhanced controls to mitigate risks at system deployment throughout
the lifecycle of the model.

Five additional principles, which were already stated in 2022, continue to be relevant for GAI systems and are thus
called reaffirmed principles by ACM (2023):

(i) The principle of Legitimacy and Competency suggests that designers of Al systems should possess the expertise
and explicit authorization for the creation and deployment of Al systems and requests also expertise in the domain
where they are applied. The principle of (ii) Minimizing Harm, which is already contained in almost all other
guidelines, stresses the awareness of all stakeholders of the design, deployment and application process for errors,
biases in systems and the resulting causes to citizens and society as a whole. Another reaffirmed principle expects
(iii) Interpretability - information about algorithms and procedures - and explainability - information about
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decisions by the systems. Specifically in the political context, and thus highly important for the ITHACA platform,
algorithmic decisions might unfairly favor certain groups. The principle of interpretability and explainability
clearly demands to focus on genuine explanations rather than on rational conclusions and post-hoc
rationalizations. Further, the principle of (iv) Maintainability was also reaffirmed for GAI systems, which stresses
on the one hand the documentation of the reliability of systems throughout their lifecycle. Lastly, (v)
Accountability and Responsibility was reaffirmed for GAI systems, which addresses the demand of public and
private organizations being accountable for decisions made through their algorithms they use.

3.2.4  Ethical principles from industry and private companies

To continue with Al principles from private companies, a huge company who released its own Al principles is
Microsoft. The first release was in February 2018 and the more recent Al principle document is ‘Microsoft
Responsible Al Standard, v2 — general requirements’, released in June 2022.

Microsoft (2022) calls its six single AI Principles ‘Goals’ and categorizes them into accountability goals,
transparency goals, fairness goals, reliability and safety goals, privacy and security goals and inclusiveness goals.
Each of these principles and goals, respectively, have one to five sub-goals, to which different sets of requirements,
as well as practices and tools should be applied. Although Microsoft uses the phrases ‘our principles’ and ‘our
product development teams’, the requirements and recommendations, formulated in the imperative, seem as if
they were written mainly as a recommendation for developers, rather than as the company's own principles. In
other words, it seems like the responsibility for the principles is passed on to developers, rather than the company
making an appearance of actually standing behind absolute adherence to these principles. This is for example
demonstrated in terms of the audibility of the firm’s compliance with ethical guidelines, Microsoft (2022)
proposes organizations that work with Microsoft's products to review the impact assessment, provided by the firm,
before organizations develop and use the system. However, no framework or stage model is proposed of how the
compliance with ethical requirements is being checked and above all, by whom.

The sub-ordered goals of Microsoft’s (2022) six principles are as follows:

e Accountability Goals: Impact assessment, oversight of significant adverse impacts, fit for purpose, data
governance and management, human oversight and control

e Transparency Goals: Communication to stakeholders, system intelligibility for decision making, disclosure of
Al interaction

e Fairness Goals: Quality of service, allocation of resources and opportunities, minimization of stereotyping,
demeaning, and erasing outputs

o Reliability and Safety Goals: Reliability and safety guidance, failures and remediations, ongoing monitoring,
feedback, and evaluation

e Privacy and Security Goals: Privacy standard compliance, security policy compliance

o Inclusiveness Goals: Accessibility standards compliance

The fairness and inclusiveness principles are also of utmost importance since Buolamwini and Gebru (2018)
detected a gender and racial discriminatory bias on Microsoft’s and other firms’ automated facial analysis tools.
However, the statement of Microsoft within the first fairness goal, Quality of service, is ‘Microsoft Al systems are
designed to provide a similar quality of service for identified demographic groups, including marginalized
groups’ (p.13). So since ‘similar’ is subjective and not further designed, this principle does not indicate with
certainty that Microsoft will avoid such discriminatory bias in the future. At least, the recommendations listed for
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compliance with the fairness principle do imply using a Python assessment toolkit, which is funded by Microsoft
itself.

No specific Al requirements or recommendations are introduced with regard to privacy and security goals, as well
as the inclusiveness goal. Microsoft (2022) only refers to its privacy standard compliance and security policy
compliance and its accessibility standards, respectively.

Another technology company, one of the biggest worldwide, Google, launched its own Al principles in June 2018
and has then, four years later, released an advanced framework for supporting responsible, algorithmic
transparency and privacy in Al (Google, 2022). Google’s (2022) principles for Al are listed in its document on
page 4, and provided below in Table 5. The principles are abbreviated as AIP# ‘number of the principle’ in the
following, as it is done in the original document.

Table 5: The Google Al principles (Google 2022, p. 4)

1. Be socially beneficial: With the likely benefit to people and society substantially exceeding the foreseeable
risks and downsides.

2. Avoid creating or reinforcing unfair bias: Avoiding unjust impacts on people, particularly those related to
sensitive characteristics such as race, ethnicity, gender, nationality, income, sexual orientation, ability and
political or religious belief.

3. Be built and tested for safety: Designed to be appropriately cautious and in accordance with best practices in
Al safety research, including testing in constrained environments and monitoring as appropriate.

4. Be accountable to people: Providing appropriate opportunities for feedback, relevant explanations and appeal,
and subject to appropriate human direction and control.

5. Incorporate privacy design principles: Encouraging architectures with privacy safeguards, and providing
appropriate transparency and control over the use of data.

6. Uphold high standards of scientific excellence: Technology innovation is rooted in the scientific method and
a commitment to open inquiry, intellectual rigor, integrity and collaboration.

7. Be made available for uses that accord with these principles: We will work to limit potentially harmful or
abusive applications.

In addition to the above objectives, we will not design or deploy Al in the following application areas:

1.  Technologies that cause or are likely to cause overall harm. Where there is a material risk of harm, we will
proceed only where we believe that the benefits substantially outweigh the risks, and will incorporate appropriate
safety constraints.

2. Weapons or other technologies whose principal purpose or implementation is to cause or directly facilitate
injury to people.

3. Technologies that gather or use information for surveillance violating internationally accepted norms.

In order to assess the impact that an Al system will have, Google (2022) established a framework with three stages
for the practical compliance with its Al principles. The first and lowest stage encompasses practices which are
incorporated in Google’s product teams already. These are trust and safety, user experience, product inclusion,
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DEI (Diversity, Equity & Inclusion) Councils, and privacy working groups. According to the firm, the employees
are encouraged to actively participate in the review process as long as the development of a product takes. On the
second stage, the central Al Principles team is convened to review a product, together with experts in responsibility
for hardware, enterprise Al offerings, a Health Ethics Committee and a Privacy Advisory Council for
corresponding issues.

If these two assessment stages are not sufficiently assessing the compliance of the principles, the Advanced
Technology Review Council can address advanced issues with potential effects of multiple products with more
complex technological backgrounds. This council is also intended for making decisions and policies when several
products could be affected, especially in cases of trade-offs between ethical risks and business opportunities
(Google, 2022). Although Google claims to prioritize social benefits in such trade-offs, it is not further specified
how this procedure is held, how ethical risks are assessed and what is the determined threshold for business
opportunities. Because if a trade-off is necessary when ethical risks do exist, this raises curiosity about ethical risk
handling.

Furthermore, the aforementioned Principles of Google (2022) lack strict assessments regarding the long-lasting
development review process from employees. The approach that ‘All Google employees are encouraged to engage
with the Al Principles review processes throughout the project development lifecycle.” (p.28) is fine, but does not
guarantee anything at all. Although a second and third tier for product impact assessment is available, these higher-
order review processes are not described as obligatory. Regarding Google’s Privacy principle, neither in its Al
principles defined in 2018, nor in the recent Al principles document, consent is specified further than its definition
as permission (Fjeld et al., 2020). However, while the earlier version of Google’s principles did not conclude
‘privacy by design’ for its development and use of Al products (Fjeld et al., 2020), the recent version of the Al
principles covers this term once ‘Incorporate privacy by design principles’ (Google, 2022, p. 31)

A more recently published online content by the industry and private companies only partially cover ‘new’ aspects
targeted at GAIl compared to the above-mentioned ethical principles primarily focusing on ‘traditional AI’.
Examples would be the ‘Safety best practices’ from OpenAI® that cover the following topics:

e Free Moderation API

e  Adversarial testing

¢ Human in the loop (HITL)

e  Prompt engineering

e  “Know your customer” (KYC)

e  Constrain user input and limit output tokens
e Allow users to report issues

e Understand and communicate limitations

Finally, IBM published some rather generic aspects on ethics, associated risks, challenges and recommendations,
some of which also cover GAI and foundation models: ‘Yet there are many potential issues and ethical concerns
around foundation models that are commonly recognized in the tech industry, such as bias, generation of false
content, lack of explainability, misuse, and societal impact. Many of these issues are relevant to Al in general but

28 https://platform.openai.com/docs/quides/safety-best-practices
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take on new urgency in light of the power and availability of foundation models.’?°. At this website, IBM also
outlines five pillars to guide the ethical and responsible adoption of Al technologies, however, they are again
rather generic and do not go beyond the ethical principles of ‘traditional AI" (explainability, fairness, robustness,
transparency and privacy).

3.2.5  Ethical risks, challenges and associated principles that emerge from novel user interactions with
GAI

The new developments and advances in the field of GAI are coupled with further challenges, namely those
associated with emerging and novel user interactions with this Al. Several characteristics of GAI that impact user
experiences have been identified (Hagendorff, 2024). Those include the models' ability to produce multiple
outputs, (Megahed et al., 2023), which can be flawed (Weisz et al., 2022), and influenced by users in a variety of
ways (Weisz et al., 2024). The extent and type of the latter, described as ‘algorithmic experience’ by Alvarado
and Waern (2018), is scrutinized in terms of transparency and user awareness, as well as the knowledge about
function and effectively interacting with the systems.

The concept of ‘intent-based outcome specification’, is a new user interface paradigm, proposed by Nielsen
(2023), where users specify their desired outcome without using specific commands or details on how to achieve
it. The advanced models based on GAI are capable of generating results based on users’ intentions without a step-
by-step instruction by the user, increasing its usability. However, the side effect is the shift of control from the
user to the system to an extent that makes it doubtful whether one can still speak of user-system ‘interaction’
(Nielsen, 2023).

Hagendorff (2024), who still uses the ‘interaction’ term, further raises concerns about the risks associated with
GAI that ‘often differ from those associated with traditional discriminative machine learning’ (p. 1). A specific
type of GAI, conversational Al, with ChatGPT as the probably most popular example, faces specific challenges
and limitations that users will face when interacting with it. Such are maintaining the context of a conversation,
especially in longer conversations, handling ambiguous queries of users, and common-sense reasoning and logical
problem-solving (Ray, 2023). In contrast to traditional technologies, the major problem is not the limitations and
potential annoyance that comes along with it. The potential for anthropomorphization, coming with a high chance
of over- trust in the system (Weidinger et al., 2023), as well as the challenge of distinguishing human’s content
from Al-created content (Strasser, 2024), complicated by the convincing manner with which e.g., ChatGPT
generates incorrect information (Lorenz, Perset & Berryhill, 2023) accompanied with a human-form of dialogue
(Hagendorff, 2024).

Ray (2023) provides an extensive list of ‘biases’ that are assumed to be related to conversational Al (ChatGPT to
be more precise), whereas from the authors' view these biases originate from poor quality (i.e., biased) of the
training data. From a cognitive-psychological point of view, it seems reasonable to assume that a uni-causal
explanation is less likely (otherwise, a high-quality training data would solve nearly all problems) and still needs
to be underpinned by empirical investigations. Our skepticism is also fueled by the fact that Ray (2003) doesn't
explicitly differentiate between ‘social biases’ (such as systematic stereotypes of an individual towards others,
such as negative prejudgments based on gender, race, age, etc. or towards certain minorities, etc., see also Holweg
et al., 2022) and ‘cognitive biases’, i.e., systematic errors that can occur at every stage of the information

29 https://www.ibm.com/topics/ai-ethics
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processing stage (perception, interpretation, recall from memory, judgements, etc.) and that are (usually) not
related to social contexts. The effects of Al on ‘social biases’ have been covered by most of the guidelines and
publications on ethical aspects mentioned in this section 3.2 (see for example the fairness goals from Microsoft
(2022) in section 3.2.4 or the ethical principles and guidelines from governmental bodies and policy makers
described in section 3.2.2.5). However, ‘cognitive biases’ are rarely mentioned in the context of ‘traditional AI’
and seem to become more relevant in the context of GAI, presumably due to novel user interactions and due to
the potential impact on the society as GAI systems can be applied and used by substantially large proportions of
the population. Examples for cognitive biases are the confirmation bias (we seek, interpret, advantageously
evaluate and better recall pieces of information that are coherent with our initial hypotheses and assumptions) or
the anchoring bias (our judgments or expectations are influenced by a previous ‘anchor-stimuli’). The origin of
empirical research on cognitive biases can be dated back to the 1970s (e.g., Tversky & Kahneman, 1974), i.e.,
even if substantial evidence will be available in the near future, conversational Al won't possess the ‘monopoly’
on inducing this kind of cognitive biases. Since then, also research on how to mitigate cognitive biases have been
carried out (e.g. Fischer & Greitmeyer, 2010; Lam, 2007; Lord, Lepper & Presto, 1984, Winter, 2017) . To sum
up, even if we raised some critical remarks on the following list of ‘biases’, from our point of view, this list
nevertheless includes a promising subset of cognitive biases that need to be further investigated in the context of
GAl interactions and the cognitive effects of GAI generated content on individuals (such as the above mentioned
anthropomorphization as stated by Hagendorff, 2024): (i) gender, racial, and cultural biases, (ii) language bias,
(iii) ideological bias, (iv) sensationalism and clickbait bias, (v) confirmation bias, (vi) temporal bias, (vii)
exclusionary bias, (vii) commercial bias, (ix) cognitive bias, (x) attention bias, (xi) format bias, (xii) source bias,
(xiii) novelty bias, (xiv) positive/negative sentiment bias, (xv) outlier bias, (xvi) implicit bias, (xvii) authority
bias, (xviii) recency bias, (xix) groupthink bias, (xx) anchoring bias, (xxi) availability bias, (xxii) false consensus
bias, (xxiii) hindsight bias (Ray, 2023, p. 147).

Abdelhalim et al. (2024) suggest to utilize the framework for diversity, equity, and inclusion (DEI) safeguards for
chatbots. The DEI has also been proposed by Google (2022) as part of their Al principles (see section 3.2.4) .
Abdelhalim et al. (2024) recommends applying the DEI implications in the areas of input, design and functional
safeguards. Input safeguards refer to the training data of chatbots or the ML models used to process inputs fed
into the chatbots, as well as the (lack of) diversity of the human teams that develop the chatbots. Thus, input
safeguards — as in the case of Ray (2003) — are concerned with the quality of the training data (and the people that
select and apply the training data). However, Abdelhalim et al. (2024) also suggest ‘design safeguard’ that ‘refer
to considerations with respect to the chatbot design and conversational tone. Such safeguards include deliberate
attempts to design chatbots in ways that do not perpetuate stereotypes.’ (p. 9). Thus, compared to Ray (2003) also
the relevance of the ‘output-data-quality’ is stressed out. In any case, these considerations are related to the above-
mentioned notion on ‘social biases’. But in addition to that, functional safeguards are proposed that ‘refer to
limitations to the range of interactions that are possible, both by limiting conversation topics and target users.’
(p. 8). They should ensure that users ‘fully grasp the intended function of particular chatbots, and any
misunderstanding may propagate misuse or inappropriate expectations, interpretations, and dependencies.’ (p.
8). From our point of view, these functional safeguards are more related to the avoidance, mitigation or at least
reduction of the above mentioned ‘cognitive biases’ (such as anthropomorphization or authority bias, etc.) and
point at new critical aspects.

Weisz et al. (2024) suggest a list of design recommendations that are partially tackling some of the afore-

mentioned ‘cognitive biases’ and associated functional safeguards:
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e Design Responsibly (Ensure the Al system solves real user issues and minimizes user harms)

e Design for Generative Variability (Help the user manage the ability of generative models to produce
multiple outputs that are distinct and varied)

o Design for Mental Models (Communicate how to work effectively with the Al system, considering the
user’s background and goals)

e Design for Co-Creation (Enable the user to influence the generative process and work collaboratively
with the Al system)

o Design for Appropriate Trust & Reliance (Help the user determine when they should or should not rely
on the Al system’s outputs by teaching them to be sceptical of quality issues, inaccuracies, biases,
underrepresentation, and other issues)

e Design for Imperfection (Help the user understand and work with outputs that may not align with their
expectations).

Finally, we would like to refer to the outcomes of workshops with Al, IT, Cognitive Science and Ethics experts
external to the ITHACA-consortium that have been carried out early 2024. The main results and conclusions that
have been translated into concrete user requirements are described in D2.1 (Report on Citizen Jury Process and
User requirement; section 5.4). Several comments and recommendations on chatbots and how they should be
designed are well in line with the goal to avoid anthropomorphization and related ‘cognitive biases’.

3.2.6 Critical views on the ‘ethical AI’ discourse

The expert on Al policy, ethics and governance Merve Hickok (2021) stresses the urgent need for action in the
field of Al action, as antidotes to the abstract arguments of how to implement ethics into Al systems. In her article
‘Lessons learned from Al ethics principles’ she denounces the current state of who is making decisions on Al’s
impact on individuals and society and about the application of Al systems, as these decisions have much power
of the side of decision-makers and reflect the subordinate role of the power of those, who are impacted by the
decisions. The small number of stakeholders, solely deciding about the locality and manner of the deployment of
Al systems are also mainly men from the western continents, lacking a roughly equal representation of the genders.
Thus, the author calls for more inclusivity regarding regions, gender of the decision makers and experts and
disciplinary, with more cooperation between actors with diverse perspectives (Hickok, 2021).

Hickok (2021) summarized her critique about the majority of the Al ethics guidelines as being too abstract for
practical implementation, serving the funders’ priorities of research works, namely private entities and primarily
serving the creating experts’ values, as principles are discussed between experts but should benefit society as a
whole. Furthermore, the author denotes criticism of suggestions regarding the technology, namely the attempt to
solve structural problems with technical solutions; the neglect of socio-economic and ethnic contexts of those
problems; as well as neglecting essential questions of exploitation and business culture and insufficiently focus
on Al’s impact on governmental responsibility and liability (Hickok, 2021). To enhance the ethics debate around
Al principles, Hickok calls for new opportunities regarding academic fellowships, policy teams for more diverse
teams that should enhance fairness, workplace diversity and transparent hiring and equal representation of regions
on the one hand, and addressing the accountability through mechanisms independent from those organizations
and companies who suggest the principles. One suggestion by the author is the ability of the public to hold any
Al product developed accountable and to have legal action if necessary (Hickok, 2021).

Although the established principles from the European Commission were thoroughly considered by a range of
experts from diverse fields (European High Level Expert Group on Al, 2019), the framework for trustworthy Al

76



ITHACA

D1.3

Trustworthy Al compliance practices, assessment and conceptualization

faced criticism by external experts from highly relevant fields, namely human rights advocates, who do not agree
with the term of fundamental human rights in the context of ethical Al guidelines, from IT experts, who remark
the lack of the required practical guidance, and also from ethicists, who remark the lack of precise definitions for
the ethical principles (Fjeld et al., 2020; DataEthics.eu, 2021). The former criticism probably refers to the
statements in the Al regulation document of the European Commission (2021) that claim to promote human rights
through the obligations for trustworthy Al. They concretely mentioned that the protection of the rights to human
dignity, respect for private life and protections, non-discrimination and further, more articles of the fundamental
human rights will be enhanced through the set of trustworthy AI’s requirements (p. 11).

Considering the criticism from IT-experts’ perspective, the European non-profit organization DataEthics (2021)
do agree with the European Commission about the essential ethical standards, but nevertheless point out the
necessity of those processes, which also ensure the implementation of the guidelines, as no desired technical
development can be carried out without them. The technical experts also raise concern regarding the responsibility,
as engineering professionals cannot act as load-bearing wall for all failures in Al (DataEthics, 2021). Another key
requirement for IT-experts to be created by governmental bodies are spaces for interdisciplinary Al ethics
education and training, interdisciplinary discussions about Al ethical issues, freedom of expression for engineers
with external support and protection, diverse forms of transparency documentation and ambition for explainability
(DataEthics, 2021). Therefore, clear definitions and frameworks for the practical realization, the distribution of
responsibility and the structures for accountability, especially concerning consequences if unforeseen ethical
issues arise are needed from the government, according to the DataEthics report (2021).

As of the critique of ethicists, who were not members of the High-Level Expert Group when the Al Act was
proposed, as Hagendorff (2022) for example, a major problem is the neglect of the societal context in which Al
is applied. The author points out, that ethics in Al can only be achieved within the system itself but not in general,
even if all the requirements of the ethical principles are met. Thus, he appeals to look at the social and ecological
network where Al will have its impact and to develop ethical guidelines that are specific to its operational area,
instead of a rigid view on technical solutions of the system (2022). Additionally, he designated the, quasi only
one upon the other building up ethics guidelines as results of the ‘autopoiesis of the Al ethics discourse’ (p.853),
which complicates taking into account the environmental context of applied Al (Hagendorff, 2022).

Fjeld et al. (2020) stresses to always consider linguistic, geographic, cultural and organizational context and
audience when principles are applied.

Concerning the actionability of the Al Ethics principles, Stix (2021) argues that this comes up short because of
the lack of clarity and balanced participation, especially when the principles are driven by industries (Floridi et
al., 2018, as cited in Stix, 2021).

A lack of actionability by providing just well-written guidelines by those who aim to convince the broader public
to be ethical, has been called ethics washing (Bietti, 2020; Hagendorff, 2020; Metzinger, 2019). This approach is
quite understandable since (self-declaration of) ethics guidelines are a soft option compared with regulation
(Wagner, 2018).

Stix (2021) tried to create a framework for a more actionable approach for ethical principles. This framework
contains three elements, which are merely enabling procedural aspects for government and policy-makers. The
first steps are preliminary landscape assessments, which means assessing the context and environment around the
establishment of principles. After that, the participation of multi-stakeholder and involving feedback from several
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sectors in order to create methods from diverse parties for actionable principles. The last step contains support
mechanisms for implementation in policies after its publication and the operationalizability of the methods
worked-out (Stix, 2021).

Some initiatives and guidelines from the Al-community, either industry- and research-driven, that called for
defined documentation in order to strengthen transparent Al (Hupont et al., 2023) existed before the hard legal
requirements from the European Commission (2021) were released. These guidelines were called Datasheets for
Datasets (Gebru et al., 2021), The Dataset Nutrition Label (Holland et al., 2018; Chmielinski et al., 2022), Model
Cards (Mitchell et al., 2019) and Al Factsheets (Arnold et al., 2019), to name some of the most successful, and
despite their voluntary nature, some have been adopted by developers and experts in this field (Hupont et al.,
2023). The research team around Hupont et al. (2023) evaluated the proposed documentation methodologies for
high-risk Al systems of some of the most successful academia and industry-driven initiatives with regard to their
suitability of the obligations mentioned in the Al Act. Their analysis revealed that some approaches for
documenting the elements of data sets are mostly highly covered in Datasheets for data sets (Gebru et al., 2018)
and Dataset nutrition label (Chmielinski et al., 2022) and moderately to sparsely covered in the Model cards’
(Mitchell et al., 2019) and Al factSheets (Arnold et al., 2019) information sheets and OECD’s classification
framework questionnaire (OECD, 2022a). Regarding the Al system’s elements documentation methods, only the
latter three show coverage to a little extent of Al Act’s requirements, while the obligated requirements are not
covered in the vast majority of Datasheets for data sets (Gebru et al., 2018), the academia-driven Dataset nutrition
label (Chmielinski et al., 2022) and Accountability for machine learning datasets (Hutchinson et al., 2021), which
is methodology initiated by Google (Hupont et al., 2023).

Thus, while the requirements for data sets are satisfactorily covered by existing methodologies at technical level,
the documentation approaches for Al systems lack in several elements concerning the legal requirements for high-
risk systems (Hupont et al., 2023).

Hacker (2022) sees the conceptualization of a compliance framework for data science and legal experts as an
important challenge to establish fair and transparent Al systems. According to the author, such a framework should
include facets like training data quality dimensions, GDPR data quality aspects for data such as accuracy and
freshness, legal compliance of the output, metrics for context-specific representativeness in data and addressing
the vague legal terms for more responsibility.

3.3 Conclusions

The document ‘Building Trust in human-centric AT’ from the European Commission (2019) is written in a rather
bloated manner, but one searches in vain for definitions of the ethical principles mentioned. Instead, the attempt
to provide definitions of mentioned ethical principles and requirements for trustworthy Al only introduces more
buzzwords and further terms, and the search for precise definitions is potentiated. For example, the term
‘trustworthy AI’ is defined to be achieved when seven key requirements are fulfilled, while additional attributes,
such as secure, reliable or robust are mentioned as prerequisites for trustworthy Al and are described in the
document. However, these have further prerequisite attributes which are then lacking a definition.

A further gap between the technical state of the art and the proposed ethical guidelines of the High-Level Expert
Group (2019) seems to be the methods for realization. This impression is one the one side, again conveyed by the
vague wording in the corresponding chapters and on the other side, expressed by the authors themselves, when
they state that some of the proposed methods have not yet been developed. For example, when it comes to defining
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the quality-of-service indicators, measures for evaluating algorithms, security, maintainability and so on, are only
proposed as possibilities, and also lacking clear instructions or specificity. It seems as if many unspecific ethical
requirement proposals hide behind the term ‘appropriate’, which is added to several principles and suggestions,
for example the required ability for users to use and interpret the system’s output ‘appropriately’ according to the
Al Act (European Commission, 2021), or communicating capabilities and limitations of Al systems to
practitioners and end-user ‘in a manner appropriate to the use case in hand’ in the ethics guidelines for
trustworthy Al (European High Level Expert Group on Al, 2019, p.18). This might be understood as handing over
responsibility on the one hand, and on the other hand allows for companies to approve almost anything with clever
reasoning for appropriateness, since appropriateness is not an objective property.

To tie in with this, technical experts raise their concerns about being responsible because of their role as developer
(DataEthics.eu, 2021). They thus expressed collectively in the DataEthics report (2021) their wish for
interdisciplinary Al ethics education and training, interdisciplinary discussions about Al ethical issues, freedom
of expression for engineers with external support and protection, diverse forms of transparency documentation
and ambition for explainability from governmental bodies.

Although research for Al makes huge progress and a variety of experts are developing measures and metrics for
trustworthy Al requirements, these need to be tested on a large scale and are mostly only valid for the context for
which they are developed and evaluated.

To sum up, especially relevant for the ITHACA project are the following criteria for risk as listed in the Al
Regulation document from European Commission (2021, p.45):

(a) the intended purpose of the Al system;

(b) the extent to which an Al system has been used or is likely to be used;

(c) the extent to which the use of an Al system has already caused harm to the health and safety or adverse impact
on the fundamental rights or has given rise to significant concerns in relation to the materialization of such harm

or adverse impact, as demonstrated by reports or documented allegations submitted to national competent
authorities;

(d) the potential extent of such harm or such adverse impact, in particular in terms of its intensity and its ability
to affect a plurality of persons;

(e) the extent to which potentially harmed or adversely impacted persons are dependent on the outcome produced
with an Al system, in particular because for practical or legal reasons it is not reasonably possible to opt-out from
that outcome;

(f) the extent to which potentially harmed or adversely impacted persons are in a vulnerable position in relation
to the user of an Al system, in particular due to an imbalance of power, knowledge, economic or social
circumstances, or age;

(9) the extent to which the outcome produced with an Al system is easily reversible, whereby outcomes having
an impact on the health or safety of persons shall not be considered as easily reversible;

(h) the extent to which existing Union legislation provides for:

(i) effective measures of redress in relation to the risks posed by an Al system, with the exclusion of claims
for damages;

(ii) effective measures to prevent or substantially minimize those risks.
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4 Tools

As the title suggests, this chapter deals with tools from different perspectives. First, we summarize existing tools
for participatory democracy in the two ITHACA pilot cities Martin and Brasov (respectively of Slovakia and
Romania) in section 4.1. We continue with a detailed analysis and review of Al systems that aim to ensure
compliance and trustworthiness in section 4.2 as well as privacy preserving ML tools and applications in section
4.3. Finally, a review on existing eXplainable Al applications and mechanisms is given in section 4.4.

4.1 Existing tools for participatory democracy in Brasov & Martin

In ITHACA a mapping has been undertaken of existing IT tools and applications (in only few cases with actual
Al features) that facilitate civic engagement in democratic processes, resulting in a list of sources for review, from
which best practices have been identified. In continuation to this activity, in this section such existing tools are
presented which are able to be applied for participation in democratic activities in the project sites of Martin and
Brasov. Care is taken to identify the specific social context for ITHACA and the associated platform requirements.

4.1.1  Tools in Brasov / Romania

In the following table, we summarize the (i) main aim, (ii) the intended target group, (iii) the mode of participation,
(iv) the available languages and (v) some lessons learnt for ITHACA for the tools and platforms Bugetare

participative, My BrasovCity and Voluntariat Brasov that are currently used in Bragov / Romania.

Table 6: Summary of existing participatory tools in Brasov

Bugetare participativa

Related link https://bugetareparticipativa.primariaBrasovenilor.ro/

Aim Participatory budgeting where citizens can submit a project proposal. From
2020 for small projects (up to 100 000 euro) for mobility and accessibility
public spaces, green spaces and playgrounds, small infrastructures for
education, health, culture and sports, digitization, etc.

Target group All citizens

Mode of participation Platform

Available languages Romanian, English

Lessons learned for | Convincing the citizens that their effort makes a difference, concept of ‘self-

ITHACA efficacy’.

My BrasovCity

Related link https://play.google.com/store/apps/details?id=com.Brasov.citycare&hl=en US
&pli=1

Aim Municipality web/ mobile app to register complaints irregularities

Target group All citizens

Mode of participation Platform

Available languages Romanian
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Lessons learned for | Online platforms (or software for municipality’s web page to collect citizens
ITHACA suggestions/critics/etc) provide an easy and favourable mean for interaction
with the citizens.

Voluntariat Brasov

Related link https://voluntarbv.ro/

Aim The ‘Voluntariat Brasov’ main goal is digitizing the volunteer activity through
a platform connecting users directly with the organizers of events and activities

in the Brasov metropolitan area.

Target group All citizens

Mode of participation Platform

Available languages Romanian

Lessons learned for | This example shows us that the capabilities of a system are not sufficient to
ITHACA mobilize citizens voluntarily as many times initiatives are not known to the

citizens. It needs good dissemination activities to promote a wide participation
in order to be efficient.

4.1.2 Tools in Martin / Slovakia

In the following table, we summarize the (i) main aim, (ii) the intended target group, (iii) the mode of participation,
(iv) the available languages and (v) some lessons learnt for ITHACA for the tools and means for participation that
are currently used in Martin / Slovakia. These are Commissions of City parliament, Munipolis and Odkaz pre
starostu.

Table 7: Summary of existing participatory tools in Martin

Commissions of City parliament

Related link https://www.martin.sk/komisie-mestskeho-zastupitelstva/os-1062/p1=85957

Aim Commissions have advisory character. Every field of activity related to the city
is covered (like environmental commission, budgeting c., law c., project c.,
transport c. etc.). Members of commission are voted and validated by the city
parliament and they can be from the outside of the city parliament (they do not
have to be members of parliament, just regular people, who are experts in some
field). Every relevant project, document etc. should go through approval and
proposals of commissions before it goes to the parliament.

Target group All citizens

Mode of participation Session in person

Available languages Slovakian

Lessons learned for | This initiative deals with various topics, which sometimes are coupled and
ITHACA hence require cross-topic solutions. A knowledge repository would be

beneficial to split the topics and to be assigned to each member. The evaluation
process would become more clear and easier since the commission members
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are not always experts. In addition, a Collaborative decision-making Al tool
would be very valuable to re-couple and highlight the proposed evaluations.

Related link https://martin.munipolis.sk/

Aim Platform/mobile app (Not created and provided by the City of Martin). This app
is used by many municipalities, but during the registration process the user
chooses the city and it will direct them only on those local pages. This app is
also using phone messages to inform about important things. Through the link
https://www.odkazprestarostu.sk/martin/ people can communicate with the city
- express their complaints or suggestions and ideas of improvements (it goes
directly to the department that it belongs to). This app was introduced to Martin

in 2020.
Target group All citizens
Mode of participation Platform
Available languages Slovakian
Lessons learned for | A knowledge repository along with a collaborative decision-making Al tool
ITHACA would be very valuable again for this initiative.
Related link https://www.martin.sk/nove-mobilne-aplikacie-v-martine/d-38055
Aim The forum created by the Slovak Governance Institute where the citizens can

identify the problem related to their surroundings and send it straight to the
municipality with the photo. The problem is received directly by the employee

responsible
Target group All citizens
Mode of participation Platform but a session in person may be required to identify and record the
problem
Available languages Slovakian
Lessons learned for | This eMartins application deals with life and events in the city. Users can also
ITHACA report problems related to the quality of roads and sidewalks, traffic signs, and

environmental disorder or pollution. For the matters of the citizens life, an ethics
framework is essential to ensure that attention is given to those who are in need,
as citizens is expected to report the problems from their own side of view.

4.1.3 Conclusions

The two ITHACA pilot cities seem to have enough initiatives and willingness to include citizens' participation in
local democratic processes in order to optimize the living standards, but it seems that the existing solutions do not
all meet the desired level of integration, having created a technological gap between the proposed ideas and the
available technological solutions. Considering even more the different groups of people from which the users of
these applications come, it is realized that modern means of increasing the understanding of the will of citizens
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through Al technology, could greatly upgrade their effectiveness. In their current form, the data collected by these
platforms is considered raw, which means that human involvement is required to break it down by topic.
Therefore, in addition to the above existing tools, more advanced platforms can be used, some of which are
described in Deliverable 1.1 of the project, that can be applied without geographical limitation and are considered
to be best practices. Nevertheless, there is great value for the ITHACA platform in identifying vulnerabilities that
should be tackled, with the intention to cover these vulnerabilities by forming a uniform model within ITHACA
architecture which makes use of assistive Al tools and with inclusive and ethical values.

4.2 Compliance and trustworthy Al systems

With the vast explosion of Al tools’ integration to companies, civic society, education, international organisations,
etc., several serious compliance, ethics and trust issues have risen from their everyday usage. As it was expected,
Al policies have started to appear to govern Al platforms and tackle compliance and trustworthy problems. In this
section, we provide a classification and comparison of the most relevant tools, guidelines and technical documents
that can be adopted alongside standard Al platforms and Generative Al systems to preserve their legal compliance.

4.2.1  Compliance and Trustworthiness in traditional Al systems

The state-of-the-art on tools for compliant and trustworthy Al systems, can be found at the official website of the
Organisation for Economic Co-operation and Development Al Policy Observatory (OECD.AI®). The OECD.AI
Policy Observatory consists of a platform that contains a vast collection of public Al policies and tools based on
the first intergovernmental standard on AI (‘OECD Al Principles’). OECD.AI facilitates the collaboration
between governments from all over the world and a variety of stakeholders including academia, enterprises,
international organisations, etc.

In Table 8 we present the most recent tools to maintain compliance, privacy, trust and governance of Al systems.
These tools were provided for public use in 2022-2023, most of them acquired from OECD.Al. For example,
OneTrust Al Governance provides several functionalities for governance, compliance, risk and data management.
This framework offers a registry for monitoring the use of Al platforms for all stakeholders, as well as an Al
model inventory containing the appropriate technical tools to create new Al models either manually or
automatically. The inventory also provides functionalities to record and monitor the lifecycle, possible risks and
data use of an Al platform. Concerning data management, OneTrust automatically explores and categorizes data
by labelling them as private or sensitive based on built-in privacy rules and recent Al regulations. Moreover, this
approach includes a library consisting of Al assessment and regulation guides based on privacy policies as well
as an Al governance pipeline that scans Al models (and the data used by them) to identify possible threats and
indicate best use. OneTrust can pinpoint bias, performance and fairness problems of Al algorithms while
maintaining their compliance with EU Al Act and other Al legislations. Similar to OneTrust is KomplyAl, which
is also focused around governance, compliance and risk management. KomplyAl offers review, tracking and
threat evaluation tools as well as knowledge libraries to enable stakeholders to assess their Al systems. Also, this
framework produces governance documentation in an automatic fashion, which is essential for Al to stay up-to-
date to regulation policies. Finally, one of the most prominent tools is GRACE, a governance, risk and compliance
platform, which is able to roam both private and public organizations that have adopted Al tools to locate and
moderate possible Al risks. It incorporates controls to manage risk issues based on the up-to-date Al regulations
(Al ACT, GDPR, etc., see also section 3.1) and, thus, it maintains privacy and compliance in real-time. GRACE

%0 https://oecd.ai/
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can be integrated with other Al platforms and systems such as banks, cloud vendors, civic participation
frameworks and others, offering collaboration across organizations.

Some tools follow holistic Al approaches, such as Holistic Al Audits, Holistic Al Risk Mitigation Roadmaps and
Holistic Al Governance, Risk and Compliance platforms. Holistic Al Audits is an Al risk analysis framework to
ensure that the adoption of an Al platform at an enterprise is done in a robust, efficient, legal, unbiased and
transparent way. The depth of the risk analysis can vary in order to satisfy the governance and protection of data
assets and Al tools, risk management and compliance with recent regulations for each company. Holistic Al Risk
Mitigation Roadmaps are a set of open-source guidelines (roadmaps) each one describing a distinct technical risk
and possible solutions to it in order to aid companies to reduce Al risks. Furthermore, Holistic Al Governance,
Risk and Compliance Platform is a tool that classifies Al systems from high to low risk in a dashboard based on
EU’s risk-based approach to Al governance, as well as research developments in robustness, privacy, transparency
and bias of Al. The main aim of this framework is to depict a company’s Al risk exposure, while providing
solutions to mitigate Al threat issues when necessary and also keeping the enterprises’ Al tools compliant.

Other risk management and governance tools consist of Naaia, Zupervise, and Digital Trust Label. Naaia maps
the Al platforms that an organization is involved in, in order to manage them and monitor their performance and
compliance according to EU & US up-to-date legislation. Furthermore, this tool provides a qualification engine
for the monitored Al systems as well as training support for company employees and users so as to use the
enterprises’ adopted Al frameworks properly. Zupervise also aids the governance and compliance of Al platforms
by providing a risk monitoring system and a system to warn the user for possible threats as well as evaluate, report
and reduce these risks. Moreover, Zupervise constructs a knowledge graph for Al-risk intelligence to increase
trustworthiness and risk transparency. Likewise, Digital Trust Label is an Al platform to promote trustworthiness,
reliability, security, data protection, fair user interaction, and transparency developed by Swiss Digital Initiative
in collaboration with EPFL science and technology institution.

On the contrary to the aforementioned tools, Al Trust Standard & Label consists of a classification framework
of Al models, rather than a tool that offers solutions for preserving safety. This framework provides a description
of Al system characteristics in terms of accountability, privacy, robustness, fairness and transparency, and offers
an A to G rating of the Al model for each characteristic. This tool was developed under the collaboration of
academic institutes, renown companies and civil society experts to be aligned with EU Al Act.

Finally, IBM’s Trustworthy AI and Perspective API by Jigsaw and Google's Counter-Abuse Technology team,
should be noted. Trustworthy Al is a series of tools and open-source Python libraries developed by IBM, for
developing explainable (Al Explainability 360), fair (Al Fairness 360), robust (ART: Adversarial Robustness
Toolbox) and transparent (Al FactSheets 360) Al systems, as well as Al applications that preserve privacy (Al
Privacy 360) and can be accounted for. Thus, these tools address developers in order to build Al systems that are
trustworthy and efficient throughout their lifecycle. In continuity, Perspective APl uses machine learning
approaches to detect and filter offensive text in comments/conversations on online platforms aiming at the fairness
of the latter and increasing the quality and empathy in text-based conversations, while promoting healthy and safe
online dialogue. More specifically, given a comment as an input, Perspective APl outputs the probability of the
text containing toxic language from a scale from 0 to 1, where 0 indicates that there is 0% probability of the
comment being offensive, while 1 indicates a 100% probability that a toxic comment is present. Perspective API
is also free and customizable for various audiences.
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4.2.2  Compliance and Trustworthiness in Generative Al systems

In contrast to standard Al systems, which specialize in a specific task (e..g classification), Generative Al (GAI)
models extract an understanding of the underlying distribution of the dataset they were trained upon in order to
produce new data that imitate the data they are exposed to (Golda et al., 2024). Such models are widely used for
realistic image and art (Ramesh et al., 2021) creation, 3D human motion synthesis (Li et al., 2022), generation of
video (Ho et al., 2022) and audio (Ble, 2023), as well as text (e.g. OpenAls GPT-3 model, see Brown et al., 2020,
and GitHub CoPilot®). Overall, Generative Al models, such as Large Language Models (LLMs) and image
synthesis algorithms, operate through intricate mechanisms which generate outputs based on patterns learned from
vast datasets, but the specific process can often appear as "black box". These models have most recently stormed
into the everyday life of both common users, technicians, researchers and eventually in civic society activities.

In this section, a focus on compliance and trustworthiness of text-GAl technologies such as ChatGPT (OpenAl,
2023) and Copilot (Microsoft, 2023) will be made, since such models are more likely to be integrated into a civic
participation platform like ITHACA (e.g. in the from of a Chatbot). Thus, in the context of this section when GAI
is mentioned the term “text-GAI” is implied. The usage of these models is prevalent and sometimes dangerous,
since there are numerous cases where Al generated text cannot be distinguished from a human-written one, which
can deceive, confuse and manipulate public opinion (Diaz-Rodriguez et al., 2023). In order to mitigate the impact
of the latter, guidelines to evaluate whether a GAI model is compliant with ethics and EU/International Al
regulations as well as trustworthy, quickly appeared in the literature.

More specifically, in (Golda et al., 2024, Diaz-Rodriguez et al., 2023, Rudrendu amd Bidyut, 2023) the
requirements for overall trustworthiness in GAI as well as solutions to preserve trust, are outlined. These
requirements are described below from a more practical/technical view and in accordance with the ethical
guidelines discussed in Section 3.2:

Diversity and Non-Discrimination: Al systems may present discriminative behaviour over vulnerable and
marginalized groups in explicit or implicit ways reinforcing inequity and unfairness in society. This behaviour
usually stems from datasets created in an non-inclusive manner (Golda et al., 2024). Thus, in (Rudrendu and
Bidyut, 2023) i) implementing models to be inclusive ii) creating diverse datasets for training such models and
iii) often bias inspections, are proposed as potential solutions. Moreover, societal biases and fairness in the context
of the ITHACA platform can be tackled using explainability models. Training Al models on biased data may
amplify toxic language and perpetuate stereotypes (Hartmann et al., 2023). Components of generative Al models
have been exposed (Wolfe et al., 2022; Birhane et al., 2021) in recent studies, such as the CLIP (constructive
language image pre-training) and the CLIP LAION dataset. In addition, recent advances in LLMs have made it
easier to create disinformation or the so-called deepfakes, by adapting based on the audience's specific cultural,
political and social characteristics.

Privacy and Data Governance: Al models and especially GAI may process content for training and testing that
would contain sensitive information about an individual, resulting in inferring individual preferences,
infringement of an individual’s privacy, and even identity theft. Privacy Preserving Machine Learning methods
as the ones described in Section 4.3 (Federated Learning, Homomorphic Encryption, Differential Privacy etc.) are

31 Github. (2021). Copilot. Retrieved 03-August-2021 from https://copilot.github. com
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strong candidates for the perseverance of data confidentiality (Golda et al., 2024, Diaz-Rodriguez et al., 2023,
Rudrendu amd Bidyut, 2023).

Transparency and Accountability: Unreliable Al generated results cause erosion of trust and accountability in
an Al system. Therefore, the development of explainable GAIl models will shade light on how Al-desicions are
made. The explainablity of a GAI network can be evaluated using either explainable Al tools (see Sections 4.4.2
and 4.4.3) or objective metrics (see Section 5.3.3).

Human Oversight: GAI may create content that would reproduce misinformation and, thus, result in erosion of
trust, distort the public opinion and manipulate democratic processes (Rudrendu amd Bidyut, 2023), an impact
rather unfavourable in the case of a civic participation platform. To tackle such risks, human oversight is
imperative, where humans supervise Al-systems in terms of every decision they make (Human-in-the-loop,
HITL), during the design and monitoring of the Al model (Human-on-the-loop, HOTL), or with regards to the
overall functionality of the system and its impact in society, laws, ethics etc., guaranteeing its decisions can be
bypassed by human intervention (Human-in-command, HIC) (Diaz-Rodriguez et al., 2023). Moreover, educating
users on how to process Al generated content is quite crucial (Rudrendu amd Bidyut, 2023).

Technical Robustness and Safety: The trust in a GAI system is also based on its generative and generalization
capabilities, its performance, and its resistance against adversarial and privacy attacks. Inspection on Al generated
results to detect unexpected model behaviour (e.g., in the simplest cases), methods to minimize potential changes
in input data (e.g., covariate shift) that would hinder the generalization ability of the model, building defences
upon emulating adversarial attacks, user feedback, employing quantitative metrics etc. are some of the effective
strategies to monitor and control an Al model to preserve its robustness in multiple levels. The robustness of an
Al model entails safety, thus, all the above methods safeguard a model over potential disfunctionalities and
anomalies, producing dishonest outputs and external attacks. Finally, reproducibility ensures trustworthiness as
well, which means that a research group/lab different than the one that developed the initial Al model is able to
recreate it and produce the same results as the initial model (Diaz-Rodriguez et al., 2023).

Societal and Environmental Impact: GAI models usually consist of large architectures that require huge chunks
of training data, thus need significant computational resources to be trained. The latter results in a vast increase
of CO2 emissions and overall unsustainable use of energy. Therefore, for an Al model to be sustainable and
environmentally friendly, it should be optimally designed or compressed (e.g. with quantization, acceleration
techniques etc.), trained on optimized hardware or cloud computing on the most relevant and necessary data, using
renewable energy sources and evaluated on efficiency metrics, while its environmental impact (e.g. carbon
footprint) is monitored (Rudrendu amd Bidyut, 2023, Diaz-Rodriguez et al., 2023). In this note, GAI may
contribute to improve society by not only raising awareness regarding climate change and ecological
responsibility, but also enhancing social life in an automatic and efficient manner. Specifically, GAI can speed up
civic processes, contribute in policy making, definition of security standards, and in general solve problems of
societal impact. To do so, data to aid in the learning process of the model should be available and also the
developed GAI should adhere to all the aforementioned principles that constitute a trustworthy Al system in order
to avoid the generation of biased, unfair and controversial results (Diaz-Rodriguez et al., 2023). However, as
outlined in section 3.2 above, a range of ethical principles have to be taken into account to ensure that GAI actually
enhances social life and participatory democratic processes as it is our goal in ITHACA. First, participatory
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democratic processes can be disturbed by GAI content generated either by humans or chatbots (e.g. ‘fake news’,
chatbot-initiated discussions, etc.) that might have a serious impact on the democratic discourse.

Finally, it is worth noting that developer responsibility and user education is essential in the implementation,
distribution, regulation and usage of GAI. Developers and researchers should be aware of the requirements to
build a trustworthy, non-biased, transparent, safe, private, robust and compliant with recent Al European and
International regislations GAI model throughout the design phase. On the other hand, users should be educated
on the risks of using GAI and always be alert that the generated results should not be the expected (e.g., text that
may contain misinformation or images based on art obtained without the consent of an artist).

As for the compliance in GAI, such systems should adhere to the ethical principles defined by governmental
bodies and policy makers as mentioned in Section 3.2. Emphasis should be given especially to data protection and
intellectual property rights regulations (e.g., GDPR), since Al-generated content may include personal information
or may be based on copyrighted elements that are used in the training dataset or as reference without the consent
of the owner/creator. Thus, such regulations state that personal information/intellectual property should be used
by GAI in a transparent way and after obtaining the relevant consent, while attention should be also given
concerning the ownership of Al-generated content (it belongs to the GAI system or to the developer of the GAI
model, etc.) and joint authorship when it comes to content stemming from an Human-Al collaboration. In general,
policy makers should work alongside with developers, researchers, civil society organizations and users in order
to establish clear guidelines for the fair use of GAI in terms of legal values, ethical values, protection of individual
and intellectual property rights, protection of data, and public wellbeing, without hindering innovation in this field
and maintaining seamless data access and freedom of expression (Golda et al., 2024, Rudrendu amd Bidyut,
2023).

Concluding, tools that specialize in maintaining the trust and compliance of Generative Al, are not yet present in
the literature. The need for such tools is exponentially growing since GAI models pose novel threats in terms of
bias, transparency, privacy, safety, data governance, accountability, robustness and environmental and societal
wellbeing, over the ones of standard Al systems, as described above. Nevertheless, all tools reviewed in Section
4.2.1 (e.g., IBM’s Trustworthy Al, Perspective Al, Supervise, etc.) may be utilized to both assess traditional Al
and GAI in terms of trustworthiness and compliance.

4.2.3  Comparison

The following Table 8 compares the above-mentioned tools to maintain compliance, privacy, trust and governance
of Al systems.
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Table 8: Comparison of tools to maintain compliance, privacy, trust and governance of Al systems

Main Aims

Platforms

Trustworthy Al compliance practices, assessment and conceptualization

D1.3

Target Groups

Maturity

Website

All Countries | Accountability, Fairness, Multi- Quality Results, | Private and Public | Implemented in | https://2021.ai/ai-trust/
Privacy, Data governance, Platform Responsible, Fast and | sector, Education, | multiple projects
" Respect of human rights, Reduced cost of | Technical
2 Robustness, Digital Security Implementatio_ni CommLfnity,
?D: ' ' Improved Ability to | Professionals
Safety, Transparency, Scale, Reduced Risk
Explainability, Monitor of Failure
Model Bias
All Countries | Accountability, Fairness, Multi- Responsible Private and Public | Implemented in | https://www.holisticai.
< . Privacy, Data Governance, Platform Implementation sector, multiple projects | com/
é -§ Respect of human rights,
E < Robustness, Digital Security,
Transparency, Explainability
All Countries | Accountability, Fairness, Multi- Reduced Risk of | Private and Public | Implemented in | https://www.holisticai.
Privacy, Data governance, Platform Failure, Responsible | sector multiple projects | com/open-source

Holistic Al Risk
Mitigation Roadmaps

Respect of human rights,
Robustness, Digital Security,

Safety, Transparency,
Explainability

Implementation
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Zupervise

Digital Trust

Compliance Platform

Label

ITHACA

Country and

Main Aims

Trustworthy Al compliance practices, assessment and conceptualization

D1.3

Target Groups

Maturity

Website

All Countries | Accountability, Fairness, Multi- Reduced Risk of | Private and Public | Implemented in | https://www.holisticai.
Privacy, Data governance, Platform Failure, Responsible | sector multiple projects | com/
Respect of human rights, Implementation
Robustness, Digital Security,
Transparency, Explainability
- Accountability, Privacy, Platform Non-specific Private and Public | In Development | https://naaia.ai/
Data Governance Specific sector,
Professionals
All Countries | Accountability, Fairness, Platform Quiality Results, | Private and Public | Implemented in | https://zupervise.com/
Privacy, Data governance, Neutral Responsible and Fast | sector, multiple projects
Robustness, Digital Security, Implementatlo!wi Profess_lonals,
Improved Ability to | Education,
Safety_, Tr:?lr?sparency, Scale, Reduced Risk | Technical
Explainability of Failure Community
Switzerland Fairness, Privacy, Data Platform Responsible Private Sector Implemented in | https://digitaltrust-
governance, Robustness, Neutral Implementation multiple projects | label.swiss/

Digital Security, Safety
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OneTrust Al

Al Trust Standard

KomplyAi

Governance

& Label

ITHACA

Country and

Main Aims

Trustworthy Al compliance practices, assessment and conceptualization

D1.3

Target Groups

Maturity

Website

All Countries | Accountability, Privacy, - Responsible Private  Sector, | Implemented in | https://www.onetrust.c
Data governance, Implementation Technical multiple projects | om/govern-ai-risk/
Transparency, Explainability Community,
Professionals
European Accountability, Fairness, Platform Responsible Private and Public | In development | https://www.vde.com/t | -
Countries Privacy, Data governance, Neutral Implementation sector opics-en
Robustness, Digital Security,
Transparency, Explainability
European Accountability, Fairness, Platform Fast and Responsible | Private and Public | Implemented in | https://komplyai.com/
Countries, Privacy, Data governance, Specific Implementation, sector, Technical | multiple projects (yet
Canada_ and Safety, Transparency, Reduced ?ost of | Community open-
Australia Explainability Implementatlo_ni source
Improved Ability to )

Scale, Reduced Risk
of Failure
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Tool | Country and Main Aims Platforms Target Groups Maturity

European Privacy, Data governance, Multi- Responsible Technical Implemented in | https://ai-privacy-
- Countries, Respect of human rights Platform Implementation Community multiple projects | toolkit.readthedocs.io/e
—8 California n/latest/
£
> *1s a part of a set of tools
2 that preserve other aspects of
S
o privacy such as Robustness,
< Explainability, Monitor
Model Bias
All Countries | Fairness, Muiti- Responsible Private and Public | Implemented in | https://www.perspectiv
Respect of human rights Platform Implementation sector, multiple projects | eapi.com/#/home
_ Professionals,
% Education . . .
° o *Online Turorial of this
% Technlcal_ APD’s use
@ Community
% https://developers.goog
o le.com/machine-
learning/practica/fairne
ss-indicators
All Countries | Accountability, Fairness, Muiti- Responsible Technical Implemented in | https://research.ibm.co
i Privacy, Robustness, Platform Implementation Community multiple projects | m/topics/trustworthy-ai | xpq,
= § Transparency, Explainability most
o
= of the
= n
~ featur
|_
es
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424  Conclusions

International organisations, enterprises, educational institutes and the civic society are utilizing Al and GAI
algorithms to perform various tasks since they are more automated, and require less parameterization and manual
effort, while they offer real-time solutions that may be critical in several applications. However, these benefits
come with a price; Al along with GAI tools suffer from serious privacy, trust, compliance and ethics issues, with
GA\I superimposing multiple risks in data and intellectual property rights, inclusiveness and societal wellbeing, to
the ones already posed by traditional Al systems. To tackle these threats several software solutions were made
available during the last years, which are rendered suitable for both traditional and generative Al models.

Concerning the perseverance of compliance and trustworthiness, among the tools presented in Table 8, GRACE,
Zupervise and KomplyAl seem to have the most benefits compared to the rest, meaning that they claim to have
responsible, fast and non-expensive implementation as well as a low failure risk, and also, they are scalable and
produce quality results. According to OECD.AI, Holistic Al Risk Mitigation Roadmaps, Holistic Al Governance,
Risk and Compliance Platform along with GRACE offer the most services, since they focus in robustness,
fairness, accountability, privacy, security, data governance, transparency, explainability and model bias
monitoring while always respecting human rights. Nevertheless, it is not clear whether these tools incorporate
AI/ML or DL techniques to govern Al algorithms as well as whether they utilize Al metrics (e.g., for fairness,
privacy, robustness, explainability, etc.) as the ones that will be described in the next chapter.

Most of the tools for compliance, governance, risk management and trustworthiness presented in the previous
section are commercial, and there is no sufficient information about their technical details and implementation,
thus, they pose as ‘black boxes’ for the user. Moreover, according to Table 8 most of the works are fee-based and
there are no scientific works or benchmark comparisons between these algorithms so that the user would be able
to choose the tool suitable for their use. The above remarks make such frameworks hard to obtain and exploit by
educational institutes and civic society where open-source tools are preferred.

4.3 Privacy Preserving Tools

Machine learning (ML) models require a huge amount of data to be trained upon, which raises many privacy
issues due to possible risk of data leakage and adversarial attacks. Recent regulations try to tackle this problem
by restricting the use of sensitive information for processing in ML/AI systems, however, this prevents such
models from being used to their full potential. Therefore, companies and researchers are turning to the
development and integration of Privacy Preserving ML (PPML) tools into deep learning models, whose primary
aim is to assess the fairness of Al and, thus, preserve safety, confidentiality and trust (Xu et al., 2021). Some of
the most common PPML approaches include the integration of anonymization (Goldsteen et al., 2023), differential
privacy (Arachchige et al., 2020), homomorphic encryption (Lee et al., 2022), multi-party computation (Gharibi
etal., 2022) or federated learning (Xu et al., 2022) into ML models.

43.1  Anonymization

Anonymization involves the removal/concealing of data, which can identify a specific person, directly from a
database, resulting in protecting the privacy of an individual while the utility of the dataset is not impacted (Xu et
al., 2021). A tool that utilizes anonymization methods is Al Privacy Toolkit (Goldsteen et al., 2023), an open-
source tool that preserves the privacy, compliance and trustworthiness of Al systems adopted by organizations.
The Al Privacy toolkit includes two modules; a minimization and an anonymization module. The minimization
module removes or generalizes input features from ML models in order to aid them to comply with data
minimization standards (e.g., as defined in GDPR, etc.), while maintaining the accuracy of the models. The second
module anonymizes data, and as a result, ML models that use these data for training are rendered as anonymous.
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In this way, personal information is protected and the model may be exempted from regulation restrictions. The
latest version of this toolkit also contains a dataset risk assessment module, which evaluates the privacy of
synthetic datasets that are supposed to be used for Al training. This tool is a part of a large set of workflows and
toolkits that address other aspects of privacy (e.g., monitor model bias, explainability, robustness), built with more
traditional PPML techniques such as differential privacy.

4.3.2  Differential Privacy

Differential privacy (DP) techniques apply arbitrary modifications to a dataset such that if an individual has access
to the dataset’s entries, they will not be able to infer any personalized sensitive information from it (Xu et al.,
2021, Zapechnikov, 2020). Such methods include the addition of random noise to the data through differential
procedures (Gaussian, Laplace, exponential, etc.).

Some of the most recent works on differential privacy preservation are (Abadi et al., 2016, Phan et al., 2017, Li
et al., 2018, Phan et al., 2020, Arachchige et al., 2020). One of the most prominent works in PPML is (Abadi et
al., 2016), where Gaussian noise is injected to the gradients of a neural network’s parameters at each training step,
rendering the model capable of learning the so-called differentially private parameters. Similarly, in (Phan et al.,
2017), an adaptive Laplace algorithm named AdLM was developed to also learn differentially private parameters,
but with adaptively adding noise to input features of a neural model according to their relevance to the network’s
output. Explanatory, the main idea behind AdLM is to add less Laplace noise to the features that contribute the
most to the model’s output, while adding more noise to those that are less relevant. Furthermore, noise is added
adaptively into affine feature transformations and loss functions as well. In contrast to (Abadi et al., 2016), in this
approach the added noise and privacy consumption do not accumulate in each epoch, since AdLM does not access
the ‘clean/unmasked’ data during the training process, rendering AdLM independent of the number of training
epochs. In other words, AdLM adds Laplacian noise as a preprocessing procedure rather than on training time.
Another benefit of this framework is that it has the ability to be incorporated into a plethora of deep learning
models. The same team of authors in one of their newest works (Phan et al., 2020), propose a scalable framework,
named StoBatch, to preserve differential privacy in deep adversarial learning. StoBatch is a stochastic batch
mechanism that maintains the privacy in the learning of model parameters by first introducing noise to both input
features and their latent space and then integrating adversarial learning to enhance the decision bounds of the
model. In contrast to (Phan et al., 2017), the amount of noise introduced to the model is minimized by
incorporating an adversarial objective function that combines the loss function for training data with a loss
function for differentially private adversarial data, hence preserving the model’s utility (i.e., preventing privacy
data and noise accumulation over training). Moreover, by feeding both input and hidden layers of a model with
noise renders StoBatch more resistant and robust against adversarial data. The stochastic batch training that
StoBatch utilizes, separates data in local trainers to learn differential privacy parameters and then the computed
gradients from the trainers are combined, allowing the calculation of adversarial data from various data batches
at each epoch. The latter enables StoBatch to be scalable to vast datasets and deep learning models (Phan et al.,
2020).

The aforementioned approaches use global differential privacy, which presupposes that both the data and
differential privacy method to apply random noise to these data, reside in a server. Nevertheless, local differential
privacy enables data owners to ‘hide’ any sensitive/personal data locally before sharing them. Hence, local
differential privacy is considered to be a more secure way to privacy-proof training data as well as computationally
cheap, since it does not require a vast number of computational resources like global differential privacy
(Arachchige et al., 2020). A local differentially private method consists of LATENT (Arachchige et al., 2020),
which acts as an intermediate layer into a deep learning model that a data owner can utilize to randomize their
data before distributing them to untrusted users/neural networks. LATENT was evaluated by being integrated
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between the convolutional and the fully connected layers of a CNN model. In particular, LATENT randomizes
the 1D real-value flattened vectors (corresponding to an image input) that the convolutional layers produce by
transforming them to discrete vectors (Arachchige et al., 2020).

It is worth mentioning the Tensorflow Privacy (Google, 2019), an open-source Python library by Google
Research, which enables the creation and training of privacy-preserved machine learning models. Especially,
Tensorflow Privacy utilizes Tensorflow (Abadi et al., 2016b) optimizers for training an ML model using
differential privacy algorithms, while it is able to compare neural networks in privacy measures and preserve
model utility. It is worth mentioning that Tensorflow is a widely used open-source Python package that supports
the development of ML/DL models, thus, not supporting PPML creation. Therefore, Tensorflow Privacy
framework’s main aim is to facilitate the adoption of privacy-preserving methods into ML using Tensorflow or
other APIs such as Keras (Chollet, 2015).

4.3.3  Multi-Party Computation

Multi-party computation (MPC) approaches enable contributors to compute a function without exposing their data
and maintaining this data private. Thus, according to (Xu et al., 2021) multi-party computation is usually
computational expensive and the transmittance of a large amount of intermediate data also causes communication
overhead. A solution to communication overhead problem offers the work presented in (Li et al., 2021), where a
non-interactive privacy-preserving multi-party machine learning framework, in short NPMML, was developed.
NPMML is server-aid and allows data owners to provide their data in an encrypted version and do not contribute
to ML training, thus minimizing the interaction between parties to realize a machine learning task, and as a result
reducing communication overhead. Supplementary, NPMML provides a construction scheme for training neural
networks along with a privacy-preserving training protocol to secure both the privacy of the outputs stemmed
from training an ML model as well as the privacy of training data via encryption. Another example of multi-party
computation deep learning framework is proposed in [Ma et al., 2018], where parties train collaboratively the
same deep learning model based on data collected from each party, while the local model and data remain private
against the server that the neural network belongs to. This approach utilizes cryptographic tools such as EIGamal
encryption and Diffie-Hellman key exchange protocol, rather than introducing noise to the data or randomizing
them, and can be generalized to any DL model.

Some of-the-industry tools that offer privacy-preserving APIs supporting multi-party computation are TripleBlind
(Gharibi et al., 2022), CrypTen (Knott et al., 2021) and PySyft (Ziller et al., 2021). TripleBlind includes a set of
APIs to train Al systems from data distributed in many parties, to extract features from local databases without
separating the data from the owner and also to exploit already-trained networks to ensure the safety of inference,
while preserving the privacy of both the data and the model (Gharibi et al., 2022). Moreover, CrypTen (Knott et
al., 2021) a software framework developed by the Facebook research team, wraps secure widely known multi-
party computation methods found in literature as machine learning abstractions (e.g., automatic differentiation,
tensors etc.) in order to facilitate the adoption of such methods. CrypTen offers a library where all tensor-
calculations are realised through multi-party computation and its API is based on the Pytorch (Paszke et al., 2017,
2019) framework, which is familiar to machine learning engineers and researchers. To tackle the problem of
computation overhead that multi-party computation causes, CrypTen transfers calculations to the GPU, while it
uses communication libraries to also prevent communication overhead. PySyft (Ziller et al., 2021) also shares the
same aim as CrypTen; offering a library to ease the preservation of privacy in machine learning models and is
Pytorch-oriented as well. PySyft is open-source and is able to incorporate new multi-party computation,
differential privacy or federated learning approaches.
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4.3.4  Federated Learning

Federated learning (FL) is a collaborative ML approach that allows training an organization’s model using training
data that are concealed on various decentralized devices. More specifically, each collaborator to this system can
train it on its local device using a private dataset, hence minimizing the exposure of data, and then proceed to
update the model’s parameters (weights, biases etc.) that emerged from the training process. In this way, the model
is enhanced while the personal identifiable data is protected (Xu et al., 2021). An example of a federated learning
approach is Decentralized Computational Intelligence as a Service (DClaaS) (Peyvandi et al., 2022) based on
blockchain techniques offering reduced computational complexity. DClaaS enables ML models to be trained
locally (off-chain) and the resulted model weights and parameters are uploaded to the blockchain, while local data
owners maintain their right to data privacy and distribution to curators. This framework also enhances training
datasets by creating more samples that belong to the classes with the least samples and so contributing to better
data quality. Finally, (Peyvandi et al., 2022) showed that using DClaaS to train ML models, increases the accuracy
of the latter.

Federated learning usually uses multi-party computation methods to further secure privacy by preventing
untrusted curators from having access to data from data providers contributing to the training procedure (Xu et
al., 2022). However, attackers are still able to learn model parameters that a party has updated. The latter is
addressed in the state-of-the art works (Xu et al., 2022) and (Chamikara et al., 2021), where a scalable federated
learning framework named DeTrust-FL and DISTPAB, a privacy-preserved distributed perturbation framework
are proposed, respectively. DISTPAB (DISTributed Privacy-preserving Approach for distriButed ML)
(Chamikara et al., 2021) uses a data perturbation method that is employed locally at each data owner’s device,
before these data are shared for federated learning. Perturbation parameters are exchanged between the
decentralized parties and the central device and the perturbation is realized upon the globally optimal parameters,
thereby preserving privacy, model accuracy and global utility. The global perturbation parameters are generated
by the central entity, rendering decentralized devices only responsible for perturbation computation and, thus,
enhancing computational resource usage. A more sophisticated approach consists of DeTrust-FL, which
introduces a decentralized trust consensus scheme, where every party is given the ability to decide and express
opinions over the aggregated training of an ML model, which also exposes whether this party is benign or an
attacker. Decentralized functional encryption ensures that all parties must be in agreeance (trust each other) before
decryption keys are produced collaboratively. By using a decryption key, the aggregator can only have access to
the training results of the aggregated model, hence the model updates that each party induces remain concealed in
a safe way. All the above increase the control, security, and efficiency of the aggregation procedure in a federated
learning scenario, while minimizing communication barriers. Similar to LATENT (Arachchige et al., 2020),
DeTrust-FL does not require a trusted curator/aggregator but rather transfers the privacy obligation to the
decentralized parties.

Another work from Google Research team is Tensorflow Federated (Google, 2019), which enables ML
researchers and engineers to incorporate and experiment with federated learning techniques on their models and
data. Just as in Tensorflow Privacy, it is a Tensorflow-based open-source framework for training machine learning
neural networks, whereas the training is realised using data distributed in data owners’ local systems.

4.3.5 Homomorphic encryption

Homomorphic encryption (HE) is a cryptographic scheme that allows calculations over encrypted data without
the need to decrypt that data. In this public form of encryption, the outputs of the calculations are the encrypted
version of outputs that the original data would generate under the same computations (Xu et al., 2021). In case an
arbitrary number of operations are allowed to be applied on encrypted data, then fully homomorphic encryption
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is supported (Gilad-Bachrach et al., 2016). Renowned PPML models that utilize fully homomorphic encryption
methods are CryptoNet (Gilad-Bachrach et al., 2016), CryptoDL (Hesamifard et al., 2017) and SEAL.ion (Elsloo
et al., 2019). In (Gilad-Bachrach et al., 2016) a technique to transform previously-trained ML models belonging
to a server, into neural networks called CryptoNets, is presented. CryptoNets have the ability to produce encrypted
predictions based on encrypted data using homomorphic encryption, thereby, enabling data owners to provide
their data in encrypted form on the server, and receive encrypted results from the inference of the CryptoNet. The
server does not have access to the decryption keys, meaning that only the data owner can decrypt both the original
data and the encrypted predictions that the CryptoNet has generated, which prevents any leakage of sensitive
information. Also, CryptoNets perform computations as low-degree polynomial functions (i.e., low-degree
polynomial activation and loss functions result in less additions and multiplications in back-propagation) on the
encrypted data, which renders them fast (~60.000 predictions/h) and highly accurate (~99% accuracy on MNIST
[LeCun and Cortes, 2010]), tackling the problem of inefficiency that homomorphic encryption entails. It is worth
mentioning that later on, in [Chou et al., 2018], researchers increased the speed of CryptoNets, introducing Faster
CryptoNets, by pruning network parameters to significantly reduce the number of multiplications computed by
the model, resulting in accelerated inference. Quantization mechanisms were also applied to the polynomial
approximations of activation functions in order to create sparse representations throughout the deep learning
model, and hence, to further improve performance and minimize computational complexity (Chou et al., 2018].
A work inspired by CryptoNets is SEALion (Elsloo et al., 2019), which is a framework that allows ML inference
on encrypted data, containing a layer based on Tensorflow (Abadi et al., 2016b) and Microsoft’s SEAL library
(Laine & Player, 2016) along with a Keras-oriented (Chollet, 2015) one. The first layer is responsible for the
evaluation of multivariate polynomial functions on batches of encrypted data, while the second one connects the
use of the first layer with the training and prediction of deep learning models. To leverage computational times
induced by homomorphic encryption, SEALion uses a method to sparsify activation functions, similar to Faster
CryptoNets. Furthermore, owners with small datasets can use SEALion for encrypted transfer learning in ML
servers, were variational auto-encoders (Kingma & Welling, 2013) are utilized to produce encrypted
representations that only the data owner can decrypt, i.e., securing the privacy of initial data. CryptoDL
(Hesamifard et al., 2017) consists of another homomorphic encryption method that applies deep neural networks,
especially CNNs, on encrypted data, again allowing data owners to keep their data private. Similarly to
CryptoNets, CryptoDL focuses also in addressing the inefficiency issue of homomorphic encryption approaches
by developing techniques to replace activation functions such as ReLU, Tanh etc., with their lowest degree
polynomial approximations (i.e., functions with only additions and multiplications). Consequently, these
approximation polynomials are used as activation functions to train various CNNs architectures, resulting in >99%
accuracy on MNIST dataset and ~164.000 predictions/h surpassing CryptoNets (Gilad-Bachrach et al., 2016)
implementation.

On the contrary to the above tools, which focus on few-layer ML architectures and tend to replace common
activation functions with simple arithmetic functions (i.e., polynomial), in (Lee et al., 2022) a novel framework
that is able to transform more complex deep learning models (e.g., CNNs like ResNet-20) into models that can
handle homomorphically encrypted data, is introduced. In this work, activation functions like ReLU and Softmax,
are not replaced, rather than approximated, enabling the use of standard activation functions in PPML with
homomorphic encryption. Also, bootstrapping is used in the homomorphic encryption scheme, which allows the
integration of a large number of layers (i.e., many homomorphic operations) for a neural network applied on
encrypted data to improve model accuracy and performance.

More recent works on homomorphic encryption consist (Benamira et al., 2023) and (Stoian et al., 2023), that
develop deep neural networks that support Torus Fully Homomorphic Encryption (TFHE), which is a
generalization and improvement of fully homomorphic encryption that enables the usage of boolean circuits of
arbitrary depth consisting of binary gates, over encrypted data, without hindering data privacy (Chillotti et al.,
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2020). More specifically, TFHE utilizes a gate-by-gate bootstrapping, which does not pose any constraints on the
configuration or number of gates on the circuit, and as a result allowing the realization of any kind of calculation
over encrypted data (Chillotti et al., 2020). The work in (Stoian et al., 2023) shares the same goal as the one
in (Lee etal., 2022), meaning constructing deep neural networks for encrypted inference with an arbitrary number
of layers/neurons and any kind of activation functions, but the former uses more advanced TFHE bootstrapping
and quantization techniques. Also, by training a deep learning model with quantization constraints, exact
computation in TFHE is assured, i.e., the processed values are not corrupted by the noise that the encryption
induces, maintaining the accuracy of the model when producing encrypted inference (Stoian et al., 2023). As for
the work in (Benamira et al., 2023) an extension to the implementation of deep learning models with TFHE is
presented, where Truth-Table deep convolutional neural networks (CNNs that can be converted into truth tables)
are used to employ TFHE on both image and tabular data. This framework called TT-TFHE also minimizes
memory usage on commonly used datasets like MNIST.

4.3.6  Comparison

In the previous section we reviewed Privacy Preserving ML tools and frameworks that can be used to develop
machine learning models, which have the capability to preserve the confidentiality of data used for their training.
In the following Table 9 we present an overview of a total of 22 PPML tools, which aids us in comparing them in
terms of methodology and performance. Before proceeding we would like to define MNIST (LeCun and Cortes,
2010) and CIFAR-10 (Krizhevsky et al., 2009) datasets, which are usually used to train deep neural networks for
image classification and recognition tasks. MNIST is a collection of 60.000 images depicting hand-written digits,
where each pixel in an image corresponds to an integer in the interval [0, 255]. CIFAR-10 is a benchmark dataset
consisting of 60.000 coloured images depicting animals, means of transport etc., categorized equally in 10 classes.
The latter dataset is more complex; hence models perform worse as seen in Table 9.

Anonymization is considered one of the most simple techniques in PPML, since it directly affects the dataset by
eliminating identifiable feature values. Differential privacy steps up the game of privacy by perturbing data using
additive noise randomization techniques. Even though differential privacy is the basis of PPML, it can lead to loss
of model utility such as reduced accuracy according to (Xu et al., 2021). The local differential private method that
LATENT offers, not only presents a more secure tool compared to global approaches, but also improves deep
learning model utility as deduced through experiments on well-known image datasets like MNIST using CNN
models. LATENT has the best performance with ~96% on MNIST and ~91% on CIFAR-10 among differential
privacy methods.

In contrast to anonymization and differential privacy methods, where an attacker can still infer sensitive
information from de-anonymization attacks, encryption methods such as homomorphic encryption, allows ML
models to be employed over data concealed by cryptographic systems, which only data owners can decrypt.
Moreover, the former methods are bound to aggravate inference as stated in (Xu et al., 2021), compared with
homomorphically encrypted neural networks that are designed to generate predictions that are the encrypted
version of the output that would be produced when the same calculations are performed on the original data. This
is also apparent from Table 9, where frameworks from (Gilad-Bachrach et al., 2016, Chou et al., 2018, Elsloo et
al., 2019) and (Benamira et al., 2023), present a significantly better testing accuracy on MNIST dataset compared
to anonymization and differential privacy tools, while (Hesamifard et al., 2017) has the best performance on both
MNIST and CIFAR-10.

Collaborative ML methods like multi-party computation and federated learning also pose as promising PPML
techniques. Communication and computation overhead that multi-party computation entails, is a problem that all
such works reviewed in section 4.3 are addressing. CrypTen is standing out since it exploits GPU capabilities to
minimize computational complexity, uses advanced communication protocols to reduce communication
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overhead, while performing with great accuracy (~98%) on MNIST. As for federated learning, it is susceptible to
privacy leakages due to model gradients computed amidst the training process (Xu et al., 2021). Therefore,
perturbation (Chamikara et al., 2021) and encryption methods (Xu et al., 2022) may be applied locally to further
secure the privacy of client data before being used for ML training and, thus, proceed with sharing model
parameters from which an attacker cannot infer sensitive information.

As a final remark, usually PPML tools combine more than one privacy-preserving methodologies such as multi-
party computation for federated learning (Kanavagelu et al., 2020, Byrd and Polychroniadou, 2021), multi-party
computation protocols incorporating cryptographic systems (Ma et al., 2018, Li et al., 2021) and so on, to achieve
maximum data confidentiality. Furthermore, frameworks that support the implementation of various privacy-
preserving approaches for deep learning, like differential privacy, multi-party computation and federated learning
(Ryffel et al., 2018, Ziller et al., 2021) using renown ML tools like Pytorch, can also be found in the literature.

It is worth noting that in Table 8 we observe that GRACE, Holistic Al Audits, Holistic Al Risk Mitigation
Roadmaps, Holistic Al Governance, Risk and Compliance Platform, Naaia, Zupervise, Digital Trust Label,
OneTrust Al Governance, Al Trust Standard & Label and KomplyAi present privacy preserving capabilities as
well. However, it is unclear from their distributor website whether they use ML techniques to evaluate Al
frameworks or whether they incorporate PPML methodologies like differential privacy, federated learning etc.,
and they also focus more on governance, compliance and risk management, hence, were classified as such.

4.3.7 Conclusions

Compared to the tools for compliance, governance, risk management and trustworthiness presented in section 4.2,
most of the reviewed PPML tools were developed by the scientific community and as a result they are mostly
open-source or benchmarked on widely used datasets (e.g., CIFAR10, MNIST). PPML algorithms are classified
according to the technique they use to maintain the privacy of sensitive data in Al systems; most common privacy
preserved methods are anonymization, differential privacy, federated learning, multi-party computation and
homomorphic encryption or techniques that consist of any combination of the former.

Each method has its own advantages and disadvantages with anonymization being the easiest to implement, yet
the most vulnerable one, since it simply requires the removal of sensitive information from a dataset before being
used by an Al platform. Differential learning includes data perturbation by using additive noise randomization
techniques, which renders it a more robust technique, yet it suffers from loss of model utility (e.g., reduced
accuracy). To address the latter, LATENT offers a local differential private solution that improves deep learning
model utility, and, as presented in Table 9 performs better compared with other differential privacy frameworks.

On the other hand, homomorphic encryption increases the safety of a dataset by encrypting it, tackling attacks that
the former two methods are susceptible to (e.g., de-anonymization attacks). Moreover, PPML based on
homomorphic encryption such as the ones in works (Hesamifard et al., 2017, Elsloo et al., 2019, Benamira et al.,
2023) are more accurate compared to anonymization and differentially private approaches, when benchmarked
on both MNIST and CIFAR-10 datasets.

Multi-party computation and federated learning constitute collaborative ML techniques, where contributors to an
Al system are able to compute a function while locally maintaining the privacy of their data. Multi-party
computation method causes heavy communication and computation overhead, which many works in this field like
CrypTen (Knott et al., 2021) address, while federated learning’s vulnerability is privacy leakages, which can be
prevented using local perturbation (Chamikara et al., 2021) and encryption methods (Xu et al., 2022). Overall,
one can use any of the above PPML techniques, or a combination of them, to develop machine learning models,
which have the ability to maintain the preferable level of privacy for their training data.
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Table 9: Overview of PPML tools and comparison in terms of methodology and performance
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4.4 Overview of real-world applications of XAl

In this chapter the results of the activities of T1.5 are presented with the aim to understand the emerging and vital
technology of the eXplainable Artificial Intelligence (XAI) and its development as a built-in feature with Al. First
a definition of the XAl operational framework is presented to better understand the methods, techniques and
requirements which constitute this technology. Each XAl tool is associated with a particular Al model to
comprehend their provided results. The main models associated are presented in section 4.4.3 to identify when
their use can be beneficial or even necessary when designing a civic participatory platform. Then a list of the
available XAl tools is presented for the built-in features that involved partners have identified throughout the
course of the task, especially for the Al tools used in e-democracy platforms that have been described in
Deliverable 1.1 (Panou et al., 2023) Last, a review of the utility and the lessons learned by the use of these tools
is presented which is of particular interest for the design of ITHACA platform.

4.4.1 XAl operational framework

Explainable Al (XAI) refers to a set of techniques, approaches and processes in Al that aim to make the decision-
making processes of these Al systems more transparent, understandable and interpretable to humans and thus
assist the collaboration between Al systems and humans. The main goal of these tools is to provide insights into
why a particular Al model made a specific prediction or decision, allowing in such a way to understand the
system’s functionality, improve it and to be trusted by the end user and the involved stakeholders. Such add-ons
play a significant role in the responsible development and deployment of Al techniques. Three main reasons make
XAl very important when considered for the participation in democratic processes:

e  Safety - In some cases, Al systems may be making decisions that could have a negative impact on human
safety. XAl can help to identify and mitigate these risks. This includes the protection of the personal data
and the safeguarding of the right to record data regarding the information that reflects the legitimate will of
the users.

e  Fairness - Al systems can also be biased, which can lead to unfair treatment of certain groups of people.
XAl can help to identify and address these biases.

e  Transparency - Al systems should be transparent so that humans can understand how they work and make
decisions. This is important for building trust and accountability.

The typical framework processes of XAl should be such to ensure the above points. Firstly, the needs of the users
are essential to be identified on the bases of the explanations the system should provide. Then the selected XAl
techniques should address those specific needs and implement the provided solution in a way that is efficient and
scalable. This may involve developing custom software or integrating with existing XAl tools and services.

Another objective of XAl is evaluation. This involved assessing whether the explanations are accurate,
understandable and useful to the users.

442  Associated AI models

Artificial Intelligence refers to the creation of computer systems that demand the intervention of a human. Main
mechanism behind the process is the recognition of data patterns and making rational predictions based on those
patterns. There are several Al models which can be clustered in the more generic framework as supervised,
unsupervised, reinforcement and deep learning models. A more specific characterisation can be made based on
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the Al models used which are evident in the e-democracy platforms and have been reviewed in T1.5. These are
the following:

Interpretable Machine Learning Models (e.g., Molnar, 2020): Using machine learning models that
inherently provide more interpretable results, such as decision trees, random forests, or linear regression.
These models are easier to understand and can be used to analyse and predict various aspects of democratic
processes.

Local Explanations (e.g., Ribeiro et al., 2016): Tools like LIME (Local Interpretable Model-Agnostic
Explanations) or SHAP (SHapley Additive exPlanations) can provide explanations at the individual
prediction level. For democratic processes, this could involve explaining specific decisions, such as voter
eligibility determinations or campaign donation predictions.

Global interpretability (e.g., Hastie et al., 2019): This technique explains the decision of a machine learning
model for a set of input instances. It can be done by providing a summary of the model's predictions, or by
explaining how the model's parameters affect its predictions.

The main difference between the two latter is that global interpretability provides an explanation based on a

holistic view on a model’s features and components and how these cooperate seemingly (also examines the
complexity of the involved components), while a local explanation examines the individual predictions made to
explain why the model provided the particular prediction and if it’s appropriate.

Counterfactual explanations (e.g., Wachter et al., 2018): This technique explains the decision of a machine
learning model by showing how the output would have changed if the input had been different. This can be
helpful for understanding why the model made a particular decision, and for identifying cases where the
model is making biased or unfair decisions.

Ethical Al Auditing (e.g., Miiller, 2020): XAl tools that help audit Al systems for biases and fairness can
be critical in ensuring that democratic processes are not affected by discriminatory algorithms. Tools like
IBM's Al Fairness 360 can be adapted for this purpose.

Transparency Dashboards (e.g., Samek et al., 2019): Building dashboards that provide real-time insights
into how Al algorithms are being used in democratic processes. These dashboards can include visualizations
and explanations for the decisions made by Al systems in areas like voter registration or election forecasting.

Natural Language Explanations (e.g., Dhurandhar et al., 2018): Developing Al systems that can provide
human-readable explanations in natural language. For instance, chatbots or virtual assistants could explain
the reasoning behind certain policy recommendations or answer questions about election procedures. Alibi
Explain is one such tool with an open-source Python library aimed at machine learning model inspection
and interpretation.

Public Accessibility: This is a broad term type of model openly available for public use, models designed
to enhance accessibility for people with disabilities, or models focused on making Al technology more
inclusive. Ensuring that XAl tools are accessible to the public, election officials, and relevant stakeholders.
This could involve creating user-friendly interfaces and documentation that make it easy for non-technical
users to understand and interact with Al-driven democratic tools.

Data Auditing (e.g., Selbst et al., 2019): Tools that help verify the integrity of election data and detect
anomalies or potential interference. Auditing Al models for data quality and potential manipulation is crucial
in ensuring the accuracy and fairness of democratic processes.
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e  Adversarial Testing (e.g., Goodfellow et al., 2015): Employing XAl techniques that simulate adversarial
attacks to assess the resilience of digital tools used in democratic processes. This can help identify
vulnerabilities and strengthen security.

e  Policy Analysis (e.g., Thierer et al., 2017): Using XAl to analyse the impact of different policies and
proposed legislation. XAl tools can help explain the potential consequences of policy decisions, making it
easier for lawmakers and citizens to understand the implications.

e  Secure and Private Al (e.g., Al-Rubale & Chang, 2019): Ensuring that Al used in democratic processes
incorporates privacy-preserving techniques, such as federated learning or differential privacy, to protect
sensitive information while still providing valuable insights.

4.4.3  Tools and initiatives that employ various aspects of XAl in the context of democratic processes

Below, a list of several Al platforms that have been identified throughout the T1.5 context can be found, which
utilize various aspects of Explainable Al tools. These examples are important to be recorded as best and most
innovative practices in XAl implementation, specifically for e-democracy processes and also as the most advanced
in terms of technology, validation and provided safety and transparency.

o Electoral Integrity Watch:

This platform uses Al to monitor elections for signs of fraud or irregularities. It does this by collecting data from
a variety of sources, including social media, news reports, and official election results. The platform also uses
XAl techniques to explain the decisions made by its Al models, so that users can understand how the models are
making predictions and identify any potential biases (Krimmer et al., 2022).

o XAl4Democracy:

This project is developing XAl techniques that can be used to explain the decisions made by Al-powered e-
democracy tools. This is important for ensuring that these tools are transparent and accountable. The project has
developed a number of XAl techniques, including:

e SHAP values: This technique calculates the contribution of each feature to the output of a machine
learning model. This can be helpful for understanding how each feature affects the model's predictions.

e LIME: This technique generates a local explanation for a machine learning model by perturbing the input
and observing how the model's predictions change. This can be helpful for understanding how the model
is making decisions for individual input instances.

e Counterfactual explanations: This technique explains the decision of a machine learning model by
showing how the output would have changed if the input had been different. This can be helpful for
understanding why the model made a particular decision, and for identifying cases where the model is
making biased or unfair decisions.

e Civic AlI*Z

This platform uses Al to help citizens make informed decisions about public policy. It does this by providing
access to data and analytics, as well as by helping citizens to understand the implications of different policy
options. Civic Al is also developing XAl techniques to explain the decisions made by its Al models.

%2 https://ecas.org/next-level-participation-citizen-driven-e-democracy-tools/

104


https://ecas.org/next-level-participation-citizen-driven-e-democracy-tools/

ITHACA

D1.3

Trustworthy Al compliance practices, assessment and conceptualization

e MySociety®:
This organization develops open-source tools that help citizens to participate in democracy. One of their tools,

called ‘Democracy Club’, uses Al to help citizens find and contact their elected representatives. Democracy Club
is also exploring ways to use XAl to explain the decisions made by its Al models.

e AlExplainer3:

This tool is developed by Google Al. It can be used to explain the decisions made by a variety of machine learning
models, including those used in e-democracy applications.

e SHAPIley®

This tool is developed by IBM Research. It can also be used to explain the decisions made by machine learning
models (see also Lundberg & Lee, 2017).

e LIME®®:

LIME is a popular XAl method that provides local, interpretable explanations for individual predictions made by
any machine learning model. LIME was introduced in 2016 (Ribeiro et al., 2016) and works by creating a simpler,
interpretable model that approximates the behavior of the complex model.

e FairVote®:

This organization is working to make elections fairer and more equitable. that advocates for electoral reform with
the goal of ensuring that every vote count and every voice is heard in elections. The organization focuses on
advancing ranked choice voting (RCV) and other forms of proportional representation as alternatives to traditional
plurality-based electoral systems.

e The Algorithmic Justice League®:

This organization is working to promote transparency and accountability in the use of algorithms. They are using
XAl to explain the decisions made by algorithms that are used in e-democracy applications.

e The Center for Applied Rationality®®:

This organization is working to promote the use of evidence-based decision-making. They are using XAl to help
people understand the decisions made by Al systems. CFAR is an organization that focuses on teaching decision-
making skills, rationality, and cognitive improvement.

e The Alan Turing Institute*:

This institute is working to advance research in artificial intelligence. They are developing XAl techniques that
can be used to explain the decisions made by Al systems in a variety of applications, including e-democracy. Is
involved in a wide range of research activities, including those related to XAl, such as LIME, SHAP,
Counterfactual Explanations, etc.

33 https://www.mysociety.org/

34 https://www.veed.io/tools/ai-avatar/ai-explainer-video

35 https://christophm.github.io/interpretable-ml-book/shapley.html
% hitps://arxiv.org/abs/1602.04938

% https://fairvote.org/

% https://www.ajl.org/

39 https://www.rationality.org/

40 https://www.turing.ac.uk/
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4.4.4  Clustering of XAl tools/techniques

By a further examination and analysis of the above tools, the XAl can be reviewed based on the main auditing
objective and the Al ultimate purpose that can be used.

Al-powered chatbots: These chatbots can be used to answer citizens' questions about government services,
provide information about political candidates, or help citizens to participate in online consultations. XAl
techniques can be used to explain the decisions made by these chatbots, so that citizens can understand how
they are being served.

Al-powered recommender systems: These systems can be used to recommend political news articles,
candidates, or policies to citizens. XAl techniques can be used to explain the recommendations made by these
systems, so that citizens can understand why they are being shown certain content.

Al-powered voting systems: These systems can be used to make voting more accessible and secure. XAl
techniques can be used to explain the decisions made by these systems, so that citizens can have confidence
in the results of elections. Al-powered voting systems can be designed to support and enhance different stages
of the electoral process. As an example, voter registration systems can assist in managing voter registration
databases efficiently and provide verification of voter eligibility, identification of potential duplicate
registrations, and maintenance of accurate voter rolls. Security and fraud detection systems are used for
monitoring and detecting irregularities. They can identify suspicious patterns, anomalies, or cybersecurity
threats to ensure the integrity of the election process.

Al-powered public deliberation tools: These tools can be used to help citizens to discuss and debate political
issues. XAl techniques can be used to explain the results of these discussions, so that citizens can understand
how their views are being represented.

Al-powered budget planning tools: These tools can be used to help citizens to understand how their taxes
are being spent. XAl techniques can be used to explain the decisions made by these tools, so that citizens can
understand how their budget is being allocated.

Al-powered policy evaluation tools: These tools can be used to assess the impact of government policies.
XAl techniques can be used to explain the results of these evaluations, so that citizens can understand how
their policies are affecting them.

Al-powered election monitoring tools: These tools can be used to detect and prevent electoral fraud. XAl
techniques can be used to explain the decisions made by these tools, so that citizens can have confidence in
the integrity of elections.

Al-powered public engagement tools: These tools can be used to help citizens to participate in the
democratic process. XAl techniques can be used to explain the results of these engagements, so that citizens
can understand how their voices are being heard.

Al-powered legislative analysis tools: These tools can be used to help citizens to understand the impact of
new legislation. XAl techniques can be used to explain the results of these analyses, so that citizens can
understand how their laws are affecting them.

Al-powered political campaign tools: These tools can be used to help political campaigns to target their
messages and outreach efforts. XAl techniques can be used to explain the decisions made by these tools, so
that campaigns can be more effective in reaching their target audiences.

Al-powered public policy design tools: These tools can be used to help governments to design policies that
are more effective and efficient. XAl techniques can be used to explain the decisions made by these tools, so
that governments can make better decisions about how to allocate resources.

Al-powered social impact assessment tools: These tools can be used to assess the impact of Al on society.
XAl techniques can be used to explain the results of these assessments, so that we can better understand the
potential risks and benefits of Al.
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445 Impact of Generative Al

An analysis (Sun et al., 2022) performed to understand what types of explainability needs had the participants for
GenAl, which followed the definitions of user questions in XAl Question Bank (Liao et al., 2020) and
“intelligibility types” (Brian & Dey, 2010), proposed four types of XAI features to elicit ideation from
participants:

e Al documentation

e Uncertainty indicator

e Attention visualizer and
e Social Transparency

The above points are linked with enhanced trust and understanding, making sure that the results align more closely
with user expectations and improved model development by breaking down the complex operations for generating
specific outputs using the above features. If generative Al systems produce undesirable or unexpected outputs,
explainability tools can help pinpoint why this happens. Uncertainty in Al systems stems from noise, biases,
randomness and inherent complexity of the world and models trained on such data inherit these uncertainties,
struggling with generalising or failing to summarise an accurate depiction. Especially models, such as deep
learning, can be non-linear, making it challenging to pinpoint the precise reasoning behind a prediction. By tracing
the model’s decision-making process, developers can more effectively debug and correct these errors. As
regulations around Al become stricter (EU Al Act), explainability helps in meeting compliance requirements by
providing clear outputs for generative Al which can adhere to ethical standards and legal guidelines. Uncertainty
in Al models can be depicted in an explanation using different approaches to analyse and assess it. These include
the following (Chiaburu et al., 2024):

1. Perturbed Input - includes Pixel Flipping model
2. Stochastic Explainers - includes Model Interpretation under Uncertainty (CXPlain), BayesLIME, Testing
with Concept Activation Vectors (TCAV), Concept-based Prototypical Nearest Neighbors (CoProNN)

Explainability can also aid in training generative models. For example, new class of Generative Adversarial
Networks (GAN) models, improved with XAlI, are used to provide a “richer” form of corrective feedback from
discriminators to generators regarding the Deep Neural Networks (DNNSs; see for example Nagisetty et al., 2020).
Deep neural networks are particularly well suited for the purpose of data generation such as human language or
spatial data such as images.

Attention maps serve as a visual representation of how the model allocates focus across different parts of the input.
Self-attention mechanism progressively learns between relationships of data input, using higher attention weights
to indicate a greater focus on specific patches. These mechanisms compute a weighted sum of values through
three learnable matrices (Query, Key and Value) by which the attention scores are computed and capturing long-
range dependencies. If this approach is applied to the transformers, initially developed for text processing and are
central to State-of-the-Art NLP neural networks, training of such models will be faster, much optimised, but above
all greatly enhance transparency and interpretability. The latter can be materialised by integrating methodologies
of attention mechanisms such as the Convolutional Neural Networks (CNNs) for image-based tasks and Recurrent
Neural Networks (RNNs), particularly those with Long Short-Term Memory (LSTM) units for NLP (Kotipalli,
2024).
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The social aspect and social transparency

Recent developments in Al have granted these models the capability to perform not only analytic procedures for
the creation of content but also probabilistic, which may result in creative or even artistic generative Al elements.
While considering the new agentic IT supported by LLM (Park et al., 2023), the sense of superiority of humans
needs to be reconsidered and how we conceive the relationship between human and artificial intelligence.
Ultimately, this requires Al models to structure, explain, guide and constrain the different capabilities.

A concept of delegation (Baird & Maruping, 2021) has been discussed on the focus of interaction between humans
and Al, to create a hierarchy for decision-making. This intends to impose a delegation pattern in the subsequent
process of Al model to discriminate outputs which can be suggestive or that follow a co-creation pattern. This
should be a particular point of interest for the explainability models, as these interactions may produce hybrid
intelligence by leveraging qualities of both humans and Al. It should be clear what constitutes a “collective
intelligence” and human-Al interaction models and patterns should be necessary to explain and guide the
behaviour of humans without interfering to their own decision-making in the participatory processes.

446  Conclusions

XAl is a promising new field of research with the potential to make Al systems more transparent, trustworthy,
beneficial and are essential for building trust in Al systems. As Al systems become increasingly complex and
opaque, XAl can help to build trust in Al systems by providing users with insights into the reasoning behind Al
decisions. Those tools can assist in improving the decision-making by understanding how Al systems work, and
communicate this information to people, who in turn, can better evaluate and make decisions based on Al
recommendations. XAl can also help to identify and mitigate biases in Al systems, which can improve the overall
quality of an Al decision, especially important in democratic processes. On the other positive side, XAl can
accelerate the development of new Al applications, by making them more transparent and easier to understand,
not only for the users but for developers also. XAl can also help to identify and mitigate potential risks associated
with Al systems, which can make it safer to deploy Al systems in real-world applications. Overall, XAl is a
valuable tool to improve Al systems and as XAl techniques continue to develop, we can expect to see even more
innovative and beneficial applications of XAl emerge.

There are a number of lessons that have been learned from the use of XAl in practice. Some of these lessons are
not always evident in the existing tools or the extent to which these lessons are evident may vary. Some aspects
where existing XAl tools may not fully align with the following lessons learned include trade-offs between
accuracy and interpretability in which the “perfect” balance between them is inherently challenging and some
highly accurate models may sacrifice interpretability. In addition, some tools may lack a user-centric analysis.
While they may provide insights into a model behaviour, the presentation and delivery of these may not always
be optimised for end-users. Last, XAl tools may not explicitly address all ethical considerations related to
transparency, fairness and accountability and inadvertent biases may compromise the handling of ethical issues.

e XAl is not a single-for-all solution. Different users may require different types of explanations and different
applications have different requirements for explainability. It is important to choose the right XAl techniques
for the specific needs of the users and the application.

e Generating explanations for complex Al models can be computationally expensive. This is a challenge that
needs to be addressed in order to make XAl more widely accessible.

e XAl can help to identify biases in Al systems. This is an important application of XAl, as it can help to build
trust in Al systems and ensure that they are used fairly.
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e XAl may be proven important in the support for compliance with regulations and standards. Especially in
industries with regulatory requirements (e.g., finance, healthcare), interpretable models can help meet
compliance standards by providing auditable and transparent decision-making processes.

e Can enhance user trust and adoption by promoting transparent models. Users, whether they are professionals,
end-users, or decision-makers, are more likely to trust and adopt Al systems when they can understand the
reasoning behind the model's decisions. Clear explanations contribute to the successful deployment of Al
applications.

o XAl is still under development and has great prospects as it is a relatively new field of research, with much
work to be done to improve the effectiveness, efficiency, and scalability. In the end, continuous monitoring is
necessary for evolving models as data evolve and explanations need to be updated. Continuous monitoring
ensures that interpretability methods remain relevant and accurate over time.

On the other hand, additional lessons learned from the use of XAl include cautions and limitations, which are
better to be taken into account, rather than over-estimating the potential of these tools. XAl cannot solve all of the
problems associated with Al. For example, XAl cannot explain why an Al system was created or who is
responsible for its decisions and this is where the legal framework should provide coverage. It is important to
integrate XAl from the beginning into the Al development process and not after. This will ensure that the Al
system is explainable and that the explanations are useful to the users. Last, the process and actions of XAl tools
need to be disseminated to the users. Without this, the extensive use of Al may be compromised by the lack of
confidence and hence prevent developers from further spending their time and resources on the development of
this field (Al), which is an essential requirement for the greater participation of the citizens, especially in
democratic processes.
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5 Al metrics on trustworthiness and ethics

The utilization of metrics to assess the trustworthiness of Al systems is necessary in a wide range of applications,
including healthcare, finance, and transportation. The increasing reliance on Al systems has raised many concerns
about their trustworthiness, which is essential for Al systems to be widely adopted and used safely. Metrics can
play a vital role in assessing the trustworthiness of Al systems due to them being quantifiable measures of the
performance or characteristics of the system.

Through the correct use of metrics, the following benefits can be achieved:

e Increased Transparency: By measuring and reporting on key metrics, developers and users of Al systems
can better understand how the systems work and how they are performing, thus making them more transparent.

o Improved Accountability: By tracking and reporting on key metrics, developers and users of Al systems can
be held accountable for the performance of their systems. This accountability is important to ensure that Al
systems are used responsibly, ethically and that can be held accountable for their decisions.

e Better Decision-Making: Metrics can also help users to make better decisions about how to use Al systems.
By understanding the strengths and weaknesses of Al systems, users can make more informed decisions about
when and how to rely on them. This can help to reduce the risks associated with the use of Al systems.

Moreover, the following significant risks can be avoided:
e Opaque decision-making

e Gender-based or other kinds of discrimination

e Intrusion of private lives

e Criminal use

It is also recognized that unifying metrics and declarative objectives are essential in order to allow for a more
uniform evaluation of Al systems on the extent to which an Al system is suitable for working with specific classes
of human operators (Srivastava, 2021).

While the proposed guidelines for ethical and trustworthy Al are numerous Fjeld et al. (2020), Akbarighatar et al.
(2023), the different metrics used across current literature to assess trustworthiness are divided as follows:

e Performance: Measures how well an Al system performs its intended task. For example, the accuracy of a
medical diagnosis system can be measured by comparing its predictions to the diagnoses of human experts.

e Fairness: Measures how impartial an Al system is. For example, the fairness of a facial recognition system
can be measured by looking at how well it performs on individuals of minority groups.

e Privacy & Data Governance: Measures how resistant an Al system is to attacks with the goal of obtaining
personal data, or data that can identify one or multiple users of the system. For example, the security of a
financial trading system can be measured by looking at how difficult it is for an attacker to manipulate its
outputs.

e Robustness: Measures how well an Al system performs in the face of unexpected inputs or changes in its
environment. Furthermore, these metrics assess how resistant the system is to attacks that attempt to falsify or
manipulate its results (Buzhinsky et al., 2020; Su et al., 2019; J. Xu et al., 2021). For example, a robustness
metric for a self-driving car could be the percentage of time that it is able to safely avoid obstacles, even in
difficult driving conditions.

e Transparency & Explainability: Measures how well an Al system can explain its predictions to humans i.e.,
how intuitive, stable, consistent the given explanations are, as well as how close the given explanation is to
the real performance of the Al system (Coroama & Groza, 2022; Rosenfeld, 2021). For example, the
explainability of a medical diagnosis system can be measured by looking at how well it can explain the factors
that contributed to its diagnosis.
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The OECD provides additional categories such as Human wellbeing and Accountability however, they are in
general considered as subcategories of Fairness (Human wellbeing) and Explainability (Accountability) with few
works regarding them as separate categories (Busuioc, 2021; Larsson & Heintz, 2020; Novelli et al., 2023; Schiff
et al., 2020) and no metrics provided for either case.

Google defines four aspects of responsible Al, omitting performance (Responsible Al Toolkit | TensorFlow, n.d.),
however it can be argued that this is always a requirement of Al systems.

5.1 Performance

Performance metrics in Al systems are quantitative measures that assess the accuracy, efficiency, and
generalization capabilities of a model. They are used to compare different models, track the progress of a model
during training, and identify areas where a model can be improved.

There are a wide variety of performance metrics used in Al, depending on the specific task that the model is
designed to perform. For example, common metrics for classification tasks include accuracy, precision, recall,
and the F1 score which considers precision and recall. Common metrics for regression tasks include mean squared
error (MSE) and mean absolute error (MAE).

In addition to these general metrics, there are also more specialized metrics that are used for specific Al
applications. For example, in natural language processing (NLP), common metrics include BLEU score and
ROUGE score. In computer vision, common metrics include mean average precision (mAP) and intersection over
union (loU).

It is also important to note that no single performance metric is perfect. All metrics have their own strengths and
weaknesses. Therefore, it is often best to use a combination of metrics to get a complete picture of a model's
performance.

Since there are many different tasks where machine learning models are employed, as well as different data and
application specific requirements, a plethora of metrics have been employed over the last years where Al has
confronted many problems with resounding success. In this section, the most widely used metrics are described
and analysed.

Metrics that have very specific use-cases, such as audio denoising, image generation etc. can provide exceptional
results in such scenarios, however in this section only metrics that have general enough applicability have been
included.

The following accuracy metrics are usually applied in classification problems:

Accuracy: Ratio of the number of correct predictions to the total number of input samples.

¢ Precision: Proportion of positive identifications that were correct.

o Recall: Proportion of correctly identified positives.

e Specificity: Proportion of correctly identified negatives.

e F1 — Score: Harmonic mean of Precision and Recall. Should not be used when comparing problems with
different class ratios.

e Average Precision: Equivalent to the area under the precision-recall curve ‘AUPRC’.

e Cross Entropy: Measures the difference between two probability distributions for a given random variable or
set of events.

e Categorical Cross Entropy: A Cross entropy that is preceded by a Softmax activation.

e Expected Calibration Error: Weighted average over the absolute accuracy/confidence difference.
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e Maximum Calibration Error: For safety critical applications, take the maximum accuracy/confidence
difference.

e Root Mean Square Calibration Error: Root mean square over the absolute accuracy/confidence difference.

e Determination Coefficient R?: Measures how well the observed outcomes are replicated by the model.

o Correlation Coefficient R: Linear correlation between predictions and ground truth datasets.

In addition to that, the following error metrics are usually applied in regression problems:

e Mean Absolute Error: Measure of errors between paired observations expressing the same phenomenon.

e Mean Absolute Percentage Error: Most often used in forecasting, expresses accuracy as a ratio.

e Mean Squared Error (MSE): Incorporates both the variance as well as the bias of the estimator.

e Mean Squared Logarithmic Error: Measures the ratio between the actual and predicted values.

e Root Mean Squared Error: Same advantages as MSE but easier to interpret since units are not squared.

¢ Mean Relative Absolute Error: Simple and easy to understand, however has major drawbacks in practice
(see Tofallis, 2014).

e Geometric Mean Absolute Error: Sensitive to extreme values, but not as much as MSE.

e Logarithm of the hyperbolic cosine: Especially useful in training variational autoencoders.

e Cosine similarity: Determines how similar two vectors are with each other.

o Minkowski Distance: Generalization of the Euklidian Distance.

Some of the metrics mentioned in this section are often in tension, meaning that improving e.g., the precision
typically reduces recall and vice versa. In the appendix, the above-mentioned accuracy metrics as well as their
formulas are provided in Table 14 (see section 8.3, p. 176) and the error metrics and their formulas are provided
in Table 15 (see section 8.3, p. 177).

5.2 Fairness

Fairness in machine learning refers to the various attempts at correcting algorithmic bias in automated decision
processes based on machine learning models. Decisions made by computers after a machine-learning process may
be considered unfair if they were based on variables considered sensitive. Examples of these kinds of variables
include gender, ethnicity, sexual orientation, disability and more. As it is the case with many ethical concepts,
definitions of fairness and bias are always controversial. In general, fairness and bias are considered relevant when
the decision process impacts people's lives. In machine learning, the problem of algorithmic bias is well known
and well-studied. Outcomes may be skewed by a range of factors and thus might be considered unfair with respect
to certain groups or individuals. An example would be the way social media sites deliver personalized news to
consumers.

Globally, many nations are taking steps to regulate Al and overcome fairness concerns that may arise from its
use:

e The A.l. Act proposed by the EU states that unfair bias must be avoided, as it could have multiple negative
implications, from the marginalization of vulnerable groups, to the exacerbation of prejudice and
discrimination. Fostering diversity, Al systems should be accessible to all, regardless of any disability, and
involve relevant stakeholders throughout their entire life circle.
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o Fair Credit Reporting Act (FCRA) and Equal Credit Opportunity Act (ECOA) regulate the use of Al in credit
scoring, prohibiting discrimination based on race, colour, religion, national origin, sex, marital status, age, or
because a person receives public assistance.

e The U.S. Federal Trade Commission (FTC) has also warned companies against selling racially biased
algorithms or using them in ways that might violate the law.

This is important because Al systems are increasingly being used to make decisions that have a significant impact
on people's lives, such as who gets a loan, who gets hired for a job, or who gets recommended for a promotion. If
Al systems are biased, they can lead to unfair and harmful outcomes for certain groups of people. This trend is
that algorithm designers and users have a growing set of fairness measures to choose from. However, this choice
comes with the challenge of identifying how the different fairness measures relate to one another, as well as the
extent to which they are compatible or mutually exclusive (Garg et al., 2020).

There are several different ways that bias can creep into Al systems. One common way is through the data that is
used to train the system. If the training data is biased, the system will learn to make biased decisions. For example,
if a system is trained on data that shows that women are less likely to be successful in certain roles, the system
may be more likely to recommend men for those roles.

Another way that bias can creep into Al systems is through the algorithms that are used to train the system. Some
algorithms are more susceptible to bias than others. For example, algorithms that are based on historical data may
perpetuate existing biases in society.

This section focuses on the fairness of algorithms and specifically on the most common metrics that can be used
to assess how fair such systems are.

There are several fairness metrics:

e Equalized Odds and Equality of Opportunity (Feldman et al., 2015; Hellman, 2019): A predictor satisfies
equalized odds if both the true positive rate (TPR) and (separately) the false positive rate (FPR) are the same
across groups.

e Overall accuracy requirement (Berk et al., 2021): Equal accuracy across groups.

e Statistical Parity (Chouldechova, 2017; Verma & Rubin, 2018): Checks if groups belong to the positive class
at the same rate (positive class means objectively positive outcome e.g., salary increase).

e Predictive Parity (Chouldechova, 2017; MacCarthy, 2018; Verma & Rubin, 2018): Satisfied when positive
predictive value (PPV) is the same for both groups.

e Overall Predictive Parity (Berk et al., 2021; Mayson, 2018): Requires Predictive Parity to also fulfil negative
predictive value (NPV) criterion.

e Calibration (Chouldechova, 2017; Corbett-Davies et al., 2017): An algorithm is calibrated if for all scores’ s,
the individuals who have the same score have the same probability of belonging to the positive class, regardless
of group membership. Generalization of predictive parity.

e Balance for positive/negative class (Kleinberg et al., 2016): Fulfilled when the average score s for all
individuals is the same for all groups of interest. Similarly for negative classes. Generalization of equalized
odds (Pleiss et al., 2017).

e Treatment equality (Berk et al., 2021): Equal ratio of FN and FP.

e Fairness through unawareness (Kusner et al., 2017): Requires that no sensitive attributes are used in the
algorithm. Similar to Conditional Statistical Parity.

e Mutual Information (Kamishima et al., 2012): Reliance between sensitive features and the predicted
outcome.

The formulas of these fairness metrics can be found in Table 16 in the appendix (see section 8.3, p. 178).
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There is no single fairness metric that is perfect for all situations, as such the selected metric should be guided by
the specific task, and the available data while also keeping in mind the observability of each statistic (Garg et al.,
2020).

The list above provides metrics that are relatively strict since they require complete equality, which is an ideal
criterion that can rarely be fulfilled, if at all, since even rounding errors would disqualify the algorithm.
Furthermore, such formulations do not allow for comparison between approaches i.e., approach A is fairer with
respect to approach B. To alleviate these issues such metrics are often formulated as a between group/individual
difference/ratio with the requirement that it is smaller than a specified number ¢ that is arbitrarily small (see Table
16 in section 8.3, p. 178).

It is still unclear how such metrics should be weighed in order to determine whether an algorithm is truly fair.
Furthermore, fairness metrics provide different degrees of transparency (Pessach & Shmueli, 2022).

The general consensus is that fairness should be addressed and evaluated across the entire lifecycle of an Al
system or procedure (Bower et al., 2017; Dwork & llvento, 2018; Emelianov et al., 2019; Hu & Chen, 2018;
Madras et al., 2018).

5.2.1  Statistical Measures for Fairness

When defining fairness with statistical methods and using accuracy measures, as depicted in Table 14, one must
imagine a classification task where subjects are being predictively assigned by machine to one of two classes,
which are denoted as positive or negative. This prediction is being compared with the actual assignment, assigned
by humans. The statistical fairness measures draw different values and rates calculated through the comparison of
predictions and actual outcomes which can be depicted in a confusion matrix, see Table 10 (Verma & Rubin,
2018). A confusion matrix, often used for said classification tasks, consists of a table with predictions placed in
the rows and actual outcomes in the columns and four main components in the cells: True Positives (TP), False
Positives (FP), True Negatives (TN) and False Negatives (FN). The cells depict the cases predicted correctly or
incorrectly by the model. True Positives (TP) are instances which were predicted as positive and actually came
out as positive. False Positives (FP) were predicted as positive although they are actually negative. True Negatives
(TN) represent the number of instances correctly predicted as negative, while False Negatives (FN) represent
those instances that were falsely predicted to be negative. Through the true and false positives and negatives,
respectively, the values for positive and negative prediction (PPV/NPV) and rates for false discovery (FDR), false
omission (FOR), true positives (TPR) and false positives (FPR), false positives (FPR) and true negatives (TNR)
can be calculated (Verma & Rubin, 2018).

Through these rates and values, statistical parity in order to ensure group fairness is achieved when both protected
and unprotected groups are equally likely to be predicted positive/negative. The statistical parity can be extended
to yield conditional statistical parity, which introduces a set of legitimate factors, which should actually matter for
a decision. Conditional statistical parity is achieved when protected and unprotected groups are equally likely to
be predicted positive/negative, when the legitimate factors are considered. The central concept of the matrix is to
ensure equal opportunities for subjects to be selected for one group or another, regardless of the expression of a
characteristic that is irrelevant to the classification goal (Verma & Rubin, 2018).

Fairness definitions based on predicted and actual outcomes can be defined as either predictive parity
(Chouldechova, 2017), where the Positive predictive value (PPV) of a protected group does not differ from the
unprotected one, as false positive error rate balance (Chouldechova, 2017), where the groups have equal
probabilities to be incorrectly classified for a decision with a negative result, or as false negative error rate
balance, where equal probability for an actual positive classification when predicted negative, must be ensured.
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Here, the central concept is outcome similarity for different groups with equal actual outcomes (Verma & Rubin,
2018).

Additional calculations with further definitions, such as conditional use accuracy or overall accuracy equality or
treatment quality (Berk et al., 2017, as cited in Verma & Rubin, 2018), can be drawn from predictive and actual
values.

Table 10: Confusion matrix by Verma & Rubin (2018)

‘ Actual - Positive

Predicted - Positive

True Positive (TP) False Positive (FP)
Predicted - Positive PPV= TP/ TP+FP FDR=FP/TP+FP
TPR=TP/TP+FN FPR=FP/FP+TN
False Negative (FN) True Negative (TN)
Predicted - Negative FOR=FN/TN+FN NPV=TN/TN+FN
FNR=FN/TP+FN TNR=TN/TN+FP

While the statistical idea of defining fairness seems efficient, easy to visualize and calculate within four values, it
focuses on a specific sensitive attribute for which equality must be ensured, while neglecting all other attributes
that might hide unfair conditions (Verma & Rubin, 2018).

Similarity-based measures for fairness:

To cover the neglect of more than the one specific sensitive feature, similarity-based measures are established
with three definitions falling under this approach. First, causal discrimination defines a fair definition as one
where two subjects receive the classification when all of their additional attributes are identical (Galhotra et al.,
2017, as cited in Verma & Rubin, 2018). Second, Fairness through unawareness (Kusner et al., 2017) represents
the idea to disregard sensitive attributes for the classification decision in order to avoid that a classification is
trained with sensitive but for the decision process irrelevant features. Hence, the classifier is fair when individuals,
identical based on the regarded attributes, receive identical classification (as cited in Verma & Rubin, 2018).

Third, Fairness through awareness, described by Dwork et al. (2012), is an approach that also considers similar
classification for similar individuals as fair, but grounds on the distance metrics of outputs. Therefore, the distance
between the outcome distribution for two subjects should not differ or be smaller than the actual distance of the
two.

Causal Reasoning for fairness:

Lastly, the causal reasoning approach for machine learning models bases its fairness definition on the assumption
that attributes are related to their outcome through a set of structural equations. Through these equations, sensitive
feature characteristics effects can be measured and packaged into specific algorithms which do not allow
discrimination based on these characteristics beyond a certain degree (Verma & Rubin, 2018).

It is important to note again, that there is no one-size-fits all metric when it comes to fairness and that is why the
application of several metrics, and constant communication and collaboration with the major stakeholders for the
field of matter is a safe way to go (Mahoney et al., 2020).

Concerning post-hoc explanations of black-box machine models, Herm (2023) appeals to developers to carefully
select an appropriate type of explanation based on factors such as the model's performance, time constraints, and
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the specific requirements of the situation and notes that explanations often simplify the reasoning process of
machine learning models. Consequently, these explanations might not encompass all the factors contributing to a
decision, including biases, techniques that deceive the model, and legal complications such as those stemming
from GDPR regulations (Slack et al., 2021). Researchers thus stress the significance of favouring explainable
models once they achieve a satisfactory level of performance (Rudin, 2019; Herm, 2023).

When it comes to conversational systems, such as chatbots, which combine deep learning with natural language
processing, a recent review of Caldarini and colleagues (2022) detected that research on the ethical issues on
existing chatbot platforms is necessary. Precise and more in-depth explanations as well as the training data used
of most recent and popular chatbot technologies, namely those, that are exclusively based on the attention
mechanisms, called transformers, are lacking in literature. To ensure fairness however, these conversational deep
learning models have to be analysed and made transparent (Caldarini et al., 2022).

5.3 Transparency & Explainability

Both explainability and transparency are important for building trust in Al systems. When individuals, whether
they be users, developers or the individuals affected by the Al model’s decision (e.g., citizens), understand how
an Al system works and why it makes the decisions it does, they are more likely to trust it, as well as the decisions
made by it (see also Figure 10). This is especially important for high-stakes applications of Al, such as healthcare,
finance, and criminal justice.

ggg;;,:g; - Why did you do that?
Smill UG NT=E PY o - Why not something else?
I N - When do you succeed?
P - Function - When do you fail?
EIE%S%EE; * - When can | trust you?
B e PR D - How do | correct an error?
- | understand why
ﬂ - | understand why not
i o New : . > Ve - | know when you succeed
Training Deep Leaming Explainable Explainable = - I know when you fail
Data Process Model Interface ' | - 1 know when to trust you
Q /\W % | know when you erred

Figure 10: Explainable Al Visualization (image from medium.com*)

Despite the many benefits of explainable and transparent Al, there are also some challenges. One challenge is that
some Al models are very complex and difficult to explain. Another challenge is that there is no single definition
of what it means for an Al system to be explainable or transparent.

Furthermore, additional challenges emerge from a legal standpoint, where the protection of the developers’
intellectual property rights could conflict with the requirements for transparency and explainability.

Machine learning models like a decision tree and Bayesian network are easily interpreted by the realization of the
importance of each feature to the output, however more complex models containing significant non-linearities do

4 https://medium.com/@kaavya0309/exploring-the-power-of-explainable-ai-xai-in-the-era-of-artificial-intelligence-77¢528f630fh
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not provide any intuitive insight with respect to their internal mechanisms, and as a result they are often referred
to as ‘Black-Box Systems’ (Banerjee & Barnwal, 2023).

By not disclosing their internal designs and decision-making processes, the predictions of such systems are
especially hard to be justified to the end-users. The goal of Explainable Artificial Intelligence (XAl; see also
section 4.4) is to successfully communicate to its users why a decision was made, while also aiding the researchers
in retracing the functionality of the models with the goal of deducing the inference mechanism employed.

5.3.1 XAl Methods and Their Classifications

The more complex algorithms of an Al system become, the bigger becomes the problem of Explainability
(Castelvecchi, 2016). However, explainable Al systems (XAI) are necessary for trustworthy Al, as well as for
compliance with the European GDPR and the Al Act (Hamon et al., 2022).

The term Al system encompasses Machine Learning systems under these, in turn, deep learning systems fall.
Machine Learning models can be interpretable on the one hand, and non-interpretable on the other hand (Rudin,
2019). The interpretability is either due to simplicity, a small number of parameters, low complexity or a feasible
concept. Linear Regression and decision trees are examples for these models, which belong to the former, which
provide the feasible and reliable explanations before the output is at hand (Rudin, 2019). Contradictory, non-
interpretable models require a more effortful process of interpretation. In order to explain decisions made by non-
interpretable models, post-hoc techniques are employed. These techniques involve generating explanations after
the model has made its decisions (Hamon et al., 2022). Other common approaches for the more opaque models
are the construction of interpretable surrogate models, which are simpler models that approximate the behavior of
the non-interpretable model. the extraction of interpretable elements from various specific processing techniques
or the assessment of feature contribution in the decision making process in order to measure the impact from the
input data (Hamon et al., 2022).

In some cases, however, not all explanations are sufficiently providing protection aligned with GDPR article 22,
which considers automated decision making based on profiling and concerns the freedom rights of individuals
(Hamon et al., 2022). Therefore, for sensitive automated decision making areas, Hamon et al. (2021) propose
designing different forms of explanations with different characteristics at once, in order to follow EU data
protection guidelines for high risk Al applications. Such an approach should cope with variable conditions. One
condition concerns the moment when an explanation is given, which can be beforehand (ex ante) or after the
decision (ex post). The other condition has to be designed with regards to the recipients of the explanation, as the
explanation should meet their information needs, which will differ in terms of details and depth of information
whether it is a layman and end-user or a technical expert (Hamon et al., 2021).

Kaminski and Malgieri (2020) stress that the explanations should be seen more as a process of transparency which
is being adapted constantly and has multiple layers of explanations and justifications as a basis, instead of a static
statement. If the given explanation is still not sufficiently satisfying, further supporting tools, such as algorithm
test results of effects regarding fairness, laws and accuracy, or information about data protection impact
assessment (DPIA, see section 3.1 for details) on the system, should be used (Veale & Edwards, 2018). In addition,
explanations by humans can remedy in cases of difficult explainability (Hamon et al., 2021).

While this section mainly focuses on Al Metrics, it is also important to note some widely used methods used to
explain the inner workings of black-box models as well as their predictions, starting with their main classifications
according to (Vilone & Longo, 2020) as shown in Figure 11:
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XAl
Methods

Problem Type }

Implementation

Level }

Figure 11: Classification of XAl methods

e Applicability: A method can be either model specific i.e., restricted to specific models (Islam et al., 2021), or
model agnostic (Messalas et al., 2019).

e Implementation: Based on where exactly in the chain the implementation method is located at. Based on this
criterion methods can be divided into post-hoc, when the explanation comes after the fully trained model
(Adadi & Berrada, 2018; Islam et al., 2021; Linardatos et al., 2021) or ante-hoc approaches where the
explanation is given during the model training procedure (Holzinger et al., 2017, 2019).

e Explanation Level: Whether the results of the XAl method are to be analyzed by a machine (Angelov et al.,
2021) or by a human (Holzinger et al., 2019).

e Problem Type: Whether the problem to be solved is formulated as a classification problem or a regression
problem.

e Scope: An explanation can either describe the entirety of the model (Global explanation) or a part of it (Local
explanation) based on individual inputs (Adadi & Berrada, 2018; Doran et al., 2017; Doshi-Velez & Kim,
2017; Ras et al., 2018).

Some of the most prominent XAl evaluation frameworks include:

e LIME: Employs a so called ‘surrogate model’ to explain the decision of another ML model (see also section
4.4).

e Layer-Wise Relevance Propagation (LRP): Propagates a relevance score backward through the underlying
model to specify feature importance.

o DeepLIFT, Saliency Maps: By propagating the gradients through the network, Saliency Maps and DeepLIFT
build a heatmap as feature importance.

e SHAP (SHapley Additive exPlanations): Employs shapley values and game theory to find the best fitting
feature to gain the most for the prediction.

5.3.2  User Questionnaires

It is important to note that, as awareness for the human right for explainable Al arises, XAl methods will not
replace further legal and non-legal solutions. Working collaboratively with experts from diverse fields is still
required in order to ensure the protection of individuals’ data and fairness (Veale & Edwards, 2018). This
interdisciplinary approach also stresses the focus on the user's perspectives. As an example, Herm (2023) follows
a more user-centered approach of XAl and takes the cognitive load of users for diverse XAl explanation types
into account. Cognitive load, which focuses on human’s limited working memory capacity needed for information
processing, represents the amount of cognitive demand an individual has to expend for a specific task (Paas et al.,
2003). Herm (2023) investigated the mental efficiency of different explanation types, calculated through the
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cognitive load, the task performance and required time for solving a task for a XAl explanation. This user study
discovered that end-users differ significantly in their mental efficiency of different methods of Al explanations.
This implies that a more diverse method of XAl is required which takes the user’s prior knowledge as well as the
explanation’s complexity into account in order to match the mental processing capacities of users (Herm, 2023).
In line with this, Hoffman et al. (2018) presented a conceptual model of the XAl explaining process that enables
the user to form a mental model of the Al system and its tasks. This model is depicted in Figure 12.
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Figure 12: Conceptual XAl process model by Hoffman et al. (2018)

Another way of evaluation through asking users, is Proxy tasks (Doshi-Velez & Kim, 2017). This provides an
evaluation metric in which humans are supposed to understand the behaviour of an Al system by simulating it.
The first of these tasks is called ‘Forward simulation’ and assesses the extent to which humans can predict the
delivered output of an Al, knowing the input data and the explanation for the Al's behaviour. The second task is
the counterfactual simulation, which assesses as well the ability of users to use input data, the Al explanation and
the output in such a way that he or she can predict the output of the system when the input data changes. Despite
its use in many areas as an XAl method, Gentile and colleagues (2021) criticizes proxy tasks because they might
not be effective for human’s understanding when there is no realistic goal in the decision-making process. Thus,
the researchers call for quantitative assessment of the user’s prior knowledge when providing explainable Al
systems, as involving the user’s mental model of the system does not exclude lay humans and motivates them by
involving them as active parts instead of solely information consumers (Gentile et al., 2021).

5.3.3 XAl Metrics

According to (Vilone & Longo, 2020) there are two types of metrics when it comes to XAl. Specifically, there
are human-centred metrics that involve feedback from the users, who may either be domain experts or randomly
selected individuals. In addition, there also exist objective metrics, such as explanation completeness, rules
cardinality or perturbation metrics that are defined based on strict formulation. The following two lists give an
overview on subjective and objective XAl Metrics:
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Subjective XAl Metrics:

e Transparency (Tintarev & Masthoff, 2007): Describes how the system takes a certain decision.

e Scrutability (Tintarev & Masthoff, 2007): Ability of users to correct the system if its assumptions are wrong

e Trust (Tintarev & Masthoff, 2007): Measured through user questionnaires or metrics such as products sold in
recommendation systems.

o Effectiveness (Tintarev & Masthoff, 2007): Used in recommendation systems to discard unwanted options.

e Persuasiveness (Tintarev & Masthoff, 2007): Used in recommendation systems to convince the user to take
an action (e.g., buy a product) after receiving the explanations.

o Efficiency (Tintarev & Masthoff, 2007) Used in recommendation systems/conversational systems and can be
measured by counting the explanations needed.

e Satisfaction (Tintarev & Masthoff, 2007): Usefulness and ease of use; used in recommendation systems.

e Comprehensibility (Askira-Gelman, 1998): How much effort is required for humans to understand the
explanations.

o Explanation goodness (Hsiao et al., 2021): Used in psychology.

e Interactivity (Hsiao et al., 2021): Focuses on user experience.

Objective XAl Metrics:

o D (Rosenfeld, 2021): Performance change between black box model and the best observed transparent model.

e R (Rosenfeld, 2021): Quantifies explanations based on simplicity.

o F (Rosenfeld, 2021): Number of features used to create explanation.

e S (Rosenfeld, 2021): Ability to handle small perturbations.

o Completeness (Kulesza et al., 2013): The extent to which each component of an explanation is truthful.

¢ Soundness (Kulesza et al., 2013): The extent to which all the system is sufficiently described.

e Robustness (Alvarez-Melis & Jaakkola, 2018): Input perturbations that don’t change the prediction, should
not change the explanation.

e Mutual Information (Nguyen & Martinez, 2020): Monitors simplicity, broadness, and fidelity of feature
extractor.

e Non-sensitivity (Nguyen & Martinez, 2020): Non-sensitivity ensures that a method assigns zero-importance
only to features to which the model f is not functionally dependent on.

o Effective Complexity (Nguyen & Martinez, 2020): Evaluates accuracy gain against feature increase.

e Non-Representativeness (Nguyen & Martinez, 2020): Measure of explanation fidelity.

e Diversity (Nguyen & Martinez, 2020): Degree of explanation integration.

e Faithfulness (Liu et al., 2021): Compare which feature would have the most impact on the output when
individually changed.

e Monotonicity (Liu et al., 2021): Effect of feature changes as they are added sequentially.

e ROAR (Liuetal., 2021): Remove features and retrain model to measure feature impact.

e GT-Shapley (Liu et al., 2021): Correlate feature weights to ground-truth Shapley values thus taking into
account the improvement of a feature across all possible feature sets.

o Infidelity (Yeh et al., 2019): Compute effects of replacing feature with noisy conditional expectation.

5.4 Privacy

As Al systems become more powerful and sophisticated, they are able to analyse an astounding amount of data
for multiple people. This data can be used to make predictions about their behaviour, preferences and even
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emotions. While such information can be used to improve the performance of Al systems, its misuse can also be
used with the goal of manipulation or control. This creates the necessity for privacy metrics, to evaluate such risks
that come hand in hand with Al systems. Privacy metrics are quantitative measures that can be used to assess the
privacy protections an Al system provides its users.

While the terms Privacy, Data Protection and Governance have been defined and interpreted in several ways by
researchers from different communities, there exists no single common overarching concept (Meurisch &
Muhlh&user, 2021).

In the work of (Dwork et al., 2012) a discussion has been introduced where the relationship between privacy and
fairness is examined. It is noted that the research across both subjects is very closely related, since both privacy
and fairness can be enhanced by the obfuscation of sensitive information. Subsequently, a violation of privacy
can also lead to unfairness (Pessach & Shmueli, 2022).

Like all conditions that make for a trustworthy Al system, privacy as well begins with the data used to train an Al
model. It is imperative that such data has been sufficiently anonymized through various techniques employed
throughout the literature, and it has been noted that users always have to make a compromise between the
personalization of an Al service and their privacy.

Data protection or privacy enhancing technologies, have been divided into three categories by (Meurisch &
Muhlh&user, 2021), specifically:

1.  Protection at Management Level, defined as protection against unauthorized access when storing, retrieving,
or acting on user data.
Protection at the System Level, approaches that solve potential trust issues towards the underlying system.
Protection at the Al Level, enabling the protection of data against the providers (or malicious actors) at the
Al level, either by minimizing data needed for the system to operate, or by minimizing the data transmitted
to the end-user or saved at a local level.

This section focuses on metrics that evaluate approaches that attempt to enhance privacy at the Al level. All the
formulas for the metrics that will be mentioned in the following subsections are provided in the appendix (see
section 8.3). Table 17 in section 8.3 (p. 179) provides a unified notation for all the privacy metrics.

54.1  Uncertainty

Uncertainty metrics are mostly built upon information entropy (Shannon, 1948), assuming that an uncertain
adversary cannot breach the privacy of a user as well as a certain one.

The following uncertainty metrics are applied:

e Anonymity set size (Chaum, 1988): The set of users that the adversary cannot distinguish from an individual.

e Entropy (Serjantov & Danezis, 2003): The amount of additional information the adversary needs to identify
an individual. Strongly influenced by outliers, many distributions can yield the same value.

e Renyi entropy (ClauR & Schiffner, 2006): Generalization of Shannon Entropy quantifying the random
variable uncertainty.

e Max-Entropy (Hartley) (ClauBl & Schiffner, 2006): Renyi entropy for a = co.

e Min-Entropy (Claul & Schiffner, 2006): Renyi entropy for o = 0.

e Normalized entropy (Diaz et al., 2007): Normalized Renyi entropy so that the value doesn’t depend on
number of users.
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Degree of unlinkability (Agrawal & Aggarwal, 2001): Uncertainty of adversary about which items are
related.

Quantiles on entropy (ClauB & Schiffner, 2006): Entropy of a specific percentile of random variable X (a
discrete random variable that represents the adversary's estimated probabilities for each member of the
anonymity set) to avoid significant influence from outliers and privacy level overestimation.

Conditional entropy (Merugu & Ghosh, 2003): How much needs to be known about the output distribution
to estimate the input.

Inherent privacy (Agrawal & Aggarwal, 2001): Number of possible outcomes given the expected amount of
binary question an adversary has to answer.

Conditional privacy (Agrawal & Aggarwal, 2001): Similar to inherent privacy given a second random
variable Y (data observed by the adversary; may be obfuscated).

Cross-entropy (Merugu & Ghosh, 2003): Amount of information needed to identify an individual if data is
encoded in terms of the model’s distribution X, rather than the true distribution X* of (hidden) data.
Cumulative entropy (Shokri et al., 2010): How much entropy can be gathered from a series of independent
regions where nodes are close to each other (location privacy).

Protection level (Xu & Cai, 2009): Measures how protected a user’s location is based on the popularity of the
regions that are crossed.

Asymmetric entropy (Ayday et al., 2013a): Uses the probability of an adversary identifying a target without
taking into account individual member probabilities.

Genomic privacy (Ayday et al., 2013b): Genomic privacy assumes that the adversary has estimated
probabilities for all genetic variations V.

User-centric privacy (Freudiger et al., 2009): Assumes that the privacy of a user steadily decreases with time.

The formulas of these metrics are provided in the appendix in Table 18 (see section 8.3, p. 180).

5.4.2 Information Gain or Loss

Metrics in this category measure the amount of information an adversary can gain, with less information indicating
a higher privacy:

Amount of leaked information (Backstrom et al., 2007): Counts the number of compromised users in a
system.

Relative entropy (Deng et al., 2007): Also called Kullback-Leibler divergence, measures the distance between
two probability distributions.

Mutual Information (Lin et al., 2002): How much information is shared between the true distribution and the
adversary’s estimate.

Normalized mutual information (Humbert et al., 2013): Normalized mutual information using the entropy
of X* (the true distribution of hidden data) to enable comparisons between systems.

Conditional privacy loss (Agrawal & Aggarwal, 2001): Normalized mutual information using the conditional
privacy loss.

Conditional mutual information (Coble, 2008): Measures the amount of information gained when the
adversary has prior knowledge.

Loss of anonymity (Chatzikokolakis et al., 2008): Information that can be learned by observing model outputs
Maximum information leakage (du Pin Calmon & Fawaz, 2012): Information that can be learned by
observing a single model output.

System anonymity level (Gierlichs et al., 2008): The amount of additional information needed to reveal
relationship between two interacting users.

Information surprisal (Chen et al., 2013): How much information is contained in a specific outcome of a
random variable X.

Privacy score (Liu & Terzi, 2010): Measures a user’s privacy risk with respect to data sensitivity and
visibility.

Positive information disclosure (Miklau & Suciu, 2004): Measures how much the posterior probability
improves with new observations.

Increase in adversary's belief (Narayanan & Shmatikov, 2008): Measures increase in adversary’s prior and
posterior probabilities.
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e Reduction in observable features (McLaughlin et al., 2011): How many user/system transactions are
successfully hidden.

o Full/Partial disclosure (Kenthapadi et al., 2005): Whether a set of queries uniquely determines
sensitive/partially sensitive information.

The formulas of these metrics can be seen in the appendix in Table 19 (see section 8.3, p. 181).

5.4.3  Data Similarity

Data similarity metrics measure the properties of observable or published by an Al model data. They are most
commonly independent of the adversary with the privacy level derived from features of the disclosed data. The
following data similarity metrics are usually applied:

e k-anonymity (Sweeney, 2002): Similar to “size of anonymity set”, without considering the adversary.
Insufficient for high dimensional data.

o (a,k)-anonymity (Wong et al., 2006): Extension of k-anonymity by adding requirement of a specified
frequency o.

o |-diversity (Machanavajjhalaet al., 2007): Modified k-anonymity to bound the diversity of published sensitive
information.

e m-invariance (Xiao & Tao, 2007): Modified k-anonymity to allow for multiple releases of the same dataset
that may contain added, modified or deleted rows.

o t-closeness (Li et al., 2007): Modified k-anonymity to bound the distribution of sensitive values.

e (c,t)-isolation (Chawla et al., 2005): Extension of k-anonymity to consider an adversary, measuring how well
points in a database can be isolated.

¢ (Kk,e)-anonymity (Zhang et al., 2007): Modify k-anonymity to apply to numerical data as well.

e (g,m)-anonymity (Li et al., 2008): Addresses proximity attacks by bounding the probability of inferring the
value of a sensitive attribute.

o Multirelational k-anonymity (Nergiz et al., 2009): Modifies k-anonymity to apply to the record owner
instead of the record level, extending it to tables and relational databases.

e (X,)Y)-privacy (Wang & Fung, 2006): Modifies k-anonymity to bound the confidence with which sensitive
values can be inferred.

Their formulas can be found in the appendix in Table 20 (section 8.3, p. 182).

5.4.4  Indistinguishability

Indistinguishability metrics indicate whether the adversary can distinguish between two items of interest:

e Cryptographic game (Juels & Weis, 2009): If the adversary’s advantage is smaller than a specified number
the system is considered private.

o Differential privacy (Dwork, 2006): Differential privacy provides privacy guarantees if the allowed number
of queries is limited or only for a certain class of queries.

e Approximate differential privacy (Dwork et al., 2006): More relaxed differential privacy.

o Distributed differential privacy (Shi et al., 2011): Extends differential privacy to work in a distributed
system.

¢ Distributional privacy (Jelasity & Birman, 2014): Only the parameters governing the generation of data need
protection.

e d-yx-privacy (Chatzikokolakis et al., 2013): Generalization of differential privacy that uses distinguishability
metrics dy to characterize the distance between two datasets instead of the Hamming distance used in standard
differential privacy.

o Joint differential privacy (Kearns et al., 2014): Requires that the joint distribution on outputs given to other
players, is differentially private in the user’s input.

e Information privacy (du Pin Calmon & Fawaz, 2012): Captures the notion that the prior and posterior
probabilities of inferring sensitive data do not change significantly, given specific query outputs.
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The formulas of these metrics are presented in the appendix in Table 21 (section 8.3, p. 182).

5.4.5  Adversary’s Success Probability

Metrics based on the adversary’s success probability can be seen as general-purpose metrics that subsume many
other aspects of privacy. They depend strongly on the adversary model and on how exactly success is defined.
Here is a list of metrics based on the adversary’s success probability:

o Adversary’s success rate (Wright et al., 2003): Probability that the adversary is successful.

o Degrees of anonymity (Reiter & Rubin, 1998): Degree of anonymity depends on how likely the adversary’s
success is.

¢ Privacy breach level (Evfimievski et al., 2002): The probability that an item was contained in a transaction.

e (d,y)-privacy (Rastogi et al., 2007): An extension of the privacy breach level, introduces additional bounds
on the prior and posterior probabilities (d and vy, respectively) so that the ratio between posterior and prior
probability cannot drop by more than a factor of &/y.

e o-presence (Nergiz et al., 2007): Bounds the adversary’s probability of inferring that an individual is part of
some published data.

e Hiding property (Téth et al., 2004): The source (or destination) is assumed to be hidden if this probability is
smaller than a threshold.

Their formulas can be found in the appendix in Table 22 (section 8.3, p. 183).

5.4.6 Error

Error-based metrics quantify the error an adversary makes in creating his estimate:

o Adversary’s expected estimation error (Shokri et al., 2011): Measures the adversary’s correctness by
computing the expected distance between the true location and the estimated location using a distance metric
D (which is a database or database table).

e Expectation of distance error (Hoh & Gruteser, 2005): Measures the expected distance error of an adversary,
but over multiple timesteps T and location assignment hypotheses H.

e Mean squared error (Oya et al., 2014): As a privacy metric, the mean squared error describes the error
between observations by the adversary and the true outcome.

e Percentage incorrectly classified (Narayanan & Shmatikov, 2009): Measures the percentage of incorrectly
classified users or events within the set of all users or events.

Their formulas are presented in Table 23 in the appendix (see section 8.3, p. 183).

547 Time

Time-based metrics focus on time as a resource that the adversary needs to spend to compromise users’ privacy:

e Time until adversary’s success (Wright et al., 2002): General time-based metric measures the time until the
adversary’s success.

o Maximum tracking time (Sampigethaya et al., 2005): In location privacy, the adversary often aims to not
only break privacy at a single point in time, but to track a target’s location over time. The adversary’s tracking
ability is measured by the maximum tracking time, defined as the cumulative time that the size of the target’s
anonymity set remains 1.

e Mean time to confusion (Hoh et al., 2007): To avoid the maximum tracking time’s overestimation of privacy,
the mean time to confusion measures the time during which the adversary’s uncertainty stays below a
confusion threshold.

For the first of the list, there is no formular (since it is just a value), however, the formulas of the remaining two
metrics can be found in Table 24 in the appendix (see section 8.3, p.183).
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5.5 Robustness

Robustness is a key property of Al systems. A robust Al system is one that can perform well under a variety of
conditions, including when the input data is noisy, incomplete, or adversarial. Robustness is important for safety
and security reasons, as well as for ensuring that Al systems can be used in a wide range of real-world applications.

A fundamental aspect of interest associated with robustness is its evaluation, i.e., applying techniques,
benchmarks, and metrics to assess its degree empirically. Given the multifaceted nature of robustness, a wide
variety of approaches have been developed (Tocchetti et al., 2022).

The notion of robustness is mathematically formalized in (Bastani et al., 2017) via the notion of robustness
presented in (Goodfellow et al., 2015; Gu & Rigazio, 2015; Szegedy et al., 2014) as follows

p(f,x.) =inf {e 20| f is not(x.,€) — robust}

Where f is the system under study, x, is a perturbation imperceptible to humans and e is an arbitrarily small non-
negative number.

Most of the metrics used throughout the literature are based on adversarial attacks, with very few aiming at model-
agnostic (Weng et al., 2018) and attack-agnostic metrics:

e Empirical Robustness (Moosavi-Dezfooli et al., 2016): Measures the average minimum perturbation that
causes a misclassification. The robustness of a classifier is evaluated based on a specific attack on a test dataset.

e Loss Sensitivity (Arpit et al., 2017): Evaluates the sensitivity of a classifier model based on gradients. This
metric is based on the properties of the model rather than any specific attacks. It measures the perturbation by
making variations in the test data.

e Cross Lipschitz Extreme Value for nEtwork Robustness (CLEVER; Weng et al., 2018): The CLEVER
metric estimates the minimal perturbation c that is required to change the classification of an input.

e Average accuracy: Most straightforward and widely used, measures overall performance among testing
distributions, cannot describe volatility.

e Worst-case accuracy: Worst accuracy across testing distributions, reflecting the reliability of a system in
high-stakes applications.

e Standard deviation accuracy: Measures the variation in performance across different distributions,
indicating the stability and sensitivity of a system.

e P (Top-1change) (Azulay & Weiss, 2019): Probability of change in the networks top-1 prediction following
a one-pixel perturbation.

e Mean absolute change (Azulay & Weiss, 2019): Measures average absolute change in the probability
calculated by the network following a one-pixel perturbation for the top class

e Classification margin: Used to measure whether a node can be correctly classified

e Adversarial risk (Zhu et al., 2020): Measures the vulnerability of a given model under input perturbations on
the joint input space

o Adversarial gap (Zhu et al., 2020): Adversarial risk difference between model under study and a reference
model

e Attack success rate: Indicates the percentage of adversarial examples whose predicted labels are different
from their ground truths, or for adversarial examples the percentage of examples classified as the target class

e Distortion (Liu et al., 2017): Distortion between adversarial images and the original ones using [, and [,
norms.

o Transferability (Liu et al., 2017): Measures the non-targeted transferability by computing the percentage of
the adversarial examples generated for one model that can be classified correctly for the other.

o 1y (Yuetal., 2019): Given a feasible perturbation set, the maximum divergence between the original prediction
and the worst-case adversarial prediction could be used to denote the model’s vulnerability degree.

The formulas of these robustness metrics are provided in Table 25 in the appendix (see section 8.3, p. 184).
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5.6 Generative Al

The rapid advancement and widespread adoption of generative Al, particularly large language models (LLMs),
have ushered in a new era of possibilities across various domains. These models can generate human-like text,
images, music, and even code, revolutionising industries and creative processes. However, their increasing
capabilities have also raised concerns regarding their trustworthiness, including issues of bias, misinformation,
and potential misuse.

The evaluation of trustworthiness in GAI is a multifaceted challenge that requires a comprehensive approach. This
introduction explores the key dimensions of trustworthiness, including:

o Reliability: Can we consistently rely on the outputs of these models, or are they prone to errors,
inconsistencies, or hallucinations?

e Safety: Do these models pose any risks to individuals or society, such as generating harmful content or
being manipulated for malicious purposes?

e Fairness: Are these models biassed towards or against certain groups, and do they perpetuate existing
inequalities?

e Transparency: Can we understand and explain how these models arrive at their outputs, or are they
black boxes whose inner workings remain opaque?

e Accountability: Who is responsible when these models produce harmful or misleading content, and how
can we hold them accountable?

Addressing these questions requires a multidisciplinary effort involving researchers, developers, policymakers,
and the public (Lenat & Marcus, 2023; Kenthapadi et al. 2023; Zhu et al., 2023). By developing robust evaluation
frameworks and methodologies, we can better understand the strengths and limitations of generative Al, identify
potential risks, and establish guidelines for responsible development and deployment. In this section, the state-of-
the-art in the evaluation of trustworthiness when it comes to generative Al, through the examination of the latest
research, tools, and best practices is presented.

Although traditional metrics such as those mentioned in the previous subsections of Chapter 5, are often used for
the evaluation of GAI, new metrics, as well as procedures, that are designed for this specific use case have also
been proposed. A unified theoretical framework for the evaluation of trustworthiness, accountability, privacy and
explainability is proposed by (Li et al., 2023) across the entire lifecycle of the model, beginning from its training,
and spanning across its deployment.

A transfer learning approach, where an already trained generative model is trained again but with a curated,
unbiased dataset was proposed by (Teo et al., 2023b). This approach is very helpful, since it allows the use of the
big, widely available datasets, that commonly contain biased information, while simultaneously guaranteeing the
fairness of the resulting model. A procedure for generating unbiased datasets using Generative Adversarial
Networks (GANSs) was proposed by (Sattigeri et al., 2019), with this procedure addressing the fact that commonly,
algorithmic bias arises from the training datasets.

The fairness of Al Image generation models could be improved as suggested by (Tan et al., 2021), through an
interpretable baseline method, to balance the output facial attributes without retraining the model. This method
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shifts the interpretable distribution in the latent space for a more balanced image generation while also preserving
the sample diversity across important features such as race, gender etc. This approach was also tested on face
recognition systems like commercial face attribute classifiers with good results.

In terms of measuring the trustworthiness of a generative model, through the quantification of its performance in
terms of fairness (Teo et al., 2023a) suggest employing a novel framework that utilities a statistical model to
address significant classification errors, that would lead to a misjudgment of how fair the model under study is.

In the same train of thought, both Google and Microsoft, suggest evaluating the performance of generative models
on the tasks of Summarization, Question Answering, Tool use (function calling) and general text generation. It is
important to note, that these tasks are extremely difficult to quantify mathematically, as it cannot be said that there
is a single correct answer to every question, nor is there a single correct summary based on a larger text excerpt,
since this is a task that heavily depends upon the context which the question is asked. These conclusions indicate
the need for further research on the evaluation of Generative models, even though this is still a very active area of
research.
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Conceptualization and Conclusions

This chapter synthesizes the main findings, key messages, best-practices, metrics, functionalities and outcomes

of all Tasks in WP1 into a holistic concept for ITHACA. In short: it summarizes the ‘quintessence’ of WP1. It
mimics the structure of the previous chapters 2 to 5. This conceptualization builds a sound basis for the technical
developments in WP3 and the implementation of the pilot studies in WP4.

To

collect all the building blocks of this conceptualization from all partners involved in WP1, we defined 5

questions:

What are the ‘must-haves’, take-home and key messages for the ITHACA platform? In short: what is the

‘quintessence’ of our contribution, review and analysis?

. Which aspects, features, requirements, concepts do we as ITHACA project definitely need to include and

consider so that vulnerable and/or marginalized people can participate without discrimination towards
them?

Based on the State-of-the-Art (SoTA) described in the according chapter or section, what are the research
needs or problems and gaps to be solved by the ITHACA project)? In other words: What should be ITHACAs
contribution beyond the SOoTA?

And finally, the two questions (whereas at least one of them is mandatory):

How can these research needs identified above (see question I11) be addressed in WP4? What are initial
ideas and promising solutions?

If there are no promising solutions or first ideas yet available (see question IV), in which ITHACA Task /
WP should they be developed or elaborated?

In the following, the different topics, and themes that reflect the contents of the previous chapters 2 to 5 (as well
as of the Deliverables 1.1 and 1.2) are structured according to these 5 questions which allows us to synthesize all
building blocks of the conceptualization into a coherent form.

6.1 Social Context, participatory democracy and inclusion of vulnerable groups

ad 1. (‘must-haves’ and key messages for the ITHACA platform?)

The main aim of our approach described in chapter 2 was to take a ‘holistic perspective’ on the social contexts
in two pilot cities, Martin (SK) and Brasov (RO). With the term ‘holistic perspective’, we mean the
description of the cities and their residents not only by identifying and quantifying distinct groups and social
categories, ii) neither only by identifying and quantifying variables that describe individuals, groups and
communities, and iii) neither by relying solely on often used sociodemographic data (such as age, gender,
highest educational level, etc.) - we mean a balanced combination and synthesis of these three aspects,
together with qualitative insights from project partners from these two pilot cities.

Quite often, certain social groups and individuals are excluded from i) scientific research in general (e.g.,
due to biased or self-selective samples), ii) research projects in particular, iii) participatory and deliberative
democratic approaches and initiatives, iv) the development as co-designers and/or participants in user
requirement analyses of IT and Al algorithms, features, tools and platforms, v) contributors of training data
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when developing Al algorithms. The underlying premise of our approach is, that the inclusion of vulnerable
and marginalized individuals, groups and communities from a very early stage on and for different tasks
(such as co-design activities, collection of user requirements and feedbacks, etc.), the effects of these five
points - if not completely ruled out - could at least be reduced.

Another premise can be formulated as the rule-of-thumb: ‘If we ensure that it works for vulnerable and/or
marginalized individuals, it should also work for those who are not vulnerable and/or marginalized’.

The focus on vulnerable and/or marginalized individuals increases their ‘salience’ in the way of thinking of
the people that work on the platform development (either on a conceptual level or on the actual
programming). As an example (that might be rather trivial, however, just to explain the ‘salience’ principle):
When considering also end-users with visual impairments, one may ‘automatically’ also think about
requirements and functionalities such as text-to-speech and speech-to-text converter. l.e., requirements,
features, functionalities that take care of the needs of a wider range of individuals before even asking them
explicitly about their requirements, needs and wishes in the course of co-design processes and activities or
in the course of ‘traditional’ user requirement analysis.

The holistic perspectives are a sound foundation for 2 further activities / tasks associated to WP2 (and which
will be thus described in more detail in D2.1): i) the recruitment of ‘representatives’ (i.e., people from
associations, NGOs, parties, etc. that aim to support vulnerable and/or marginalized communities and
individuals) who might not necessarily be vulnerable and/or marginalized themselves and ii) the recruitment
of vulnerable and/or marginalized individuals themselves (e.g., for the Al Citizen Juries, for workshops, etc.).
The ‘representatives’ had an overview and broad knowledge about the requirements, needs and wishes of the
individuals they are aiming to support or they are dealing with in their daily work and supported us
concerning task (ii), i.e., the recruitment of vulnerable and/or marginalized individuals. In a nutshell: the

‘representatives’ served as effective multiplicators.

ad 1. (aspects, features, requirements to avoid discrimination and exclusion?)

See responses to question | above. The very goal of all activities and research whose results are described in
chapter 2 aims to include vulnerable and/or marginalized individuals in ITHACA.

To avoid discrimination or biases towards vulnerable and/or marginalized users of Al algorithms, features,
tools, applications, there are different approaches described in the literature: (i) ‘inclusion by design’, (ii)
inclusion by co-creation, or iii) increasing the ‘weights’ (of their comments, feedback, etc.) of
underrepresented groups in the training data. As mentioned above, ITHACA applies for sure (i) and (ii), i.e.,
we aim to avoid biases a priori by having vulnerable and marginalized groups and individuals in mind, and
by inviting them in the course of Citizen Juries.

Approach (iii) seems the most often used approach in commercial and non-commercial Al platforms and
could be applied in the ITHACA context, in addition to the above-mentioned approaches (i) and (ii).
However, this approach could be also criticized from an ethical point of view, since it reflects different
weights for different groups of people. First, this could be considered an unequal treatment - even if the goal
is to reach inclusion and equal outcomes, the main idea behind positive discrimination. Second, it would be
an external attribution of individuals to social groups, and not necessarily a self-attribution. Thus, one idea
would be to put different weights on the content (posts, comments, etc.) - based on if the content of these
contributions is inclusive and facilitating equality or not. In a nutshell: Not weighting people based on
(assumed / externally attributed) social categories but rather different weights based on the content.

It has also been shown that the design of forums, when well done, can help to decline such inequality patterns
of participation and influence (Dutwin, 2003, as cited in Karpowitz et al., 2009). Several experts elaborated
the advantages and disadvantages of homogenous and heterogenous groups in political discussions. While
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homogeneity has the potential of undermining deliberation, which leads to groupthink, bias and incomplete
decision making because of imbalanced alternatives, substantial findings in psychology indicate that
individuals with higher levels of education and social status tend to speak more frequently in deliberative
settings, which makes elites a lot more influential than citizens of the general public (Mendelber, 2002, as
cited in Karpowitz et al., 2009).

Mansbridge (1996) points out that the inclusion of the disempowered in such debates is sometimes not
sufficient, as the equality boost might need the protected individuals to meet and discuss among themselves.
Settings in their own interest groups or social organizations allow them to explore and test ideas against the
prevailing reality (as cited in Karpowitz et al., 2009). In contrast, the democracy theorist Cass Sunstein (2000)
describes the potential harm of social homogeneity for good deliberation, as group polarizations more
probably leads to extreme directions and increased alienation from the government and the individuals
outside the own group.

Important to note is that Karpowitz and colleagues (2009) do not define the disempowered exclusively to
identity questions, but as a broad attribute of individuals with particular issues, independent of specific
demographics. This approach is reflected in the selection of citizens that were invited to the citizens juries in
Martin and Brasov, as we did not solely focus on vulnerable groups but more on the intersection of vulnerable
criteria that might disempower individuals related to a particular issue.

To conclude, the constellation of both, homogenous groups and heterogeneous groups, have their advantages
and disadvantages and thus, enabling both opportunities might be the key. In practice, providing private chat
rooms as well as group chats allows users to get involved wherever they feel comfortable and safe at a given
time.

ad 111. (identified research needs and gaps?)

Up to date, there is no commonly accepted definition and/or applied operationalization w.r.t. vulnerability
and marginalization at a group and at the individual level. We think that we might be able to contribute to
this discourse by suggesting a synthesis and holistic perspective as described in response to question | above.
Also, we stress out the distinction between external- vs. self-attribution and favour the latter.

The majority of definitions of vulnerability and/or marginalization concern groups and communities, or
generally speaking, collective entities. This essentialist perspective could be enriched by a focus on
individuals.

The majority of operationalizations of vulnerability and/or marginalization are based on external attributions,
i.e., the association or attribution of an individual as a member of a certain collective entity has been usually
done by others, rather than by the individuals themselves (such as ethnicity, gender, etc.).

Another aspect is the context in which groups and/or individuals are labelled as vulnerable and/or
marginalized: in the context of participation in the democratic discourse, in the context of inclusion in
participatory (Al-supported) platforms as ITHACA will be, in the context of hearing their wishes and needs
as user requirements, etc. We aim to cover these different contexts.

An open research question seems to be, that even if all three above mentioned approaches to ensure inclusion
and equality are applied (i.e., (i) ‘inclusion by design’, (ii) inclusion by co-creation, or iii) different
‘weights’), what could be additional factors in the course of the usage of the platform, i.e., in the long-term,
that reduces inclusion and equality? For example, what are the effects of anonymization or
pseudonymization, of avatars, what are the most predictive linguistic clues that would enable to associate
individuals to social groups, etc. and how to avoid that such associations / differentiations (that are necessary
but not sufficient for discrimination) can be made by others. As an example, consider a comment from
someone you do not know with a lot of typos and/or grammatical errors. You may infer (based on
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stereotypical thinking) some additional information about the person who has written the comment and these
inferences / assumptions may lead to (positive or negative) discrimination. In such a case, would an ‘auto-
correction’ feature be ‘empowering’ (for the person who writes a comment) and avoiding discrimination
towards this person? Or are there some non-intended side effects?

ad IV. (how to address identified research needs and gaps in WP4?)

With regard to the questions on self- vs external attribution of variables that constitute vulnerability and/or
marginalization, on which variables play a major role on perceived vulnerability in different contexts, etc.,
on the internalization (self-fulfilling prophecy) of external attributions, etc., all of these questions are
important in fields like sociology, social psychology, philosophy, political sciences, etc. and might be out of
scope in the context of the ITHACA project. However, taking into account that there are no ‘one-fits-all’
answers or models anyway (that apply for all individuals and all contexts), ITHACA could ensure the
necessary degrees of freedom so that the users can decide by themselves on how they define themselves and
what kind of data / variables they want to share with others in the platform (see also PIMS in section 6.3.4).
The provision of a range of possibilities and options should be accompanied by the provision of a transparent
and easily understandable list of expected impacts (including the potentially negative ones) and objectives
to be pursued. This should enable lay people and potentially vulnerable individuals to best assess the
alternative settings and configurations and empower them to make an informed decision. A range of different
configurations, together with some explicit assessments of the users perceived trust, satisfaction with the
interactions at the platform, perceived ‘empowerment’ and participatory self-efficacy, etc. could allow for
explorative analysis (inspired by existing meta-analysis methods) on which ‘variables’ and constellations
have the highest predictive power (or highest impact).

However, in a more controlled (experimental) setting we could empirically investigate some of the research
questions and hypotheses with users in the course of WP4, such as: Does anonymization, pseudonymization
(as well as suggested features such as auto-correction), avatars, or the usage of clear names lead to more /
less fairness, accountability, self-efficacy, empowerment (safe-space), enjoyment in interacting with others,
factual discussion, compliance with netiquette, etc.

Identifying the most relevant variables that contribute to the users perceived trust, enjoyment, interest,
motivation, self-efficacy, number of contributions and interactions with others, etc. would be essential
because of two reasons: (i) It would enable us, to further build on the facilitators and to overcome the barriers
(by improvement of features or even the exclusion of features that turn out to be barriers), and (ii) to ensure
a transition from ‘external motivation’ (due to expense allowance, badges, points, etc.) to ‘internal
motivation’ of the users (due to the empowerment that their voices are heard, that their contributions,
thoughts, ideas and efforts have actually an impact, i.e., in short: increased self-efficacy).

Overarching research topics concern the themes filter bubbles, polarization, self-reinforcing processes, etc.
and how to overcome / reduce or minimize such phenomena. ITHACA does neither aim nor need to compete
with commercial applications or platforms that rely on (and make use of) research outcomes of attention
economy. The goal of ITHACA is to foster (satisfying) participation in the (local) political discourse and
elaboration of solutions and recommendations by the wisdom of the crowd and collective intelligence and
creativity, rather than the goal that users spend as much as time as possible with the platform. This enables
us to try out different recommenders and algorithms that aim to foster an interesting and engaging discourse
rather than highly emotional and confrontative interactions.

ad V. (in which ITHACA Task / WP should the identified research needs and gaps be addressed?)

N/A
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6.2 Legal and Ethical Frameworks

6.2.1  Legal Frameworks and Policies

ad |. (‘must-haves’ and key messages for the ITHACA platform?)

Privacy by Design and Default: Embedding privacy considerations into the platform's development (Privacy
by Design) and ensuring that the highest level of privacy is the default setting (Privacy by Default) will build
user trust and comply with privacy regulations.

Transparency in Data Processing Activities: Providing clear, transparent communication about data

processing activities builds user trust, and ensures platform’s compliance with GDPR requirements.
Transparency in Automated Decision-Making: Providing clear explanations of automated decisions ensures
user understanding, aligns with GDPR requirements, and fosters accountability, reinforcing the platform's
commitment to ethical Al practices.

Data Minimization and Purpose Limitation: Collecting and processing only the necessary data for a specific
purpose enhances user privacy, reduces risks, and demonstrates a responsible approach to data handling.
Security Measures and Encryption: Robust security measures, including encryption, protect user data from
unauthorized access, contributing to the platform's reliability and compliance with data protection standards
Explicit consent: Online platforms must obtain the consent of users before they can use cookies and similar
tracking technologies. This consent must be clear, specific, and unambiguous. A cookies policy, aligned with
prevailing privacy laws (E-Privacy directive and GDPR), will be established and enforced. Additionally,
compliant cookies consent banner will be implemented on the platform.

Human oversight: Ensuring human oversight in Al systems addresses the complexity and potential errors in
Al decision-making, aligning the technology with human values and safe, responsible usage.

Transparency, Explainability and Fairness: During the conformity assessment (WP5), it's crucial to

demonstrate adherence to the Al Act’s principles, ensuring that the Al model avoids features that could
categorize it as having an unacceptable risk, such as social scoring.

Avoidance of Unacceptable Risk Al Features: It's essential to ensure that the Al model avoids incorporating
features that could categorize it as prohibited under Al Act, such as functionalities enabling social scoring.
This vigilance is necessary to mitigate unacceptable risks and align with ethical Al practices.

Regular Compliance Audits and Updates: Conducting regular audits and updates for compliance with
evolving legal and ethical standards ensures the platform remains current and trustworthy

Depending on the functionalities of the ITHACA Platform, additional obligations may apply. For details see also
the table at the end of section 3.1.

ad I1. (aspects, features, requirements to avoid discrimination and exclusion?)

N/A

[The GDPR (General Data Protection Regulation) mandates, under Article 5, the lawful and fair processing of
personal data, which encompasses various requirements including non-discrimination in data processing.
Similarly, in the context of the Al Act, it is imperative to ensure that Al systems do not make decisions in a
discriminatory manner. This aligns with the Al Act's focus on ethical principles, particularly in preventing bias
and discrimination throughout the Al lifecycle, thereby upholding standards of fairness and non-discrimination
akin to those stipulated by the GDPR.]

ad Il1I. (identified research needs and gaps?)
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During the project's implementation, it is probable that the Al Act will have been enacted. Adhering to the Al
Act's legal requirements will present a considerable challenge.

Our primary focus should be on ensuring the transparency and explainability of the ITHACA Platform. These
aspects are not only crucial for aligning with the Al Act's obligations for trustworthy Al but are also
fundamental to meeting the GDPR's legal requirements, which emphasize transparency and accountability.

In the context of Task 5.1, we need to establish conformity assessment mechanisms that adhere to the principles
of Fairness, Security, and Privacy. These mechanisms and techniques will be essential in bridging the
compliance gaps with the requirements of both the Al Act and trustworthy Al.

ad IV. (how to address identified research needs and gaps in WP4?)

As described in 6.3.2.

ad V. (in which ITHACA Task / WP should the identified research needs and gaps be addressed?)

As described in 6.3.2.

6.2.2  Ethical Frameworks and Guidelines

ad 1. (‘must-haves’ and key messages for the ITHACA platform?)

e Avoiding the generation of new ethical guidelines and determining some of the gathered guidelines by
experts who argue independently of economic interest, such as selling an Al-based product.

o If it is necessary to generate or define new ethical guidelines, then clear and precise definitions of the
principles that leave no room for ambiguity and are not described based on subjective terms, such as
‘appropriate’ should be applied. Only when clearly defined, the operationalization and auditability, the
inclusiveness by design, or by co-design are even possible.

e The operationalization and auditability may differ depending on the perspective. So will the technical
operationalization of e.g., fairness or transparency significantly differ from the psychological
operationalization of these principles. It is therefore necessary to include perspectives from different fields
and especially the perspectives of those, who are affected most.

e The selection and discussion about ethical guidelines and its application should be carried out by different
stakeholders, especially including potential end-users, avoiding an experts-only discourse. In addition, the
diversity of contributors in the development and design process regarding gender, ethnicity, disability and
field of expertise constitutes a cornerstone for fair and diverse Al systems.

o For the application of existing guidelines, it is advisable to focus on rather less but for mutually exclusive
principles that are clearly defined and have consequences in case of non-compliance.

e A best-practice example regarding clear and mutually exclusive principles are the ‘Responsible Al
principles’ of Akbarighatar et al. (2023) presented in Table 4 in section 3.2.

o However, the principle selection of Akbarighatar and colleagues should be supplemented with the principle
of ‘auditability’. An audit refers to the independent evaluation of how compliant products and processes are
with the standards and regulations of relevance (IEEE Standard for Software Reviews and Audits, 2008).

e Similar to the importance of independent evaluation of the Al system’s compliance with ethical guidelines
is the acceptance and tolerance of incoming criticism and the protection of those who express criticism.

e The ‘Responsible Al principles’ of Akbarighatar et al. (2023) are based on justice as a fairness theory and
are structured in the shape of a pyramid, meaning that the principles below are prerequisites and thus,
necessary to be fulfilled in order to fulfil the principles above. Thus the ‘ground principles’, namely privacy
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and security, benevolence, Non-maleficence and safety and reliability can be seen as the most important,
followed by transparency, accountability, interpretability and explainability. The mentioned ones should
ensure liberty, while the principle inclusiveness, followed by fairness are located in the higher blocks of the
pyramid and should ensure equality (Akbarighatar et al., 2023).

Regarding accountability, a clear distribution of responsibility for each contribution until the deployment and
the use of an Al system must be determined. Liu and colleagues propose five roles for covering accountability
in each Al system’s part, namely the system designers, the decision makers, the system deployers, the system
auditors and the end-users (Liu et al., 2022).

Covering the auditability through determined roles of who is responsible for what avoids that technical
experts are fully liable for all potential damages as technical fixes with tools or checklists cannot solve
structural issues.

The comparison of the two excellent literature reviews by Hagendorff (2020 and 2024) allows at least the
identification of trends regarding the importance (based on the frequency of mentions in the analysed
publications and guidelines) of ethical and normative principles over the recent years, as the latter review
explicitly refers to GAIl and the former to Al in a more general sense. There are large overlaps between these
two lists of ethical principles per se, but some became ‘more prevalent, especially fairness and safety’ (p 4.).
And some are new additions, such as ‘jailbreaking, hallucination, alignment, harmful content, copyright,
models leaking private data, impacts on human creativity, and many more’ (p. 4).

The novel user interactions that result from GAI applications, are in line with the concept of ‘intent-based
outcome specification’ (Nielsen, 2023), where users specify their desired outcome without using specific
commands or details on how to achieve it. There are initial concerns (e.g., Ray, 2023), that the novel types
of user interactions resulting from the use of GAI (e.g., with LLM chatbots) can lead to cognitive biases,
such as authority bias, anthropomorphisation and over-trust (see new section 3.2.5).

ad 1. (aspects, features, requirements to avoid discrimination and exclusion?)

To start with, one of the probably most important aspects for inclusiveness in ITHACA is to follow Al
regulation obligations that prohibit social scoring and all scoring of individuals based on their personality,
ethnicity, and demographic variables.

Currently, ethical principles are formulated in specialist jargon, using complex terms and lack of simple
explanations or examples. VVulnerable group members that include persons with learning difficulties, persons
with low educational background and in the IT-context, persons with low digital literacy, will have
difficulties understanding those terms and descriptions and are consequently excluded from the discussion.
If the Al system’s life cycle should be inclusive, fair and non-discriminating then simple language, including
examples for advantages and disadvantages of Al must be implemented.

Another step towards an inclusive Al system is participatory work with stakeholder’s participation, meaning
the involvement of the public when establishing ethical frameworks is required instead of closed processes
of experts or institutions.

So far, the definitions (and particularly their operationalizations) of the ethical aspects are made by experts
and primarily considered as a technical characteristic (of the platform, of features and components thereof,
etc.). However, what seems to be missing is the perspective of users (particularly of vulnerable users) - what
is their concept / idea / definition of ‘trustworthy’, ‘accountability’, ‘reliable’, etc.? A ‘clear’, precise and
coherent definition / operationalization of ethical concepts / aspects / principles among the research or IT
community might be a sound starting point, however, the next (and probably more relevant) research
questions would be, (i) if users unambiguously comprehend these definitions, (ii) if users have the same
‘intuitive’ understanding of the terminology of the principles, i.e., if their associations when reading terms
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like ‘transparency’, ‘accountability’, ‘interpretability’, etc. are coherent or in line with the definitions. If not,
it may be reasonable to elaborate alternative terminologies and to ask users directly what terminology they
would use.

Compliance with the ethical principles on GAI that became more prevalent or are new (compared to Al in a
more general sense), such as fairness and safety, is ensured in the ITHACA project - among others - by the
tools developed in WP5 (i.e., Al Fairness, the Privacy Preserving Machine Learning tool and the Al
Cybersecurity tool) (see D5.1/ D5.3 ITHACA Conformity assessment mechanisms - report and D5.2 / D5.4
ITHACA Conformity assessment mechanisms - prototype).

The potential dangers of cognitive biases when engaging with GAI (such as chatbots) were also mentioned
and discussed during the workshops with various stakeholders (users, municipality workers and external
experts) as described in more detail in Chapter 5 of Deliverable 2.1 (e.g., Requirement #£_11 and #E_12 on
chatbots and properly disclaimers), whereby specific requirements to avoid these cognitive biases were
explicitly addressed in the use cases based on them (see Chapter 6 in Deliverable 2.1). Nevertheless, this
supplementary literature review also allowed to identify new, more structured proposals and frameworks,
such as the notion of functional safeguards (Abdelhalim et al., 2024), which are intended to ensure that users
can better assess the trustworthiness of GAl-generated outputs.

ad I11. (identified research needs and gaps?)

ITHACA'’s contribution beyond the State of the Art should at first concern the Al ethics implementation,
regarding the urgent need for concrete actions, clear consequences, robust mechanisms, practical guidance
and a distribution and diversification of the decision-making power.

Secondly, ITHACA approaches the interdisciplinarity that is required for a comprehensive ethical Al
framework, including the engagement of potential end-users and their societal context.

Addressing not only the ethical principles that are already overrepresented in existing guidelines because of
their easier formalization, but especially the underrepresented ones, such that deal with social or ecological
consequences.

One example, for a usually only on a superficial level addressed principle, is the environmental impact of Al
systems. Although environmental protection and wellbeing as an ethical Al principle is a very complex and
challenging topic, when considering the huge number of resources needed to train natural language
processing models (Liu et al., 2022). However, taking into account methods that help to reduce the
consumption of resources and energy of an Al system belong to ITHACA’s challenges and tasks.
Enhancing inclusiveness within ethical principles concerning the challenge of explainability involves
educating a diverse range of stakeholders in terms of AI’s usage, potentials, limitations and risks. This active
step has rather been neglected up to now and should now be pursued in ITHACA to broaden the Al ethics
discourse.

Participatory establishment of ethical frameworks include the prioritization of the Al system’s attributes.
Governmental, as well as non-governmental institutions and organizations are defining trustworthiness as
their highest priority for the attributes of an Al system. What users prioritize as the highest characteristics of
an Al system, however, is not up for debate. Not even the interpretation of trustworthiness in a user
perspective is being addressed.

Thus, one should question whether priorities, such as the trustworthiness of Al systems differ depending on
i) end-users’ and public’s perspective compared to the institutional and organization’s perspective, ii) the
context of Al’s deployment, iii) the aim of AI’s application or iv) the Al-based tools?

Remaining questions are still whether the trustworthiness as the highest goal of Al attributes in the
perspective of private companies, as well as of governmental and non-government bodies has a foundation
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in empirical models or proven theories or if it is only based on beliefs and assumptions or perhaps only a
result of wishful thinking. To conclude, the open question is, if the pursued aim of trustworthiness of Al
systems roots from scientific empirical studies or on normative ideal concepts?

From a psychological or social science perspective, a human-centred approach seems to be lacking: Is
trustworthiness actually of highest priority for users or could it be the case that users have a completely
different prioritization compared to experts and those who earn money with Al products? Are there different
user groups that have different priorities and what variables constitute these different user groups? Could it
be the case that the ethical principles are weighted differently with regards to their importance from users,
depending on the actual context? For example, could it be the case that 'trustworthiness' is considered as
important in case of recommendations but not in case of a sentiment analysis (or vice versa)? At the moment,
a ‘one-fits-all” approach seems to be favoured in the literature.

The ethicists Jobin, Ienca and Vayena (2019) conclude ‘that there is a substantive divergence in relation to
how these principles are interpreted; why they are deemed important; what issue, domain or actors they
pertain to; and how they should be implemented’ (p. 389).

As already mentioned in bullet points above, potential differences between technical aspects and users’
perceptions and evaluation need to be figured out in order to reach a consensus of trustworthy Al and ethical
principles and satisfy requirements of both perspectives.

Currently, the interpretation of a variety of experts regarding the ethical principles are the ones in the
discourse. However, there is a significant lack of the perspective and the interpretation of end-users and non-
experts regarding what is fairness in Al, what is transparency and explainability of Al for them and so on.
There is an urgent need for a bottom-up instead of the prevailing top-down approach.

When arguing about diversity in ethical discussions around Al, steps toward inclusiveness are usually based
on the ideal concept of a frictionless debate between experts and the public. However, without the basic
competencies and skills required to understand Al systems and their impact, the public and end-users,
respectively, are lacking the ability to bring up their concerns and expectations.

Therefore, a set of skills and a certain level of competencies regarding the usage and the impact of Al systems
must be defined that enable them to join the ethical Al discussions.

The skills that enable a joint discussion about ethical Al and AI’s attributions are also strongly connected to
the Explainability principle. For an inclusiveness and human-centric Al approach, Al systems must not only
be explainable per se, but interpretable for the users, independently of their level of Al expertise. This is a
high-level requirement of ethical Al and might require a translation of conventional explanations into
explanations in very simple language, as well as regular checks if an explanation has been understood
correctly.

A frequently voiced criticism of existing ethical guidelines is the lack of corresponding practical or clear
technological implementations for them. This gap should be filled through the focus of fewer but clearer
principles and the avoidance of self-referential and an ‘autopoiesis of the Al ethics discourse’ ( HagendorfT,
2022, p.853).

As discussed in more detail in the new section 3.2.5, the notion of cognitive biases seems to be relatively
new and associated with GAI (compared to the earlier discourses on Al in a broader sense). So far, there is
still a lack of sufficient evidence, due to this recent and emerging field. In her PhD thesis, Maria Zangl|
(UniGraz) investigates themes related to how humans perceive, conceptualize (and possibly
misconceptualize) GAI and corresponding applications. This research thus makes an excellent contribution
to this emerging field of research.

ad IV. (how to address identified research needs and gaps in WP4?)
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ad V. (in which ITHACA Task / WP should the identified research needs and gaps be addressed?)

A constant evaluation of prevailing definitions and description of Al attributes, aims and features should be
conducted in order to detect contradictions, circular reasoning and proof the ontologies.

Conducting a user study and interviews with lay people, asking them of their perception and interpretation
of each of the principles and what associations they have regarding the terms trustworthy, fairness,
transparency, safety, robustness, etc. in Al.

In case of significant differences between the interpretation of lay people and end-users on the one side, and
the experts and developers on the other side, the common ground in different interpretations has to be
identified. To approach this, filtering similar interpretations and focusing on plain definitions can be a starting
point, as experts will understand plain language but lay people might not understand the technical terms.
By applying a human-centred paradigm, ITHACA could further investigate the question of what principles
are considered as more or less important and relevant by actual users (in particularly vulnerable ones) and
their perspective on how these principles are related to each other (in the sense of ‘is-part-of’, ‘implies; etc
relations).

As part of the pilot studies in WP4, users can be evaluated to determine whether the extensive list of
requirements and suggestions aimed at avoiding authority bias, anthropomorphisation and over-trust in the
use of GAI applications (e.g., chatbots) are actually effective or whether further safeguards are needed. There
may be structural differences between groups of people that can be taken into account in a personalised way.
Regarding the evaluation of AI’s impact on climate issues and environmental protection, proposed methods
for a reduced energy consumption include Model compression, Adaptive design of the model architecture
and improved hardware design (Liu et al., 2022). Model compression, used for deep learning models, can
reduce the model size through e.g., pruning and the quantization of parameters, and so clear storage space.
Through adaptive design, shorting layer-by-layer, starting with the layer with the highest energy
consumption, also shortens the model size and thereby saves energy. When focusing on the hardware,
computing devices that are specifically designed for energy can maximize the Al algorithm efficiency of
training and inference (Liu et al., 2022).

N/A

6.3 Best-practice Platforms, Tools, Components and Functionalities

6.3.1  Good practices of citizen engagement and participatory democracy

ad 1. (‘must-haves’ and key messages for the ITHACA platform?)

e Convincing the citizens that their effort makes a difference, concept of ‘self-efficacy’. Convincing citizens

that their effort makes a difference is crucial for fostering a sense of self-efficacy within the community. It
is important to promote motivation and persistence to take on challenges. When citizens believe that their
efforts contribute to positive outcomes, they are more likely to be/ stay engaged.

¢ ICT technologies can function as an enabler for citizen participation to address issues of public concern and

governance but should co-exist with the use of human-centred Al characteristics to avoid the effect of
“promoted rationality” and to promote principles of ethics, law, transparency, culture, inclusiveness and
governance in human-machine interactions.

e Moral, ethical and legal values of democracy should be consistent within any Al practice, to present a

balanced solution to achieve optimum benefits. Innovative use of advanced Al technologies which fail to
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present clear and transparent processes (i.e., open-source codes for the extraction of collective results), may
draw away citizen participation or even compromise democracy with the manipulation of the public opinion.
Online platforms provide an easy and favourable mean for interaction with the citizens for several reasons.
They can be accessible to a large number of people, overcome geographical barriers, be convenient for the
users to provide their feedback without the need to attend physical meetings, have a wide reach allowing
information and messages to spread quickly to a large audience and enable real-time communication which
enhances the speed of information and decision-making processes within a community.

Efficient e-democracy, or electronic democracy, relies on the active participation of a wide range of citizens
in online governance processes. Good dissemination activities are crucial for promoting such wide
participation. Citizens may not be familiar with the concept of e-democracy or the specific platforms and
tools available for online participation. Dissemination activities help raise awareness and educate the public
about the benefits. It ensures that information reaches a diverse audience and this inclusivity is important to
involve citizens from various demographic groups, including those with different levels of digital literacy,
socioeconomic background and cultural perspectives.

ad Il. (aspects, features, requirements to avoid discrimination and exclusion?)

Each Al application should present a positive quality assessment outcome towards the individual and
collective examination of the 7 groundwork evaluation criteria concerning: a) Inclusive processes, b)
Transparent processes, 3) Ethical and Legal compliance, 4) Intuitiveness, 5) Citizen feedback mechanisms,
6) Privacy and Security and 7) Fairness and Accountability.

Ensure that ITHACA platform is accessible to individuals with disabilities. This includes features like text-
to-speech, keyboard navigation, etc. ITHACA should consider providing alternative formats for content and
materials.

Recognize that not everyone has consistent access to the internet. Hence, the provision of alternative -offline-
participation options, such as community meeting, paper-based submissions, or telephone-based
participation to ensure inclusivity.

Implement robust privacy and security measures to address concerns about the protection of personal
information. Vulnerable individuals may be more sensitive to privacy issues and ensuring the security of
their data is crucial for building trust.

Consider diverse cultural norms, values and communication styles to ensure that the platform is welcoming
and respectful to users of different backgrounds.

Establish clear feedback mechanisms that allow participants to express concerns or issues related to
discrimination or bias.

Develop outreach strategies that specifically target vulnerable and marginalized communities to ensure that
information about opportunities using ITHACA reaches all segments of society.

Identify the needs of the end-users. This will foster community engagement by involving end-user
preferences in the design and development of the platform. This practice will make sure that the platform’s
characteristics will be aligned with the specific needs and priorities of vulnerable and marginalized
communities.

ITHACA platform design should take into account the 11 Best Practices identified in T1.1 through a
thorough evaluation of their impact on the groundwork criteria for citizen participation. The key Al
components have been identified for each one and evaluated based on their contribution to civic participation
and response to particular user needs. Consideration should be given to making use of the technologies
(mainly Al components) that contribute to the success of these practices.

ad Il1I. (identified research needs and gaps?)
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e Interoperability and standardization. Explore interoperability standards to ensure compatibility with
existing systems and technologies.

¢ Sustainability models. Investigate sustainable exploitation plans to ensure the long-term viability of the
ITHACA outcomes. Inadequate exploitation routes can lead to platform/ results instability and hinder its
ability to serve the community in the long run.

o Explore behavioural insights and gamification strategies to encourage sustained participation. Users over
time seem to lose interest in a particular tool without effective engagement. Such models have been used for
many types of digital tools and have a proven value.

o Impact. Develop methodologies for assessing the impact of ITHACA on civic engagement and decision-
making. Otherwise, it is challenging to measure the project’s effectiveness and make data-driven
improvements.

ad IV. (how to address identified research needs and gaps in WP4?)

The above needs should be taken into account in the design framework for validation of ITHACA platform as
all of the aforementioned points can be measured in the trials of the platform. In the testing procedures, a metric
data should be recorded that will reflect the coverage in each of these fields and in the end can validate the user
acceptance, complementing the success criteria.

ad V. (in which ITHACA Task / WP should the identified research needs and gaps be addressed?)

These should be clearly integrated or taken into account in WP3 and in particular T3.1 that will draw the main
functionalities based on these requirements and needs, T3.2 for the design of the system architecture where the
general components, interfaces and requirements will be set, T3.3 for assist in the methodology for
understanding citizen’s opinions, T3.4 for the design of the automated ‘bot’, T3.6 to provide the objectives of
gamification incentives that will be developed, T3.8 & T3.10 to take into account a user-centric approach in
the design of the visualisation and interfaces of the respective components and last T3.9 to create a security
framework that will promote user engagement and trust. Last, WP4 will be called upon to formulate a pilot
plan (T4.1) which will gather the correct data to facilitate the above evaluation criteria and the latter should be
addressed in the impact assessment.

6.3.2  Compliance, Trust and Privacy preserving tools, methods and approaches

ad 1. (‘must-haves’ and key messages for the ITHACA platform?)

In section 4.2, 13 tools to preserve compliance and trust as well as for governance and risk management
in ‘traditional’ Al systems were analysed and compared (see Table 8). Among these approaches:

e GRACE, Zupervise and KomplyAl have the most benefits (e.g., reduced risk of failure, responsible and fast
implementation etc. - see Table 8).

e Holistic Al Risk Mitigation Roadmaps, Holistic Al Risk Mitigation Roadmaps, Holistic Al Governance,
Risk and Compliance Platform and GRACE offer the most services according to OECD.AI (see Table 8).

e Most of the above tools are commercial and minimal to none information regarding their design and
functionality is provided, rendering them difficult to be integrated into Al applications by a common user.
Moreover, there are no scientific works or benchmark comparisons between these methods so that the user
would be able to use the tool suitable for their needs.

e However, since open-source approaches are preferred to be utilized by the academic and public community,
tools like Holistic Al Risk Mitigation Roadmaps, Al Privacy Toolkit, Perspective APl and IBM’s
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Trustworthy Al are proposed to be re-examined during the design and development of the ITHACA
platform.
e Overall, technical guidance is essential, when an effort to integrate such tools to the platform will be made.

Moreover, in section 4.2.2 a thorough overview of the requirements and solutions for the perseverance of overall
trustworthiness and compliance in Generative Al Systems from a more technical/practical view, was made:

e GAI has vastly entered sociopolitical life and provides fast answers to many everyday problems. However,
generated content may impose many ethical and legal considerations in terms of bias against marginalized
groups, infringement of privacy and property rights, safety, societal and environmental wellbeing and many
more. Therefore, for a GAI to be trustworthy and compliant, it should (examples of solutions are put in
parentheses): i) respect and promote diversity and be non-discriminative (e.g. inclusive development, diverse
datasets, etc.), ii) safeguard privacy (e.g. use of PPML methods like the ones reviewed in 4.3), iii) be
transparent and accountable (e.g. using XAl tools to measure the explainability of a GAI), iv) have human
oversight (e.g. employ human moderators, educate users, etc.), v) be robust and safe (e.g. defensive
mechanisms against adversarial attacks), and vi) have a positive societal and environmental impact (e.g.
optimized development to minimize CO2 emissions during GAI training, green coding, etc.).

¢ Developers should take into consideration the above requirements and apply relevant solutions to create
trustworthy and compliant GAI models (i.e., developer responsibility). Moreover, policy makers should
collaborate with developers, researchers, civil society organizations and users, for the creation of clear
guidelines for the fair use of GAI in terms of legal and ethical values, protection of individual and intellectual
property rights, protection of data, and public wellbeing, while safeguarding freedom of expression and
promoting innovation and progress in GAl.

In section 4.3, 22 Privacy Preserving Machine Learning (PPML) tools were classified and compared in terms
of the methodology used for the preservation of privacy, safety, trust and fairness in Al systems, as well as in
terms of performance. In contrast with the methods reviewed in section 4.2, there is a lot of scientific research
regarding PPMLs as well as benchmark comparisons in datasets widely used in deep learning, i.e., MNIST and
CIFAR-10. Regarding PPMLs the following should be taken into consideration:

¢ Anonymization: One of the most simple methods in PPML since it requires only the elimination of
identifiable features (e.g., name, age, gender etc.) from a dataset, without applying any
encryption/perturbation method to the entire dataset. It offers the least possible protection of privacy
compared with the rest of the methods and, thus, it is not recommended.

o Differential Privacy: Such methods utilize noise randomization techniques to perturb data used for training
Al systems. LATENT (Arachchige et al., 2020) proposes a local differential private method to tackle with
model loss utility (e.g., reduced accuracy) that global differential privacy approaches suffer from. Compared
to the rest of the differential privacy methods, LATENT has the best performance among them (see Table
9).

o Nevertheless, the above two methods are still vulnerable to de-anonymization attacks and also produce
aggravated inference.

e Homomorphic Encryption: A method that allow Al systems to be employed (both training and inference)
upon encrypted data, which only the data owners can decrypt. From Table 9, CruptoDL presented in
Hesamifard et al. (2017) seems to the best method performance-wise and is open-source as well.

e Multi-Party Computation: An ML method where collaborators to an Al application can compute a
function, while data used for the calculation are kept private locally. The open-source PPML CrypTen (Knott
et al., 2021) stands out compared to other similar methods, since it utilizes sophisticated communication
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protocols to reduce communication overhead and exploits GPU capabilities to minimize the computational
cost (i.e., two challenges that multi-party computation entails), while producing highly accurate predictions
(see Table 9).

Federated Learning: Another collaborative ML method similar to the above, which is susceptible to privacy
leakages due to model gradients computed during training. The latter can be dealt with by using local
perturbation DISTPAB (Chamikara et al., 2021) and encryption methods De Trust-FL (Xu et al., 2022) to
ensure the safety of the client’s data used for training Al systems.

Furthermore, there are PPMLs that utilize a combination of privacy-preserving methods (e.g., multi-party
computation protocols incorporating cryptographic systems (Ma et al., 2018, Li et al., 2021) in order to
develop machine learning models, which have the capability to maintain the maximum confidentiality of
data used for their training.

According to the implementation and design of the ITHACA platform any of the above PPML techniques
can be used, while always having in mind the advantages and disadvantages of each method.

Once more technical guidance is needed while incorporating PPML to an Al system.

ad Il. (aspects, features, requirements to avoid discrimination and exclusion?)

ad IlI. (identified research needs and gaps?)

Compliance and trustworthy tools that promote fairness while respecting human rights are essential for
making the ITHACA platform a safe space for vulnerable/marginalised communities by preventing bias and
discrimination. Such tools include GRACE, Holistic Al Audits, Holistic Al Risk Mitigation Roadmaps,
Holistic Al Governance, Risk and Compliance Platform and Perspective APl according to Table 8.

Among the above GRACE, Holistic Al Risk Mitigation Roadmaps, Holistic Al Risk Mitigation Roadmaps
and Holistic Al Governance, Risk and Compliance Platform were also suggested above (see response to
question 1) as addressing the most principles that render an Al trustworthy and compliant with legal and
ethical guidelines.

Holistic Al Risk Mitigation Roadmaps, Al Privacy Toolkit, Perspective API are also open-source making
them more eligible for integration into an Al system.

Especially, Perspective API, focuses on detecting and filtering offensive language on online platforms in
order to establish safe, fair, empathetic, and healthy conversations and commentary on online platforms.

In the case of use of GAI in the context of the ITHACA platform (e.g., chatbot), such a model should be
developed in an inclusive manner and trained upon datasets that are diverse and contain non-discriminated
content in order to prevent the model from biased predictions. Frequent fairness/bias inspections on GAl
systems of ITHACA platform should be done (as well as on the rest of Al models running in the background
of the ITHACA platform), by applying fairness metrics such as the ones measured in Section 5.2.

As for the PPMLs, since they aim at the maximum confidentiality of sensitive user data, any of the tools
mentioned for question | would be suitable for creating a fair and non-discriminative platform for
vulnerable/marginalized groups.

ITHACA'’s contribution beyond the state-of-the-art encompasses primarily:

Concerning the tools that maintain compliance, governance, risk management and trust that were reviewed
(see section 4.2), most of them are commercial and no surveys regarding their functionality and quality are
present in the literature as mentioned above. Thus, a comprehensive review paper can be prepared by the
ITHACA partners categorizing and outlining the pros and cons of these methods.
Similarly, privacy preserving methods surveyed in section 4.3 can also be added to this review work, since
most surveys about PPMLs focus in only one category (e.g., federated learning).
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Furthermore, a research gap is noticed in the literature of tools that focus in evaluating the trustworthiness
and compliance of Generative Al models. Such tools are more than essential since GAI models are
superimposing threats in terms of bias, transparency, privacy, safety, data governance, accountability, etc.,
over the ones of standard Al systems. In the context of ITHACA project (e.g., T5.1) we will focus especially
in methodologies that will assess the conformity of both traditional Al and GAI models to fairness, privacy
and security principles, by employing metrics and techniques reviewed in this deliverable (see Chapters 4
and 5).

ad V. (how to address identified research needs and gaps in WP4?)

See response to question V below.

ad V. (in which ITHACA Task / WP should the identified research needs and gaps be addressed?)

The above compliance, privacy preserving and trust approaches are a result of review of the current state-of-

the-art and the suggestions made in response to questions I, 1I, and 111 are indicative and non-restrictive. More
specifically, the integration of either a compliance and trustworthiness tool or a PPML to the ITHACA platform

depends on the application’s technical requirements (T3.1) and system architecture design (T3.2), which will
be specified in WP3. These methods will be re-evaluated and tested upon the ITHACA platform while updating
the application’s concept based on pilot studies in WP4 (T4.5), and mainly during the development of fairness,
security and privacy conformity assessment mechanisms in WP5, where the incorporation of a PPML etc. is
necessary. In any case, these remarks would be discussed thoroughly in the respective WPs under insightful
scientific and technical guidance.

6.3.3 XAl Open source tools

ad 1. (‘must-haves’ and key messages for the ITHACA platform?)

In this part a reference is made to various XAl techniques and tools that can be considered for integration into
the platform and some key messages regarding their application.

XAl tools could be integrated to provide transparency into the decision-making process of the Al system.
In that way, users will be able to understand how the Al platform reaches a conclusion and evaluate the
generated suggestions more comprehensively.

Interfaces of the platform should implement clear explanations for Al-generated outputs, allowing the users
to explore into the rationale behind recommendations. This is expected to enhance user understanding and
trust. In addition, user-friendly generated explanations should also be presented in a user-friendly and easily
understandable manner. Complex technical outputs should be “translated” into language that is accessible
to the general public.

Integrate techniques that enhance the interpretability of Al models, enabling users to comprehend how
input features influence the output. The users should have insights into the factors influencing the Al
generated suggestions to build confidence in the system. Also, contextual explanations can take into
account the specific context of the user’s query or interaction.

Interactive feedback mechanisms that allow users to question the Al generated output should be
incorporated and receive real-time clarifications. In that sense, a two-way communication between users
and the Al system is expected to foster a collaborative and transparent environment.

Utilize XAl tools to detect and address biases in the Al algorithms promoting fair and unbiased outcomes,
which is part of proactive measures to identify and mitigate biases and ensure equitable civic participation.

142



ITHACA

D1.3

Trustworthy Al compliance practices, assessment and conceptualization

Use visualizations and dashboards to present Al insights in a visually intuitive way, which in turn will
enhance user comprehension and make Al driven information more accessible. Tailored explanations
should be relevant and understandable across different user profiles, including those with varying levels of
technical expertise and incorporated XAl tools should cater to the diverse backgrounds and knowledge
levels of the end-user base.

Educational resources are an efficient way to help users understand the role of XAl in the platform and
how to interpret the generated information. Users should be empowered through digital literacy and
education to engage meaningfully with the Al insights.

Integration of XAl tools should be aligned with ethical principles, including fairness, accountability and
transparency. Those ethical considerations should be at the forefront of the platform’s design to build user
trust.

Provide customizable explanations by allowing users to customize the level of detail in Al generated
explanations based on their preferences and needs. This will enhance control over their interaction with the
Al system.

In section 4.4, 11 tools and initiatives collected and analysed in T1.5 are presented which include XAl tools
used to support Safety, Fairness and Transparency in democratic participatory Al platforms and their associated
Al models. As such the XAl tools to be integrated in ITHACA will need to be clustered according to their main
auditing objective and adapted to provide clear explanations as suggested. Emphasis is given to the impact of
XAl tools in Generative Al and proposed 4 types of XAl features and respective State-of-the-Art XAl models
to address each one. The main types of explainability issues addressed are:

Al documentation: Applies to principles acknowledging the main objectives of Al models, starting with
the classification and clustering of the auditing objectives.

Uncertainty indicator: Uncertainty XAl models assist in identifying characteristics of input data
stemming from noise, biases, randomness and inherent complexity of the world and human relations and
prevent the transmission of such characteristics to the trained Al model.

Attention visualizer: Includes methodologies that can be used to integrate attention mechanisms that
reveal the visual representation of how the model allocates focus across different parts of the input.

Social Transparency: Addresses the probabilistic capabilities of Al models that result in creative outputs
and proposes the concept of delegation for the creation of a hierarchy in the decision-making models to
produce a hybrid intelligence by leveraging qualities of both humans and Al in collective intelligence
aspects.

ad 1. (aspects, features, requirements to avoid discrimination and exclusion?)

Main assisting feature for this is the translation in XAl models. This can be used to provide the following:

Accessible explanations. Generate explanations using natural language processing techniques that produce
plain and understandable text and consider employing text summarisation methods to present key points
clearly.

Incorporate bias detection and mitigation techniques into the model and provide explicit explanations on
how these are identified and addressed.

Gather feedback through community forums, surveys and collaborative workshops to understand specific
needs and concerns.

Train the model on diverse datasets that encompass a variety of cultural contexts. Regularly evaluate the

model’s outputs to identify and rectify any cultural biases in the explanations.
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e Design an inclusive user interface by incorporating accessibility features to ensure that outputs are
compatible with assistive technologies and provide options for customisable user interface elements.

e Offer tooltips, educational pop-ups or interactive guides within the XAI interface to enhance user’s
understanding of Al concepts.

ad II1I. (identified research needs and gaps?)

e The involved partners should explore and develop a model-agnostic XAl technique that can be applied
across different machine learning models. Many XAl tools are model-specific, limiting their applicability.

Develop standardised metrics for evaluating the interpretability of the incorporated XAl models and tools.
The lack of consistent metrics makes it challenging to objectively compare and assess the effectiveness of
different XAl approaches.

Techniques should be taken into consideration to quantify uncertainty in XAl explanations. Users need to
understand the level of uncertainty associated with Al predictions and XAl tools may not provide clear
mechanisms for converting this information.

Explore Human-Machine-Interface principles for designing user interfaces that effectively communicate
XAl explanations and enhance user comprehension. Inclusive design principles to cater to users with
varying cognitive abilities, digital literacy and language proficiency can also be included here.

Investigate human factors influencing trust in XAl explanations and how these enhance it. It may require
more research to understand the psychological aspects influencing trust, but metrics should and can be
developed to create links.

ad 1V. (how to address identified research needs and gaps in WP4?)

The aspects related to the user can be validated through a detailed pilot plan and develop metrics to record their
acceptance for each one of the above needs. The cultural background of the users can be recorded along with
possible disabilities to examine how users with different characteristics comprehend the ITHACA platform.

ad V. (in which ITHACA Task / WP should the identified research needs and gaps be addressed?)

These tools should be designed and implemented in WP3. All tasks of this WP are related and should deal with
a different aspect in the use of XAl tools.

6.3.4  Personal Management Information Systems

ad 1. (‘must-haves’ and key messages for the ITHACA platform?)

The vision of ITHACA is to develop a platform fostering intense and motivated participation of all groups,
especially vulnerable groups. In order to enable the participation of people, personal data needs to be stored,
such as demographic information, comments, or votings.

The European Data Protection Supervisor appointed by the European Parliament and the Council provides a
definition on its website that focuses on the secure management and sharing of personal data published the
definition (European Data Protection Supervisor, 2023): ‘Personal Information Management Systems (or
PIMS) are systems that help give individuals more control over their personal data. PIMS allow individuals to
manage their personal data in secure, local or online storage systems and share them when and with whom
they choose. Providers of online services and advertisers will need to interact with the PIMS if they plan to
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process individuals’ data. This can enable a human centric approach to personal information and new business
models.” (quote from the European Data Protection Supervisor website?)

The ITHACA platform needs to take these requirements into account. In particular, they are important to foster
core user-centric requirements of the ITHACA platform, namely usability, user acceptance, and trust.

ad Il. (aspects, features, requirements to avoid discrimination and exclusion?)

The following list provides the requirements for the ITHACA platform regarding the PIMS approach. It

depends on the concrete features and functions of the platform, which requirement can be taken up to which
extent.

Personal data storage. A record or storage of personal user data needs to hold all personal user data, such
as own contributions in form of various media, reactions on contributions of others, personal settings, as well
as permissions and consents.

Data security. The storage and transfer of personal data must adhere to the highest security standards.
Specifically, it is imperative to guarantee the implementation of appropriate technical and organisational
measures, such as encryption and access management systems. Additionally, the transfer of personal data
outside the European Economic Area (EEA) should either be avoided or be conducted in compliance with
the guarantees described in Articles 44-50 of the GDPR.

Interoperability. Personal data saved in a data storage needs to be accessible by the various modules of the
ITHACA platform, which requires a well-defined and documented API, as well as a documented data model
with sufficient semantics.

Privacy. Itis essential to uphold the principles of 'Privacy by Design' and ‘Privacy by Default' in the handling
of personal data. This entails implementing robust technical and organisational measures to ensure data
security, in alignment with the 'Privacy by Design' principle. Concurrently, 'Privacy by Default' measures
must be in place to safeguard user privacy. These measures include collecting only the data that is strictly
necessary (data minimization), restricting any further use of the data, and employing techniques such as
anonymization and pseudonymization to protect the collected data.

Data analytics. Personal data should be anonymously analysed, in order to draw conclusions that can be
used by an application to support the user. If data analytics is not performed anonymously, then additional
consent is needed.

Data management. Only necessary user data should be stored needed for the system's functions and no data
should be stored without purpose (data minimisation). Furthermore, users need to be able to access and delete
their own data.,

Data integrity. Personal data must be processed in a manner that ensures appropriate security of the personal
data, including protection against unauthorised or unlawful processing and against accidental loss,
destruction or damage, using appropriate technical or organisational measures (data integrity principle). This
can be achieved by appropriate backup mechanisms, which ensures that data remains intact.

Permission management. The users should be enabled to perform fine grained settings about which
application or function is allowed to access which data.

Consent management. Consent management is needed to put people in control of which data are used for
which purposes. This includes that user can deny or revoke the use of personal data.

Transparency. It must be shown to the user, which personal data is collected, stored, and how it is processed.
This includes a complete list of data and the purposes of use thereof along with, where, and why the data is

“2 https://edps.europa.eu/data-protection/our-work/subjects/personal-information-management-system_en
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used. This requirement is strongly related to understandability and explainability of the presented
information.

Sharing visibility. It should be shown which data is shown to other users, user groups, or the public.
Traceability. Actions and processes should be recorded and presented in a way that users can understand past
activities and the development of a process.

Understandability. All information presented to the end-user (e.g., transparent presentation of stored data,
stored permissions and consents, and explanations) should be understandable by end-users. This includes the
use of simple language, easy to understand explanations of technical concepts, and understandable
presentation of graphical data.

Explainability. The processing and presentation of data, consent, and permissions has to be explained in a
way that is understandable by the end users. Within the scope of the ITHACA Project, which incorporates
advanced artificial intelligence (Al) techniques for data processing, the principle of explainability is of
paramount importance. Given that Al methods can often function as black boxes, it becomes crucial to
elucidate how data is processed and how specific outcomes are derived. This is not just a matter of ethical
transparency but also a legal requirement for compliance with GDPR provisions on automated decision-
making, including profiling, as outlined in Article 22. Ensuring explainability in the processing of personal
data is therefore essential for both user trust and regulatory compliance.

End-user needs. A great part of ITHACA end-users is intended to be vulnerable groups with various special
needs that have to be taken into account. The design of data access and interfaces need to be guided by the
end-user needs and limitations. This includes accessibility features of the user interface that lowers the barrier
to use the ITHACA platform and thus enables the participation of vulnerable groups.

Issue reporting. Users should have the possibility to report and give feedback if there are any issues or
problems with the data management.

Identity authentication. The identity of a user should be authenticated by the system, so that one user acts
under the same account and is known to the system. A full verification process of a person would be
preferable, in order to avoid fake accounts and misuses through anonymous accounts (see also the updated
version of D1.2 that integrated an analysis of the EU Digital Identity Wallet). However, the validation process
needs to be in line with capabilities of the end users considering the vulnerability restrictions as identified in
the requirements analysis of WP2

ad I11. (identified research needs and gaps?)

The requirements for the PIMS approach have been identified based on literature review and the project goals
and concepts. However, this state-of-the-art analysis misses two important aspects that need to be tackled
during the project. The research of both aspects contributes to the fields of PIMS research and participation
platforms.

Implementation of the requirements alongside with the other requirements for the platform. The
implementation needs concrete data models, algorithms, and user interfaces, as well as integration in the
overall system. So the question arises, how the requirements should be implemented and integrated in the
overall system.

User experience. Though the described requirements are regarded as important, it is not clear how the
ITHACA users experience them. Research should be undertaken that investigates the user perspective of
PIMS. This includes the information that should be provided, as well as how the information should be
provided.

ad 1V. (how to address identified research needs and gaps in WP4?)
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For dealing with the second aspect (user experience), qualitative and quantitative user studies should be
performed that investigate variables related to the implemented requirements. For example, focus groups can
be conducted to get deeper inside how users experience the platform regarding these variables, or empirical
studies can be conducted to get systematic feedback on these variables. The variables are important as they
have influence if the use of the platform and if the participants are treated well regarding all their characteristics.
The following list provides ideas for evaluation variables that could be investigated.

o PIMS features. How well are the specific PIMS features implemented from a functional point of view (can
users actually perform the respective functions, such as permission settings or access to personal
information).

e Controllability. This variable refers to how well users can control their data.

e Transparency. This variable refers to how well users can get insight to all of their data.

¢ Understandability. This variable refers to how well do users understand the presented information including
the presentation of their own data or the consent form.

o End-user needs. This variable refers to how well is the system designed for special needs of the ITHACA
end users.

e Usability. This variable refers to how well users can use the PIMS functions intuitively.

e User acceptance. This variable refers to the degree that users would accept to use the respective functions.

e Trust. This variable refers to which extent they trust in the management of their data.

ad V. (in which ITHACA Task / WP should the identified research needs and gaps be addressed?)

Apart from the user-centric evaluation, a technical evaluation should be undertaken that investigates the
technical soundness of the requirements described above. For example, privacy should be evaluated if data is
kept private by default and if only necessary personal data is stored. This work should be performed in WP3.

6.4 Ethical Al metrics and gaps to be tackled by ITHACA

ad 1. (‘must-haves’ and key messages for the ITHACA platform?)

e  When people understand how technology works, and we can assess that it’s safe and reliable, we’re far more
inclined to trust it. Many Al systems to date have been black boxes, where data is fed in and results come
out. To trust a decision made by an algorithm, we need to know that it is fair, that it’s reliable and can be
accounted for, and that it will cause no harm. We need assurances that Al cannot be tampered with and that
the system itself is secure. We need to be able to look inside Al systems, to understand the rationale behind
the algorithmic outcome, and even ask it questions about how it came to its decision.

e The purpose of metrics is to mimic/quantify as close as possible the requirements set either by laws or by
ethics.

o Itis very difficult to unify all metrics in order to cover all possible extents of laws and ethics.

e Itis important that they are used ‘correctly’ and ethically themselves, since it is very easy to hide important
information and results with respect to the Al system, either by mistake or by choice from a malicious actor.

e They are an integral part of Al systems, especially when it comes to transparency, accountability and
decision-making.

o The formulation of the problem is extremely important, since it is the beginning of the decision process that
would result in the metrics employed in the given problem.
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More than one metric can/should be used to assess a system. This can either be during the training procedure
of the Al system, during the testing phase and especially during the deployment of the system, in order to
continuously monitor its performance in various aspects.

5 aspects of trustworthy Al should be monitored with one or multiple of the given metrics: Performance,
Fairness, Privacy & Data Governance, Robustness, Transparency & Explainability.

ad Il. (aspects, features, requirements to avoid discrimination and exclusion?)

All 5 trustworthy Al aspects mentioned in the above point are essential for the ethical operation of a system,
however fairness metrics are especially important here, since they measure how impartial an Al system is.
Multiple fairness metrics are available at this point in time, however it is challenging to identify how different
fairness measures relate to one another, as well as the extent to which they are compatible or mutually
exclusive. The solution of such problems is vital in order to guarantee that vulnerable/marginalized people
can participate without discrimination towards them.

ad I11. (identified research needs and gaps?)

Determining which metric to use to quantify a particular property is an important decision. In mature fields,
metrics are well accepted and understood by their practitioners. Al trustworthiness is an emerging active
field and thus has fewer, if any, universally accepted risk-related metrics. Research on this subject is highly
active with new techniques and ideas for evaluating the dimensions of a model being developed regularly.
Closely related to the above is a metric’s interpretability. A metric is an abstraction of the given risk
dimension and as with any abstraction it can be powerful (simple to understand) and misleading (if it does
not capture all aspects of the property). To interpret the result, a practitioner must not only understand the
core assumptions behind the metrics, but also be versed in understanding exactly what is being measured and
how to make sense of it. It has been shown that how persons identify with the group being evaluated may
impact interpretation.

The ITHACA consortium should focus on the selection process and interpretation of metrics for assessing
responsible artificial intelligence practices aligned with human rights and democratic principles as well as
ATI’s potential to enhance citizens’ participation in local governance and empower vulnerable groups.
Specifically, ITHACA should propose specific metrics to be used in the proposed data governance
framework, policy recommendations for embedding ethical values in Al civic engagement platforms.
ITHACA should strive to produce an Explainable Al system, whose users can easily and intuitively
understand the reasoning, as well as the ‘thought process’ behind the provided results.

ad IV. (how to address identified research needs and gaps in WP4?)

See response to question V below.

ad V. (in which ITHACA Task / WP should the identified research needs and gaps be addressed?)

Solutions to the above-mentioned needs should be provided in WP3 along with the early ITHACA platform

release, and WP4 for the pilots’ implementation.
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Table 11: Citizens participation in the 2020 Elections in Brasov (in %)

Locality Local elections National elections
Brasov 34.54 33.29
Codlea 36.90 30.02
Sacele 39.53 29.24

Ghimbav 46.11 35.59
Predeal 55.48 36.06
Ragnov 38.89 32.70

Zarnesti 43.95 32.26

Bod 50.53 29.50
Budila 69.11 41.79
Cristian 59.40 40.06
Dumbravita 54.71 27.04

Feldioara 50.19 32.82
Halchiu 47.68 29.82
Harman 47.07 33.69
Prejmer 48.54 29.22

Sénpetru 48.02 39.82

Tarlungeni 52.74 30.64
Vama Buzaului 56.99 24.30
Vulcan 60.47 31.13
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Table 12: Initial binary assignments between vulnerable groups / communities and vulnerability criteria

Vulnerable (and marginalized) social groups and communities
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% o =3 s [72) c 2
w a (&S S IS
o Q o L‘E
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o
low income X X X X X X X X
poor living conditions X X X X X
precarious employment
X X X X X X X X
(repeated) unemployed
lack of insurance X X X
2 -
= low educational
= X
5 background
=
S limited educational
> " X X X X X X X
% opportunities
g, low digital literacy and/or
S| particular need for (IT) X X X X
=
_‘cj support
.g limited access to X X X
e8| infrastructure / mobility
© limited access to cultural
X X X X X X X
ressources
social isolation / loneliness | X X
structural discrimination
. L X X X X X X
concerning participation
facing physical and/or
. X X X X X X
verbal violence

8.2 Appendix for Chapter 3 - Legal and Ethical Frameworks
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Figure 14: Global map of documents of Al principles

173



ITHACA

D1.3

Trustworthy Al compliance practices, assessment and conceptualization

Figure 15: Map of documents of Al principles on EU level

174



ITHACA

Trustworthy Al compliance practices, assessment and conceptualization

D1.3

Pekka et al. (2018)

Holdren et al. (2016)

privacy protection

fairness, non-discrimination,
Justice

accountability

transparency, openness

safety, cybersecurity

omman good, sustainability,
well-being

human oversight, control,
auditing

solidarity, inclusion, social
cohesion

Xexplainability,
interpretabiliy

science-policy link

legislative framewerk, legal
status of Al systems.

future of
‘employment/worker rights

responsible/intensified
research funding

bli d
about Al and its risks

dual-use problem, military,
Al arms race

Beijing Academy of Articial

Intelligence (2018)

Organisation for Economic

‘Cooperation and
Development (2019)

Brundage et al. (2018)

Floridi et al. (2018}

field-specific deliberations
{health, military, mobility
etc.)

human autonomy

diversity in the field of Al

Future of Life Institute (2017)|

certifification for Al products,

Crawford et al. (2016)

Campoloetal, 2017

Whitaker et al. {2018}

Crawford et al. 2019

(Diakopoulos et al. {2015)

Abrassart et al. (2018)

OpenAl (2018)

iprotection of whistleblowers|

cultural differences in the
ethically aligned design of Al
systems.

hidden costs (labeling,
clickwork, contend
moderation, energy,

Table 13: Mapping between Al ethics guidelines and aspects they address (based on Hagendorff, 2020)
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Industry Council (2017)

Wicrosaft Corporation {2019)
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Google (2018)

Cutler et al. (2018)
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8.3 Appendix for Chapter 5 - Al metrics on trustworthiness and ethics

Table 14: Accuracy metrics used in classification problems

Metric Name ‘ Formula
TP TN
Accuracy (1-1\-]7)
i TP
Precision T
TP
Recall —
e . N
Specificity L
F1 — Score Precision x Recall

Precision + Recall

R, — R;_,)P
Average Precision Z( Lo

Pn, Rn is the respective precision and recall at threshold index.

c
Cross Entropy - Z yi log log (Pmoder)

i=0

c
Categorical Cross Entropy Z i 10g 10g Pmoder

ZI
ﬂMZ

Expected Calibration Error bi Il (p; —c) I

'MZ

...
I
fay

Maximum Calibration Error (pi — )

N
Z b;(p; — ¢;)?
i=1

Z?I:l(yi —9)?
I (J’i - Xi)z

Root Mean Square Calibration
Error

Determination Coefficient (R?) 1-

G- 90?
i, (yi - Xi)z

Correlation Coefficient (R)

Note: TP, TN, FP, FN denote the number of True Positives, True Negatives, False Positives (Type | errors) and
False Negatives (Type Il errors) respectively. Additionally, y;,9, v show the ground truth, the predicted value,
and the mean predicted value respectively. p;, ¢;, b; show the top prediction accuracy, the average confidence of
predictions and the fraction of datapoints in bin i respectively. C shows number of classes, and N the number of
predictions. p,,.qe: reflects the probability predicted by the model that an observation belongs in the c-th category.
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Table 15: Error metrics used in regression problems

Metric Name

Mean Absolute Error

Formula

N
1 ~
NZD’L' =il
i=1

Mean Absolute Percentage Error

N ~
lz |}’i - }’i|
Nl

Mean Squared Error

N
1 512
NZD’;’ =¥l
i=1

Mean Squared Logarithmic Error

N
1
5 (og log (v +1) ~log log (9 + 1) )*

=0

Root Mean Squared Error

Mean Relative Absolute Error

1< y; — 94l
RAE:NZ yi — ¥
i=1 |Yi — Yi

Geometric Mean Absolute Error

N
[ -
i=1

Logarithm of the hyperbolic cosine

N
1
NZlog log (cosh cosh ($; — v;) )

i=1

Cosine similarity

n o~
i=1 NVi

v ?=1Yi2‘/ e

Minkowski Distance

N 1
Ddyi-gpy
i

p is non-negative, for p=2 standard Euclidean distance
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Table 16: Fairness metrics

Metric Name ‘ Formula

Equalized Odds and Equality of TPR:P(y'=1|ly=16=0)= Py =1|y=16=1)

Opportunity FPR:P(y =1]|y=0,6=0)= P(y =1|y=0,6 =1)
Overall accuracy requirement PlY=Y|A=1]=P[Y =V A #1]
Statistical Parity P(y=16=0= Py =16=1)

PPV: P(y=1|y' =1,6=0)=Piy=1|y =1,6=1)
PPV shows the True Positive Rate.

Predictive Parity

NPV:P(y=0]|y"=0,6=0)= P(y=0]|y"=0,G6 =1)

NPV is the negative predictive value

Overall Predictive Parity

Calibration P(y=1|S=s56=0)=P(y=1|S=56=1)

Balance for positive/negative class E[sly=0,6=0]=E[s|ly=0,G =1]

FNooy  Flgw

Treatment equality =
FPs—y  FPgyq

Fairness through unawareness Xi=X,-Y =Y
Mutual Information S (P, S)log(@)) <e
P@)P(s)

Note: S indicates a score, A a sensitive attribute, G is group index and ¢ an arbitrarily small non-negative number.
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Table 17: Unified notation for all the privacy metrics outlined in the sections 5.4.1 to 5.4.7 (and whose
formulas are presented in the following Table 18 to Table 25

Symbol Definition

B Base metric
d() Distance function
D Database or database table
E Equivalence class
H(.) Entropy
10 Mutual Information
K Privacy mechanism
L Locations
M Messages, requests
p(x) Equivalentto p(X = x)
q Quasi-identifiers
R Regions
S Sensitive values or sets of query responses (differential privacy)
T Time
T Time series
U Setofusersu € U
% Genetic variations (or SNPs)
Discrete random variable that represents the adversary's estimated probabilities for each
X member of the anonymity set
X * True distribution of (hidden) data
Y Data observed by the adversary (which may be obfuscated)
A Prior information
BO Loss function
T Thresholds
o) Weights
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Table 18: Uncertainty Metrics

Metric Name Formula

Anonymity set size Privgss =l AS, |
Entropy privevy = HO) = = ) p@)log , p(x)
XEX
. 1
Renyi entropy prives = He(X) = ———1log , ) p(x)°
« XEX
Max-Entropy (Hartley) privyne = Ho(X) = —log , max ,ex p(x)
Min-Entropy privyxg = Hy(X) = log , | X |=log , priv,gs
Normalized entro i = 1O
iz py privyg = He(X)
Degree of unlinkability privpyg = H(II) = — Z p(m)log , p(m)
mell
Quantiles on entropy privoe = H(X), whereX = {x:x € X,p(x) > 1}
Conditional entropy priveog EHX 1Y) = —Z Z p(,x)log ,p(x* | y)
YEY x*EX*
Inherent privacy priv;p = 20X
Conditional privacy privep = 2HXM
Cross-entropy priveg = H(X™) + D, (X™ 11 X)
Cumulative entropy priveyg = Z H(X,)
TER
Pop(r,U .
Protection level prive, = Zrer, p(ref ) ,where Pop(r,U) = 2HUW)
| Ry | Pop(r, ™, U)
. . p(x)(1 - p(x))
Asymmetric entro =
Y 24 Priva (=2a+ Dp(x) + a?
Genomic privacy privep = — Z log ,(p(v has less common variant)) - w,
VeV
L privycp = max (0, By — B(4t))
User-centric privacy
B(At) = w - At, At > 0
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Table 19: Information Gain or Loss Metrics

Metric Name Formula

Amount of leaked information privg,; =1 S |
Relati T PR (€
elative entropy privgig = D (X* 11 X) = p(x9)log ,
pore q(x)
privy = [(X5Y)=HX) —HX* 1Y)
: . r(x",y)
Mutual Information = Z Z p(x*,y)log 25N ()
x*EX*y€eY yey p Py
. . . ] I(X5Y)
Normalized mutual information privyy =1 — m
Conditional privacy loss (Agrawal & privep, = 1 — 2710
Conditional mutual information privey =IX5Y 1 Z)=HX* 1 Z)-HX*1Y,2)
Loss of anonymity Privyy = max puey [(X5Y)
Maximum information leakage privy, = max yey I(X5Y =)
| E |
System anonymity level rivss, = 0,if U |=1 H Jif U > 1
Y ymity Privsy, f log (U D (per(A)) f
Information surprisal privig = —log , p(x)
Privacy score priveg = Z Wy - Vis(x™,u)
x*eX*
itive i on di x"ly)—px”
Positive information disclosure Privpp = SUP xrex p( py()x*)p( )
Increase in adversary's belief privig = T,wherep(x | y) —p(x) >
F(Ty
Reduction in observable features Privpor = (L)
F(TX*)
. 1
privep = Safeq;me = {1, lfl_-l-l'
Full/Partial disclosure < p(si €t 1 qy,.., 40, Y1, ) Ve)
p(s; € Int)
< (1 + 1) 0, otherwise
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Table 20: Data Similarity Metrics
Metric Name Formula
k-anonymity privg, = k,where VE:| E |> k
(o,k)-anonymity privge = (a, k), whereVE: | E |> k A ES) <a

IE]

I-diversity privyg = l,where E: H(Sg) > log (D)E
privy; = m,whereVE:| E |> mAVs;,s; €E:s;
m-invariance * S
A VE:distinct s must be the same in all releases
t-closeness privee = t,where VE: d(S,Sg) <t

(c,t)-isolation

priver = (c,t),where | B(x,c6,) N D I< tandd, =l x — x™ ||

(k,e)-anonymity

privgg = (k,e),where VE:| E |> k Arange(E) > e

(e,m)-anonymity

privgy = VE:Ve € E::%: < i,where E with [s(e) — €,s(e) + €]

Multirelational k-anonymity

privyg = k,where] = Dpeps X Dy X =X DpandVEpe s € J:| Epers 12 k

. [ D[y, x] |
(X,Y)-privacy privyy = k,where max ,cy{max xex{%}} <k and0<kg1
Table 21: Indistinguishability Metrics
Metric Name Formula

Cryptographic game

1
privee = {lifp(x = x™) < > + €(k) Ootherwise

Differential privacy

privpp = VS € Range(K):p(K(D;) € S) < exp (¢) -p(K(D,) € S)

Approximate differential privacy

privapp = VS S Range(K): p(K(D,) € S) < exp (¢) - p(K(Dy)
ES)+S

Distributed differential privacy

privppp = VS € Range(K),VU c U:p(K(D,) € S | rp)
<exp(e) p(K(D,)ESIrg)+d

Distributional privacy

privpsp = p(0, | K;) < exp (e) - p(6;2 | K;)

d-x-privacy privpx = dp(K(Dy),K(D2)) < dy(Dy, D7)

Joint differential privacy privipp = VS S Range(K):p(K(D1)_, € S) < exp (€) - p(K(D;)—y
ES)+6

Information privacy p(x* 1y)

privp = exp (=€) < o) <exp (6),Vy €Y:p(y) >0
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Table 22: Adversary’s Success Probability Metrics

Metric Name

Adversary’s success rate

Formula

privegp = p(Sim(s,s") > 15) > 1,

absolute privacy, if p(z) =0
beyond suspicion, if p(z) = ﬁ
. o probable innocence, if p(z) < 0.5
Degrees of anonymity PrivDoA = possible innocence, ifp(z) <14
exposed, ifp(x) =7
provably exposed, ifp(z) =1
Privacy breach level privpg, = T,whereds € Sso thatp(s €T, ISCST)) >t

riv =g<p(s|5)
PTPe =3'S Tp(s)

(d,y)-privacy ,where p(s) < dand p(s | S) <y

d-presence privprp = (Omins Omax), Where Vu € Uz: Sppin < (U € Uy) < Opax

Hiding property privyp = T,where Vm,Vu: p(X(mu)) < T

Table 23: Error-based Metrics

Metric Name ‘ Formula

Adversary’s expected estimation error

Privage = ) p(x 1 y)d(xx")

XeEX

Expectation of distance error

. 1 *
Privgpg = WZ Z Pre () dp e (x, x7)

teT heH
1
Mean squared error privysg = X Z I x*—y II?
x*eXx*
. - U’
Percentage incorrectly classified privp;c = T
Table 24: Time-based Metrics
Metric Name ‘ Formula
Time until adversary’s success N/A

Maximum tracking time privyrr = Cumulative time when | AS, |=1

Mean time to confusion privyre = Time during which H(X) <1
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Table 25: Robustness Metrics

Formula
1 Il pCxi) —x;
EC(C,p, X =—Z—,
CrO =L T,
1€l
A(x)
P =

Loss Sensitivity

n
1
LS(C,x,y) = ;Z Il VL(x;, yi) 12
i=1

Cross Lipschitz Extreme Value for
nEtwork Robustness (CLEVER)

C(x) = C,(x)

CLEVER(C,x,y, Ny, Ng,p, R) = min—————,
b MLEyeipyu (S)

.....

Average accuracy

K
)
cc” = ) acck

k=1

Worst-case accuracy

Accyorst = min ke[K] ACC

Standard deviation accuracy

K
1
AcCgry = mZ(acck — Acc)?
k=1

P (Top-1 change)

(Not provided)

Mean absolute change

(Not provided)

Classification margin

CM(A,X,C,Y*) = max yep+ Inp(Y =Y) —Inp(Y =Y*)

Adversarial risk

AdvRisk,(C) = Epsy+[3s" = (A, A") € B(s,7)
s.t.CM(A,X',C,Y") = 0]

Adversarial gap

AG,(C) = AdVRisk,>o(C) — AdvRisk,_o(C)

Attack success rate

(Not provided)

Distortion dX',X) = Z(Xi' - X)?/N
i
Transferability (Not provided)
1
Y Y(x) =

max seset D (P (%), P(x + 6))

Note: C(x) is a K-class classifier, with a scoring function S¢, C(p(x)) # C(x), p is the norm used in the creation
of the adversarial samples MLEy,,;1,,; 1S the maximum likelihood estimate, N,, N, are the number of batches and
samples per batch respectively, R is the maximum perturbation, y is the target class and q = ﬁ where p is a

perturbation norm. acc, =

adjacency matrix in a Graph NN, s denotes the perturbation set with an adversarial budget 7 > 0. X and X’ denote

(TP

is accuracy as defined in the performance metrics section 5.1. A denotes the

the original and the adversarial image respectively, N denotes the diexplainabmensionality of X.
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